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Abstract
Resource leaks—failures to properly release scarce

Garbage Collection (GC)-unmanaged resources such as file
descriptors, sockets, and database connections—are a perva-
sive root cause of resource-exhaustion denial-of-service (DoS)
risks in Java programs. Prior approaches typically enumerate
execution paths and inspect them to identify resources that
are not properly released. However, exceptions can trigger
non-local control transfers that bypass resource releases, and
determining which such exceptions are leak-relevant requires
context-sensitive reasoning beyond simple heuristics. Worse
still, exhaustive path enumeration may trigger path explosion,
significantly reducing the practicality of existing methods.

Therefore, we develop LeakHunter, a novel Java resource
leak detector. LeakHunter first leverages an LLM to infer
leak-relevant exceptions in context and statically validates
them. Next, we propose a Leak-oriented Minimum Path
Cover (LMPC) technique. Our insight is that there is no
need to enumerate all paths: since (1) leak detection is exis-
tential, a single leak-prone path suffices to demonstrate that
a resource-managing object is leak-prone, and (2) we can
cover the resource-relevant code regions by leveraging a min-
imum path cover. Therefore, we aim to select a representative
path set generated from MPC while being biased toward leak-
prone behaviors. Accordingly, we construct witness paths
from multiple MPCs and prioritize those with more acquisi-
tions and fewer releases as the LMPC, as they are more likely
to expose leaks. Across two public benchmarks, LeakHunter
achieves the best detection performance while providing an
11.4× speedup in path analysis over the latest approach. In
our real-world study, LeakHunter identifies 67 true leaks with
potential DoS impact, including 15 confirmed by developers.

1 Introduction

Availability is a first-class security property [1]. In Java appli-
cations and services, resource leaks can be weaponized into
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resource-exhaustion denial-of-service (DoS) conditions [2, 3].
By repeatedly exercising a leak-prone path, an attacker can
gradually deplete acquired resources, eventually stalling crit-
ical functionality, triggering cascading failures, or crashing
the process [4]. A resource leak occurs when a program ac-
quires a system resource but fails to release it promptly or
correctly [5]. In Java, garbage collection (GC) [6] does not re-
claim many underlying system resources (e.g., file descriptors,
sockets, and cursors), which we refer to as GC-unmanaged re-
sources. Developers must therefore explicitly close or release
them [7–10]. Although a single leak may not immediately
trigger a failure, its impact accumulates over time. As a result,
resource leaks are particularly dangerous in Java programs,
where a latent defect can be repeatedly triggered and escalated
into a reliable resource-exhaustion DoS condition.

Resource leaks and their potential severity have attracted
sustained attention from the research community and indus-
try. Over the past decade, numerous resource leak detec-
tion tools have been proposed, including academic proto-
types [7, 8, 10–12] and industrial systems [13, 14]. Although
their designs vary, a common strategy is to first identify
resource-management APIs that perform resource acquisi-
tion and release operations. Next, they perform control-flow
analysis and enumerate end-to-end witness paths from a spe-
cific entry point (e.g., a method entry) to an exit point (e.g., a
return). Finally, they analyze each path to determine whether
every acquired resource is released before the end of its life-
time. Despite notable progress, existing resource leak detec-
tors still have important limitations, mainly due to their path
analysis strategies, including the following two issues.
1) Incomplete Leak-Relevant Exceptions Handling Pro-
grams often contain various exceptions that can trigger non-
local control transfers, bypassing the intended release opera-
tions. Because exhaustively enumerating exception-induced
paths incurs substantial overhead and can hurt precision by
introducing many infeasible exceptional transfers [7], recent
approaches [10] adopt heuristic rules to approximate the im-
pact of leak-relevant exceptions, trading precision for scala-
bility. Unfortunately, exceptions are diverse, and their leak
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relevance depends on the surrounding semantic context. As a
result, these rule-based heuristics often miss leak-relevant ex-
ception paths. More broadly and reliably analyzing the impact
of leak-relevant exceptions therefore remains challenging.
2) Path Explosion Even with improved modeling of abnor-
mal control flow, exhaustively enumerating possible paths is
rarely practical for large codebases. Although prior work has
recognized this problem and attempted to mitigate it, exist-
ing heuristic strategies exhibit clear limitations in both their
applicability across diverse scenarios and their overall effec-
tiveness. For example, the state-of-the-art tool InferROI [10]
heuristically prunes paths that are unrelated to acquisition or
release operations. However, heuristic pruning often yields
limited benefits because even the set of paths that involve
resource-management operations can still be extremely large
in complex codebases. Consequently, InferROI explicitly ac-
knowledges path explosion as a major limitation [10], espe-
cially for complex programs. Addressing the overhead caused
by an excessive number of paths remains a key challenge.
Our Insight Two key observations guide our design. First,
leaks often hinge on leak-relevant exceptional transfers. How-
ever, rule-based detectors typically handle exceptions conser-
vatively for efficiency: heuristic rules struggle to pick out the
few leak-relevant exceptions from many candidates because
feasibility depends on the surrounding semantic context. We
therefore augment static analysis with an LLM’s semantic
understanding [15, 16] to infer candidate leak-relevant excep-
tions, which are then statically validated before being incor-
porated into subsequent analysis. Second, leak detection is
essentially an existential property: finding a single leak-prone
path is sufficient to flag a resource-managing object as vulner-
able. The goal is thus to surface such paths efficiently rather
than to achieve path completeness over an exponentially large
search space. Inspired by path-cover prioritization work [17],
we use minimum path covers (MPCs) [18] as a compact back-
bone and incorporate domain knowledge to prioritize paths
that are more likely to expose leaks. Taken together, these
insights call for a detector that (i) exposes leak-relevant ex-
ceptional transfers and (ii) efficiently searches for a small set
of high-value leak witnesses.

In this paper, we present LeakHunter, a novel system for
detecting GC-unmanaged resource leaks that can lead to
resource-exhaustion DoS vulnerabilities. LeakHunter first
leverages an LLM to infer leak-relevant exceptions in con-
text and validates the results through static analysis. This
step guides subsequent analysis by identifying paths whose
exceptional transfers may bypass resource releases and thus
lead to leaks. Building on the LLM outputs, we introduce
a novel leak-oriented minimum path cover (LMPC) to re-
place traditional exhaustive path enumeration. LMPC first
prunes resource-irrelevant code regions (i.e., regions inde-
pendent of resource acquisition and release operations), and
then decomposes the program’s control-flow graph into a set
of directed acyclic graphs (DAGs) [19]. Next, it computes

MPCs [18] over the remaining DAGs. Building on the gener-
ated MPCs, LeakHunter further constructs end-to-end witness
paths and prioritizes those that are more likely to expose leaks
by favoring paths with more acquisitions and fewer releases,
thereby yielding a compact set of representative, leak-prone
paths (i.e., the LMPC) for verification. Finally, LeakHunter
analyzes each representative path in the LMPC to determine
whether each acquired resource is properly released.

We conducted a series of experiments on representa-
tive public benchmarks with ground truth, such as Droid-
Leaks [20] and JLeaks [5], to evaluate LeakHunter’s perfor-
mance. Our comparative analysis included one state-of-the-
art research tool, InferROI [10], and two widely used indus-
trial analyzers, PMD [21] and SonarQube [22]. The results
show that LeakHunter outperforms all baselines. Moreover,
LeakHunter achieves an 11.4× speedup over the latest ap-
proach, InferROI, in terms of path analysis runtime. In the
real-world study, LeakHunter identifies 90 true leaks, of which
67 can potentially lead to resource-exhaustion DoS attacks,
including 15 that have already been confirmed by develop-
ers. We further analyze a representative case showing that
repeated triggering of a GC-unmanaged resource leak can
exhaust underlying resources and cause the application to fail.
In summary, this paper makes the following contributions:

• We reframe GC-unmanaged resource leaks as an avail-
ability risk and show how repeatedly triggering leak-
inducing paths can escalate into resource-exhaustion
DoS conditions.

• We introduce an LLM-assisted inference mechanism for
leak-relevant exceptional transfers, augmenting static
rules to better expose exception-induced leak paths.

• We propose LMPC, a leak-oriented minimum path cover-
based path summarization algorithm that generates a
compact, prioritized set of representative leak-prone
paths, mitigating path explosion without enumerating
all feasible paths.

2 Background & Related Work

We first ground our study in a threat model focused on avail-
ability risks from GC-unmanaged resource leaks. We then
categorize common leak patterns, and finally introduce prior
work, highlighting the gaps that motivate our design.

2.1 Threat Model and Security Scope

We focus on GC-unmanaged resource leaks in Java programs.
A GC-unmanaged resource leak occurs when a program ac-
quires an OS- or runtime-managed resource that is not re-
liably reclaimed by Java garbage collection (e.g., file de-
scriptors, sockets and cursors) but fails to release it (e.g.,
by calling close()) on some control-flow paths. Because
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Case (a): Project "Appsmith" 

  try {
            DataOutputStream out =
                            new DataOutputStream(...); 
            out.write(...);      
                …
            out.close();                         
    } catch (Exception e) {
               …
    } finally {
               … }
   return;

Case (c): Project "XXL-Job" 

Cursor cursor = 
                    sqliteDb.rawQuery(...)
if (cursor.moveToFirst()) {
          do {
              …
          } while(cursor.moveToNext());
              …
           cursor.close();
 } else { 
              … }
 return;

Case (b): Project "OsmAnd" 

 public String loadT(Resource resource) 
                throws Exception  {
            InputStream in = 
                             resource.
                                   getInputStream();
           

      
            return StreamUtils.
                             copyToString(...);
 }

// no resource release in scope

… release

acquire

no close

no close no close

release

may throw an 
exception

acquire

acquire

Figure 1: Major types of resource leaks in real-world applications.

such resources are outside the scope of Java garbage collec-
tion, leaked instances may accumulate and eventually exhaust
bounded resource budgets, resulting in availability failures
in the form of resource-exhaustion DoS when the leak is re-
peatedly triggered. We consider a worst-case setting where
an adversary, or simply an adversarial workload, can repeat-
edly trigger resource leaks by exercising externally exposed
input interfaces, request sequences, or other means to drive
the program into leak-inducing behaviors, ultimately crashing
the program. Our goal is to identify potential GC-unmanaged
resource leaks in Java programs that may constitute the root
cause of resource exhaustion, and to output concrete leak wit-
nesses that support security auditing and prioritization for
availability risks.

2.2 Resource Leak Types
Resource leaks are pervasive in real-world applications and
even in online code examples [23]; they are widely regarded
as among the most challenging problems in static program
analysis [24]. The prevalence and persistence of resource
leaks can be attributed to two factors. First, leaks are often
latent defects whose effects accumulate gradually before man-
ifesting as observable failures. As a result, an attacker can
stealthily and repeatedly trigger leak-prone executions to pro-
gressively exhaust resources, undermining system availability
and potentially enabling resource-exhaustion DoS attacks.
Second, lifecycle management is intrinsically complex: non-
linear control-flows such as exceptional paths are ubiquitous
and can easily bypass timely release along those paths [7, 10].
Resource leaks can typically be divided into two categories:
always-unreleased leaks and path-dependent leaks.
Always-Unreleased Leaks In these cases, resources are
never closed within the program scope. This usually occurs
when developers neglect release operations entirely during im-
plementation. In some cases, libraries or components expose
acquisition operations without an explicit, publicly accessible
release interface, making it difficult for downstream users to
reliably release the resource in a disciplined way. A typical
example is the leak observed in Appsmith (Figure 1(a) [25]).

Path-Dependent Leaks In these cases, developers do imple-
ment release operations in the code, but some execution paths
still skip them, leading to path-dependent leaks. Broadly, we
observe two common patterns of such leaks. First, no-close-
branch cases: these occur when a resource is acquired before
a conditional, but the matching release is placed in only one
branch, while the other branch(es) reach a method exit with-
out releasing the resource, leading to a leak. A representative
example from the OsmAnd app is shown in Figure 1(b) [26],
where the resource is leaked because it is not released in the
else branch. Second, exception-induced cases: exceptions can
abruptly redirect the control-flow away from the intended
release site if they are not handled with appropriate cleanup.
The leak in XXL-Job (Figure 1(c) [27]) exemplifies this pat-
tern: an exception thrown by out.write() can bypass the
subsequent release call out.close(), and the finally block
does not enforce the missing cleanup, resulting in a leak. Com-
pared with always-unreleased leaks, path-dependent leaks are
more insidious because the resource is correctly released on
many executions but silently leaked along these special paths,
which makes them harder to detect and reproduce in practice.

2.3 Related Work

Automated resource leak detectors have been developed to
address the growing severity of resource leaks and resource-
exhaustion DoS attacks. Tracker [7], an early approach, first
uses predefined rules to filter leak-relevant exceptions and
then performs inter-procedural analysis to check for resource
leaks along enumerated paths. Relda2 [8] is a path-aware
resource leak detector for Android bytecode. It enumerates
possible execution sequences induced by implicit callback
orders and checks whether each global resource is released
on every path originating from its acquire point.

Resource Leak Checker [12] models leak detection as an
accumulation typestate problem and improves precision via
lightweight ownership transfer, specialized resource alias anal-
ysis, and fresh-obligation creation for modular checking. How-
ever, it requires user-supplied must-call specifications and
manual code annotations, which makes it semi-automated
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Figure 2: An example demonstrating how LeakHunter overcomes the challenges of path explosion. (a) the code snippet; (b) its
original CFG; (c) its refined CFG; and (d) its LMPC. Node 0 denotes the assignment statements before node 1.

in practice. MIROK [9] mines resource-management API
pairs (i.e., resource acquisition APIs and their corresponding
release operations) from large-scale codebases to facilitate re-
source leak detection. However, predefined whitelists of such
resource-management APIs still have limited coverage in real-
world programs. Therefore, the state-of-the-art work, Infer-
ROI [10], leverages large language models (LLMs) [15,16] to
better recognize acquisition and release APIs. It then enumer-
ates possible paths and applies two heuristic filters to prune
resource-irrelevant normal paths and exception-induced paths,
respectively, thereby reducing the number of paths to ana-
lyze. Nevertheless, these heuristics may miss some exception-
induced paths. Moreover, even after retaining only resource-
relevant paths, the remaining number can still be very large
due to path enumeration, limiting the overall effectiveness.

Availability is a core security property, and resource-
exhaustion DoS has been extensively studied in the secu-
rity community [28, 29]. Rampart [28], for instance, defends
web applications against CPU-exhaustion DoS by learning
function-level execution models to block abusive requests.
DR.D [29] uncovers another class of memory-exhaustion DoS
vulnerabilities in Java web containers that stem from retaining
user controlled data: objects originating from user requests
may be inadvertently retained, accumulate in the heap, and
eventually trigger remote memory exhaustion. In contrast, we
focus on preventing resource exhaustion caused by leaks of
GC-unmanaged resources in Java; while such leaks may be
unintentionally introduced, they can still be exploited or re-

peatedly triggered to cause DoS-like availability degradation,
making our approach complementary to prior DoS defenses.

3 Motivation & Overview

Resource-exhaustion DoS risks from GC-unmanaged re-
source leaks are often hidden in the “unhappy paths”: a single
leak-relevant exception can silently bypass cleanup, while
the number of feasible executions makes exhaustive checking
impractical. We use a concrete snippet to highlight these two
obstacles that make resource-leak detection brittle in practice.

3.1 Motivating Example

In Figure 2(a), we present a code snippet in which the pro-
gram ingests external input, applies conditional logic, and
emits the result to an output stream. Notably, the snippet ac-
quires two GC-unmanaged resources at nodes 1 and 2 by
creating a FileInputStream for reading input data and a
FileOutputStream for writing output data, and it intends
to release both at nodes 16 and 17 by invoking close on
each stream. This snippet also contains several method calls
that may throw exceptions and redirect control flow, such as
those at nodes 1-2, and 14-15. Notably, exceptions at node 2
must be considered because they can directly lead to a re-
source leak. If node 2 throws an exception after the resource
is acquired, the execution may bypass the release at node 16,

1750    35th USENIX Security Symposium USENIX Association



leaving the resource unreleased. In contrast, exceptions at
most other nodes are handled by the finally block, which
still executes the release logic and prevents leaks.

This example illustrates that most exceptions are unrelated
to resource leaks, while identifying the few that are leak-
relevant requires contextual reasoning that is difficult to en-
code with heuristic rules while maintaining analysis efficiency.
Therefore, existing approaches typically rely on simple fil-
tering to approximate exception-induced leak analysis. Infer-
ROI [10] is a representative example. It applies a two-stage
screening mechanism. First, it analyzes exception-induced
paths only when the method declares a thrown exception in
its signature. Second, it checks whether resources are released
in a finally block, so that even if an exception causes non-
local control transfers, the resources can still be released. If
a case satisfies the first condition but violates the second, it
assumes that some exception can bypass the resource release
operations and therefore treats the case as leak-prone. How-
ever, heuristic rules inevitably have incomplete coverage. As
shown in Figure 2(a), even when the release operations for in
and out are placed in finally, an exception at node 2 may
prevent the close() at node 16 from executing as intended,
resulting in a leak—yet InferROI ignores this case.

In addition, traditional resource leak detectors often enu-
merate a large number of end-to-end witness paths and check
them one by one for violations of the resource-usage policy,
which can suffer from severe efficiency bottlenecks when
analyzing large codebases. Recent approaches attempt to mit-
igate this cost by pruning resource-irrelevant code regions,
retaining only regions that have control- or data-dependence
on resource acquisition or release operations. As shown in
Figure 2(b) and (c), even without considering the additional
paths introduced by inter-procedural analysis, the refined pro-
gram still contains 13 distinct paths. As branching continues,
the number of paths grows exponentially, leading to path ex-
plosion, which highlights the limitation of this strategy.

3.2 Design Insights

Identifying leak-relevant exceptions is challenging because
it requires reasoning about whether an exception can feasi-
bly arise in the given program context and whether it can
affect resource release. Such context-sensitive reasoning goes
beyond existing heuristic rules. Meanwhile, making such anal-
ysis context-sensitive can introduce substantial analysis cost;
scalable approximations often sacrifice precision, reflecting
the precision–scalability trade-offs of context-sensitive analy-
sis [30]. As a result, existing heuristic-based methods struggle
to precisely identify leak-relevant exceptions. To address this
challenge, we use large language models (LLMs) to infer po-
tential leak-relevant exceptions. LLMs combine strong code
understanding with context-aware reasoning, enabling them
to infer plausible exception behaviors and distinguish those
that are relevant to resource leaks. This design is motivated

by prior evidence that LLMs learn rich statistical regularities
from large code corpora and perform well on code understand-
ing tasks [16, 31, 32], while also exhibiting useful reasoning
behaviors in code-centric settings [33, 34]. We then statically
validate and filter the LLM’s results before using them in
subsequent leak analysis.

Our insight for path generation in resource leak detection
is that not all paths need to be evaluated. This insight stems
from three considerations. First, leak detection is essentially
existential: for a given resource-managing object, finding a
single leaking execution path is sufficient to confirm a poten-
tial issue for that object. Second, under realistic time budgets,
analyzing all paths is prohibitively expensive, so the analysis
is better served by prioritizing a small subset of paths that are
more likely to expose leaks for verification. Third, by graph
theory, any directed acyclic graph (DAG) admits a minimum
path cover (MPC) [18]. Moreover, resource-relevant code re-
gions can be approximated as a set of DAGs, allowing us to
cover it with a compact set of representative paths.

Guided by this insight, we first generate MPCs for each
DAG in the program. Based on them, we construct witness
paths by prioritizing those with the most acquisition opera-
tions and the fewest release operations, as such paths are the
most likely to expose leaks. We then perform a resource-safety
check on these paths to identify potential leaks. Overall, our
algorithm prioritizes leak-prone representative paths, enabling
efficient verification without enumerating all feasible paths.
In Figure 2(d), our algorithm further reduces the number of
paths to be verified from 13 to 4, building on the existing path
refinement strategy. The selected set still includes leak-prone
paths (e.g., path1), thereby significantly improving detection
efficiency without compromising effectiveness.

3.3 LeakHunter Workflow

The architecture of LeakHunter is shown in Figure 3. It takes
the Java source code as input. In the critical intention infer-
ence stage, LeakHunter constructs prompts and queries the
LLM to infer three resource-relevant intentions in the pro-
gram: resource acquisition APIs, resource release APIs, and
leak-relevant exceptions. Next, LeakHunter builds an inter-
procedural control-flow graph (iCFG) from the source code,
prunes code regions that are independent of resource manage-
ment based on control and data dependences, and eliminates
unreachable paths via constant folding. Based on the refined
iCFG, LeakHunter constructs a set of directed acyclic graphs
(DAGs) and generates MPCs on each DAG. Building on the
generated MPCs, it constructs end-to-end witness paths and
prioritizes those most likely to expose leaks by favoring paths
with more acquisition operations and fewer release operations;
the resulting compact set of representative, leak-prone paths
constitutes the LMPC. Finally, for each path in the LMPC,
LeakHunter checks compliance with the resource usage pol-
icy, and any violating path is reported as a leak.
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Figure 3: The architecture of LeakHunter.

Applying MPC to resource leak detection is non-trivial. It
requires identifying leak-relevant exceptions that affect re-
source release, transforming cyclic iCFGs into DAGs suitable
for MPC computation, and composing MPC segments from
different DAGs into prioritized end-to-end witness paths. In
the next section, we describe how to address these challenges.

4 System Design

LeakHunter concretizes the workflow outlined in Figure 3 by
addressing the two bottlenecks: incomplete coverage of leak-
relevant exceptional transfers and the prohibitive cost of path
enumeration. It does so through two complementary mecha-
nisms: leak-relevant exception inference (LLM-assisted and
statically validated) to expose exception-induced leak-prone
paths, and leak-oriented minimum path cover (LMPC) to gen-
erate a compact set of representative end-to-end witness paths
for efficient leak checking.

4.1 Critical Intention Inference

Critical intention inference extracts the resource-relevant se-
mantic facts needed by later stages: (1) resource-management
operations, where a resource-managing object invokes
resource-management APIs to acquire or release resources
and (2) leak-relevant exceptions—exception-induced control-
flow edges that can bypass the intended release and create
leak-prone paths.

LLM assistance is needed because inferring both resource-
management APIs and leak-relevant exceptions requires se-
mantic generalization beyond fixed syntactic patterns. For
resource-management operation inference, InferROI [10]
has shown that detectors relying on predefined resource-
management APIs can miss leaks when the relevant APIs
are absent from the prepared sets, and that LLM-based infer-
ence can improve detection effectiveness. Moreover, inferring
leak-relevant exceptions is challenging because their leak rel-
evance depends on the surrounding semantic context, which
is difficult to capture with heuristic rules alone. Without such
reasoning, the analysis may either miss leak-relevant excep-
tions or introduce leak-irrelevant ones.

Therefore, we use an LLM to broaden coverage of resource-
management APIs beyond predefined patterns; we further ex-
tend LLM assistance to infer leak-relevant exceptions whose
plausible propagation can bypass the corresponding release in
the given program context. However, while LLMs can reason
well about relatively straightforward tasks such as resource-
management API inference, their outputs may be unstable
or even incorrect for tasks that require broader contextual
and semantic reasoning, such as inferring leak-relevant excep-
tions. To mitigate this issue, rather than discarding rule-based
checks altogether, we statically validate and filter the inferred
exceptions before they affect leak reasoning (§4.2). Our abla-
tion experiment further supports the practical benefit of this
LLM-assisted inference pipeline, especially for identifying
leak-relevant exceptions with static validation (§5.2).

We design prompt templates to query the LLM and parse
its responses into structured representations for subsequent
static analysis. Detailed prompts and example outputs are
provided in Appendix A. The LLM outputs, for each resource-
managing object, its Java type, initial identifier, and the source
lines where acquisition or release occurs. It also identifies
source lines where exceptions may arise and bypass the cor-
responding release operations.

4.2 Minimum Path Cover Generation

After locating critical intentions closely related to resource
leak detection, the next step is to generate end-to-end witness
paths for detecting resource leaks. We leverage the notion of
a minimum path cover (MPC) to generate a representative
set of paths to mitigate path explosion. In this section, we
describe how to compute MPCs for a given program.
Generate Refined iCFG We first take the input Java program
and construct an inter-procedural control-flow graph that links
callee CFGs via call and return edges [35]. Since we focus
on resource-relevant behaviors, we eliminate irrelevant code
as an auxiliary pruning step to reduce its impact on detection
and improve analysis efficiency. Similar to InferROI [10], we
compute a dependence-based slice and prune away all other
code, retaining resource acquisition and release operations as
well as statements that are data- or control-dependent on these
operations. Next, we apply lightweight constant folding and
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reachability checking to simplify branch conditions; branches
whose outcomes can be decided statically (e.g., conditions
that fold to a constant) are collapsed, and obviously unreach-
able branch targets are removed. This yields a refined iCFG
slice that is relatively smaller, while retaining the control- and
data-flow behaviors that may affect resource leaks.

Validate Leak-Relevant Exception First, we check whether
the locations of leak-relevant exception throwing points in-
ferred by the LLM correspond to call sites. If so, we treat
them as candidate leak-relevant exceptions. Next, we further
validate and filter these candidate exceptions by the follow-
ing strategy. Concretely, given a call site cs flagged by the
LLM as potentially leak-relevant, we statically resolve the
exception type t that may be thrown from cs. Then, we keep
the candidate exception only if the program provides explicit
evidence that t is anticipated, namely: (1) cs is dominated by
a try region, and the exceptional edge from cs labeled with t
can be dispatched to at least one catch handler whose caught
type is compatible with t; (2) along inter-procedural excep-
tion propagation on the call graph, t can be caught by some
caller of the enclosing method of cs; or (3) t is compatible
with an exception type declared in the throws clause of the
method enclosing cs. Otherwise, the exception will be pruned
as noise. This design follows a common practice in static
exception analysis: real-world Java programs typically make
meaningful exceptional flows explicit by guarding them with
compatible handlers or by declaring them in throws. Hence,
an inferred exception with no such evidence is likely spurious.
This strategy effectively reduces errors in the LLM’s outputs
when it is required to reason about complex semantics.

Transform iCFG into DAG Even after restricting enumer-
ation to resource-relevant code regions, path explosion may
still occur. Therefore, after obtaining the refined iCFG, we
generate MPCs to avoid full path enumeration and mitigate
path explosion. The challenge here is that we must eliminate
cycles in the iCFG, since computing MPCs directly on a cyclic
graph is NP-hard [36]. Thus, our algorithm first transforms
the cyclic iCFG into one or more DAGs and then computes
MPCs on these DAGs [37]. Similar to previous work [17], we
distinguish two main kinds of cycles in the iCFG: loop cycles
and caller-callee cycles. For loop cycles, recent leak detectors
such as InferROI [10] adopt a simple treatment by unrolling
each loop once to break the cycle. This is likely because a
resource’s lifetime usually spans the entire loop rather than
individual iterations, and developers rarely place resource
acquisition or release operations inside the loop body. There-
fore, we follow the same strategy for handling loop cycles.
Subsequently, we turn to the analysis of caller-callee cycles.

A caller-callee cycle arises when the same callee is invoked
at multiple call sites. In the iCFG, control flow can return from
the callee to the caller, reach another call site, and re-enter
the same callee entry, thereby forming a cycle. For example,
in Figure 4(a), the two call sites of method M induce such a

Figure 4: Caller-callee cycle ( f x1 and f x2 denote two call
sites that invoke the same method)

cycle; one traversal along this cycle is 1 → 2 → 3 → 4 → 5
→ 6 → 7, which re-enters M’s entry twice.

To eliminate caller-callee cycles, we split each callee
method that may form such a cycle (denoted as a cl-method)
from the refined iCFG and transform it into a one-entry-one-
exit method subgraph as follows. First, we remove the edges
from each cl-method call site in the refined iCFG to its callee
method body to break cycles, while retaining the call-site ver-
tex in the remaining iCFG (denoted as rCFG). The separated
CFG of the cl-method is denoted as a cCFG. Next, to avoid
different cCFG paths returning to the rCFG through different
return nodes, we insert a virtual return node (VRet) after all
return statements in the cCFG and redirect all the original
return edges from these return statements to VRet, rather than
back to the rCFG. VRet then serves as a unified return point.
As a result, the return edges that originally led back to the
rCFG are replaced by the redirected edges to VRet, as illus-
trated in Figure 4(b). This ensures that each extracted cCFG
has a single entry (the callee entry block) and a single exit
(VRet). After both loop cycles and caller-callee cycles are
handled, the rCFG and the cCFGs can be treated as DAGs,
and we can compute MPCs on each of them independently.
Compute MPC from DAG We now describe how we com-
pute MPCs on the DAGs (i.e., the rCFG and the cCFGs).
Given a DAG G = (V,E), where V and E denote the vertex
and edge sets, respectively, a path cover P is a finite set of
paths P = {p1, p2, . . . , pk} such that every v ∈V is visited by
at least one path in P. A minimum path cover Pmpc is a path
cover with minimum cardinality among all path covers on G.
Computing MPCs on DAGs in polynomial time is well stud-
ied [18,36,38,39], and we adopt Ntafos’ maximum-matching
algorithm [36] to obtain them. Algorithm 2 in Appendix B
gives the detailed procedure for computing an MPC from a
DAG. We apply it separately to the rCFG and each cCFG to
obtain MPCs, and for each DAG we attempt to generate up to
K distinct MPCs to enhance path diversity.

4.3 Leak-Oriented MPC Construction
MPCs computed on individual DAGs are only local path seg-
ments, whereas resource-leak detection requires prioritized
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end-to-end witness paths, namely complete entry-to-exit paths
in the refined iCFG. To address this challenge, LeakHunter
goes beyond computing MPCs on each DAG: it turns MPC
segments into a leak-oriented MPC (LMPC) that produces pri-
oritized leak-prone witness paths. Instead of directly enumer-
ating exponential iCFG paths, we treat the retained rCFG/c-
CFG MPC segments as a compact composition space and
lazily splice them via best-first search under a leak-oriented
priority, favoring acquisition-heavy and release-light behavior.
We output only the Top-M witnesses (configurable M) to keep
the construction efficient on complex programs.

The path construction starts with each unique rCFG path
segment pr covered by the generated rCFG MPCs. We then
expand call-sites that invoke cl-methods by splicing callee
path segments drawn from the generated MPCs of the in-
voked cl-methods. A global best-first procedure then outputs
witness paths pw under a leak-oriented priority order. We pri-
oritize paths that are more likely to expose leaks by favoring
acquisition-heavy and release-light behavior. In general, the
larger the difference between the numbers of acquisition and
release operations on a path, the more likely it is to expose
a resource leak, because it suggests that resources may be
acquired without being promptly released. We assign each
path segment p in the generated MPCs an additive local leak
score as a proxy for its leak-proneness, where p is an intra-
procedural path from entry to exit in either the rCFG (pr) or
a cCFG (pc). We define this local leak score as follows:

local leak score(p) = ACQ(p)−REL(p) (1)

where ACQ(p) and REL(p) denote the numbers of resource
acquisition and release operations along p, respectively. This
equation is computed for both the starting rCFG segment
pr and every spliced callee segment pc, and the scores are
accumulated during splicing. Then, for a witness path pw, its
leak score is the sum of the local leak scores of all constituent
pr segments and spliced pc segments:

global leak score(pw) = ∑
p∈pw

local leak score(p) (2)

To avoid forming the full cartesian product of callee path
segment choices across cl-method call-sites encountered dur-
ing splicing starting from pr, we perform best-first exploration
under a leak-oriented priority—a best-case completion score
that steers the search toward larger global leak score. For each
cl-method m, we collect the path segments in the MPCs gener-
ated for its cCFG, remove duplicates, sort them by local leak
score in descending order, and store the resulting sequence as
a callee bank: Bank(m) = ⟨pm,1, . . . , pm,n⟩. Given a (partial)
witness path1, its leak-oriented priority has two additive parts:
(1) the sum of local leak score over all already-spliced path

1A partial witness-path is a prefix of a witness path that starts from pr ,
has already spliced in some cl-methods, and still contains unexpanded call
sites to other cl-methods.

segments, and (2) for each remaining unexpanded call-site
that invokes a cl-method m, the maximum local leak score
among the path segments in Bank(m). We use this priority
as the queue key to rank partial witness-paths for best-first
exploration. The priority is recomputed after each splice and
becomes exact once the partial witness-path is fully expanded.

To leverage the leak-oriented priority to select the wit-
ness paths most likely to expose leaks, we create a generator
backed by a local queue keyed by the leak-oriented priority.
The generator is initialized with the unexpanded pr as the
initial partial witness-path. Repeatedly, it pops the element
with the largest leak-oriented priority. If the popped element
contains an unexpanded call site that invokes a cl-method, the
generator expands it by splicing in the corresponding callee
path segment from Bank(m), producing new partial witness
paths. Each newly formed partial witness-path is re-keyed
with an updated leak-oriented priority and pushed back to the
local queue. Because the leak-oriented priority is a best-case
completion score for partial witness-paths and becomes exact
(equal to the global leak score) once a witness path is fully
expanded, each generator’s best-first exploration prioritizes
partial witness-paths that can still lead to larger global leak
scores within the MPC-induced path space.

Finally, we coordinate all generators with a global max-
priority queue to produce the Top-M witness paths2 as our
LMPC. Intuitively, the global queue only mirrors each local
queue’s head; therefore, when we choose one head from the
global queue, we then pop the same element from its local
queue to advance that generator. At each step, we pop the
globally best partial witness-path. If it is fully expanded, we
output it as the next witness path. Otherwise, we remove
this partial witness path from the generator’s local queue
and expand its next unexpanded call site to a cl-method. We
then push the newly formed partial witness path back into
the same local queue with an updated leak-oriented priority.
The generator’s new head element is then re-inserted into
the global queue. This interleaving ensures the budget M is
spent on the most leak-prone witness paths across all pr starts,
rather than being consumed by any single start. The process
continues until either the number of constructed paths reaches
M or witness paths have been fully constructed. The detailed
algorithm is provided in Algorithm 1.

Whole-program end-to-end path enumeration, even with a
hard cap M, still has two drawbacks. First, it must commit to
branch decisions throughout the iCFG, so a limited budget M
can be consumed by many highly overlapping, low-yield paths
that add little new coverage of resource-relevant code. Second,
the global leak score of an end-to-end path is only known
after the path is fully materialized, which makes it hard to
steer enumeration toward the Top-M leak-prone paths without
exploring far more than M path candidates. In contrast, our
approach generates witnesses from a compact MPC-induced

2M is used to cap extreme cases, and it can also be set to an unbounded
value when users want to explore a more complete set of witness paths.
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Algorithm 1 LMPC Generation Algorithm

Require: Mr and Mc,m // MPCs of rCFG and n cCFGs
1: LMPC← [ ], Bank←{}
2: for all cl-method m do
3: PS←{} // paths and their local leak score
4: for all pc ∈Mc,m do
5: sc← GEN_LOCAL_LEAK_SCORE(pc)
6: PS← PS∪{(pc : sc)}
7: end for
8: Bank[m]← RANK_UNIQUE_PATHS(PS)
9: end for

10: Starts← EXPLORE_RCFG_PATHS(Mr)
11: GQ← [ ] // global leak-oriented priority queue
12: for all pr ∈ Starts do
13: sr← GEN_LOCAL_LEAK_SCORE(pr)
14: cand← INIT_PATH_CANDIDATE(pr,sr)
15: Q[pr]← [ ] // local leak-oriented priority queue
16: Q[pr].push(cand, CALC_LEAK_PRIO(cand,Bank))
17: GQ.push(TOP(Q[pr]), pr)
18: end for
19: while |LMPC|< M and GQ ̸= /0 do
20: (cand, id)← POP_MAX(GQ)
21: POP_MAX(Q[id]) // advance the local queue of id
22: if EXPAND_COMPLETE(cand) then
23: pw← cand // no unexpanded cl-methods
24: LMPC.append(pw)
25: else
26: csm← NEXT_CALLSITE(cand) // call site of m
27: for all (pc,sc) ∈ Bank[m] do
28: cand′← SPLICE(cand,csm, pc)
29: Q[id].push(cand′,CALC_LEAK_PRIO(cand′,Bank))
30: end for
31: end if
32: if Q[id] ̸= /0 then GQ.push(TOP(Q[id]), id)
33: end while

path space and performs best-first splicing under the leak-
oriented priority. As a result, each produced witness path is
coverage-informed by the MPC structure and prioritized by
leak-oriented scoring, rather than being an arbitrary sample
from the exponential iCFG path space.

4.4 Leak Path Determination
After constructing the LMPC set, we validate its end-to-end
witness paths one by one in descending leak-oriented prior-
ity order. Following prior work [7, 8, 10], we treat a witness
path as leak-prone if it leaves at least one acquired resource-
managing object without a matching release. Concretely,
based on the results of critical intention inference, we an-
notate each resource-management API call on a path with its
associated resource-managing object o, identified by its type,
initial identifier, and line number. For a witness path pw, let

ACQ(pw,o) and REL(pw,o) denote the numbers of resource
acquisitions and resource releases associated with object o
along pw. We deem pw potentially leak-prone if there exists
an object o whose acquisitions outnumber its releases, i.e.,
Condition 1 holds:

∃o : ACQ(pw,o)> REL(pw,o).

Otherwise, when Condition 2 holds, i.e.,

∀o : ACQ(pw,o)≤ REL(pw,o),

we consider pw leak-free.
Since leak detection is existential, once we find a witness

path pw satisfying Condition 1 for an object o, we report
that o is leak-prone and skip further witnesses for the same
object to reduce redundant validation. If all paths in the LMPC
are verified to be leak-free, we report that no leak witness is
observed under the current LMPC.

leak =

{
Exist, ∃ pw ∈ LMPC, Cond 1 holds
No Witness, ∀ pw ∈ LMPC, Cond 2 holds

(3)

5 Evaluation

Leveraging two publicly available datasets, we conduct a
comprehensive evaluation of LeakHunter against baseline
tools, comparing both effectiveness and efficiency in §5.2. To
highlight the advantages of our LMPC algorithm in reducing
detection overhead, we further perform a fine-grained analysis
in §5.3 to explain why LeakHunter achieves high efficiency.
In addition, we conduct real-world experiments in §5.4 to
assess LeakHunter’s capability in practical scenarios. Finally,
we characterize the security impact of the resource leaks we
validated and analyze a representative newly discovered leak
case to show how a resource leak can potentially lead to
resource-exhaustion DoS attacks.

5.1 Experiment Settings
Implementation and Baselines LeakHunter is implemented
in more than 6,400 lines of Python code, and utilizes the Src-
toolkit [40] to parse source code. Building on this foundation,
LeakHunter integrates an LLM-assisted component to infer
resource-management APIs and leak-relevant exceptions. We
evaluated multiple LLMs and found that GPT-5 [41] achieves
the strongest overall performance; therefore, the experimental
results in this section primarily use GPT-5. We also report
results with open-source LLMs, including Llama4-Scout [42]
and Gemma3-12B [43], in Table 2 and Table 3.

To evaluate LeakHunter’s performance, we compare it
against three representative baselines that span the aca-
demic state-of-the-art and widely used industrial tools: In-
ferROI [10], a recent approach that represents one of the
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strongest existing methods for resource leak detection; and
PMD [21] and SonarQube [22], two industrial static analyz-
ers that are widely used in real-world development for re-
source leak detection. These tools were selected because they
are publicly available, operate on Java source code, and can
automatically detect resource leaks. Consequently, we ex-
clude leak detection tools that are not publicly available (e.g.,
Tracker [7] and Relda2 [8]), as well as approaches that re-
quire per-program manual annotation, such as Resource Leak
Checker [12], from our baselines.

Datasets Collection Our controlled experiments require
datasets with established ground truth to enable a rigorous
evaluation of Java resource leak detection. Accordingly, we
select DroidLeaks [20] and JLeaks [5] to form our ground-
truth dataset. We choose these benchmarks because, to the
best of our knowledge, they are the only publicly available
datasets specifically curated for Java resource leak detection.
Similar to InferROI [10], we refined the dataset primarily by
excluding cases with syntax errors, as they cannot be reliably
parsed into ASTs and thus prevent downstream static analysis
by the evaluated tools. Overall, our benchmark suite contains
1,820 valid test cases, including 156 from DroidLeaks and
1,664 from JLeaks, which we use for subsequent evaluation.

To further assess the practical effectiveness of LeakHunter,
we curate a real-world dataset of 100 popular open-source An-
droid applications (apps), with a focus on those that contain
externally accessible interfaces, restricting our selection to
GitHub projects with more than 1,000 stars to bias the dataset
toward representative, widely used codebases. Android apps
are suitable for this study because, when they expose exter-
nally accessible interfaces in a client-server setting, they repre-
sent meaningful targets for resource-exhaustion DoS analysis,
while facilitating controlled and reproducible evaluation.

Evaluation Metrics Following standard practice in the eval-
uation of resource leak detection, the results of the detection
can be categorized into four basic cases. A true positive (TP)
denotes that the program indeed contains a resource leak and
the tool correctly identifies it. A false negative (FN) indicates
that a resource leak exists but is overlooked by the tool. A
false positive (FP) refers to cases where the tool incorrectly
reports a resource leak that does not actually exist. A true
negative (TN) means that the program contains no resource
leak and the tool correctly recognizes this fact. Based on these
definitions, we measure Precision (Pre.), Recall (Rec.) and
F1-score (F1) [44] to evaluate the performance of LeakHunter
and the baseline tools.

Threshold Tuning LeakHunter has two tunable parameters,
K and M, which control the number of MPCs generated per
DAG and the total number of witness paths, respectively. For
K, we empirically tuned it and set K=3 as the default value, as
detailed in Appendix C. For M, we set it to be unbounded to
faithfully reflect LMPC’s performance, i.e., without imposing
a cap on the number of generated paths.

5.2 Effectiveness and Efficiency

Comparison Testing Results As shown in Table 1, the in-
dustrial resource leak detection tools, including PMD and
SonarQube, exhibit low precision and recall in our experi-
ments. In general, PMD achieves only 57.2% precision and
10.4% recall, resulting in a 17.7% F1-score. SonarQube per-
forms slightly better, with 52.0% precision and 13.1% recall
(20.9% F1-score). This poor performance mainly stems from
the limitations of heuristic rule-based analysis. Such rules
cover only a subset of resource leak patterns and often fail to
account for leak-relevant exceptions as well as their impact
on leak-prone control flow, leading to many missed resource
leaks. The cutting-edge approach, InferROI, performs sub-
stantially better, achieving F1-scores of 64.1% on DroidLeaks
and 72.6% on JLeaks, resulting in an overall F1-score of
72.0%. This result is comparable to the performance reported
in the InferROI paper [10] (66.7% F1-score on DroidLeaks
and 68.7% on JLeaks). InferROI leverages an LLM to iden-
tify resource-management operations more broadly, enabling
it to validate a wider range of resource-relevant paths and
thus reduce false negatives. However, its limited handling of
leak-relevant exceptions constrains further improvements.

In contrast, LeakHunter achieves the best overall perfor-
mance among all compared tools, obtaining F1-scores of
86.8% and 81.6% on DroidLeaks and JLeaks, respectively,
and improving the overall F1-score to 82.0%, which is 10.0%
(82.0% - 72.0%) higher than InferROI. This gain mainly
stems from LeakHunter’s incorporation of leak-relevant ex-
ceptions inferred by the LLM and subsequently validated by
static analysis. By doing so, LeakHunter can more accurately
cover execution paths beyond regular control flow, thereby
modeling more complete leak-prone paths and uncovering
resource leaks missed by InferROI. Moreover, LeakHunter’s
outstanding performance also highlights the effectiveness of
our LMPC algorithm: instead of exhaustively enumerating
paths as traditional approaches do, LMPC retains only a small
set of representative, highly leak-prone paths, yet does not
noticeably sacrifice leak detection capability.

LeakHunter with Different LLMs We also conduct experi-
ments with LeakHunter and InferROI using two representative
open-source LLMs. The results on DroidLeaks and JLeaks
are reported in Tables 2 and 3. Overall, LeakHunter and In-
ferROI achieve the best performance when using GPT-5. On
DroidLeaks, LeakHunter with GPT-5 improves the F1-score
over LeakHunter with Llama4-Scout and Gemma3-12B by
7.6% (86.8%-79.2%) and 5.7% (86.8%-81.1%), respectively.
On JLeaks, the improvements are 1.8% (81.6%-79.8%) and
1.4% (81.6%-80.2%). The main reason is that GPT-5 is more
effective at locating resource-management operations and in-
ferring leak-relevant exceptions, which in turn reduces false
positives and false negatives caused by errors in the critical
intention inference stage. In addition, regardless of which
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Table 1: The comparison results among peer tools (LeakHunterI = LeakHunter without leak-relevant exception analysis,
LeakHunterII = LeakHunter with traditional path enumeration algorithm, LeakHunter and InferROI both use GPT-5).

Tool DroidLeaks JLeaks All

TP TN FP FN Pre. Rec. F1 TP TN FP FN Pre. Rec. F1 Pre. Rec. F1

LeakHunter 66 70 8 12 89.2% 84.6% 86.8% 710 633 199 122 78.1% 85.3% 81.6% 78.9% 85.3% 82.0%
LeakHunterI 57 71 7 21 89.1% 73.1% 80.3% 436 705 127 396 77.4% 52.4% 62.5% 78.6% 54.2% 64.2%
LeakHunterII 66 67 11 12 85.7% 84.6% 85.2% 710 596 236 122 75.1% 85.3% 79.9% 75.9% 85.3% 80.3%
InferROI 41 69 9 37 82.0% 52.6% 64.1% 581 645 187 251 75.7% 69.8% 72.6% 76.0% 68.4% 72.0%
PMD 23 59 19 55 54.8% 29.5% 38.3% 72 780 52 760 58.1% 8.7% 15.1% 57.2% 10.4% 17.7%
SonarQube 6 76 2 72 75.0% 7.7% 14.0% 113 724 108 719 51.1% 13.6% 21.5% 52.0% 13.1% 20.9%

Table 2: Results of different LLMs on DroidLeaks dataset

Tool LeakHunter InferROI

Pre. Rec. F1 Pre. Rec. F1

Llama4-Scout 86.4% 73.1% 79.2% 76.2% 41.0% 53.3%
Gemma3-12B 85.7% 76.9% 81.1% 76.6% 46.2% 57.6%
GPT-5 89.2% 84.6% 86.8% 82.0% 52.6% 64.1%

Table 3: Results of different LLMs on JLeaks dataset

Tool LeakHunter InferROI

Pre. Rec. F1 Pre. Rec. F1

Llama4-Scout 77.2% 82.7% 79.8% 74.6% 67.4% 70.8%
Gemma3-12B 77.0% 83.7% 80.2% 74.4% 68.1% 71.1%
GPT-5 78.1% 85.3% 81.6% 75.7% 69.8% 72.6%

LLM is used, LeakHunter consistently outperforms InferROI
under the same LLM setting.

Stepwise Contribution Analysis LeakHunter introduces
two new mechanisms: (1) LLM-assisted inference of leak-
relevant exceptions, validated by static analysis, to expose
leak-prone paths along exceptional control flow, and (2)
an LMPC path exploration strategy to improve path anal-
ysis efficiency. To better demonstrate the benefit of each
contribution, we conduct an ablation study. We evalu-
ate LeakHunter without leak-relevant exception analysis
and denote this variant as LeakHunterI in Table 1. We
also report results for LeakHunterII, which replaces LMPC
with a traditional path enumeration strategy. Comparing
LeakHunterI with LeakHunter quantifies the performance
gain from our leak-relevant exception analysis, while the gap
between LeakHunter and LeakHunterII reflects the perfor-
mance change from using the LMPC algorithm instead of the
traditional path enumeration method.

From the results in Table 1, LeakHunterI achieves an over-
all F1-score of 64.2%, whereas LeakHunter reaches 82.0%.
This 17.8% improvement (82.0% - 64.2%) indicates that, by
combining the LLM’s semantic understanding with static val-
idation, our method can effectively locate the associated leak-
prone paths, thereby reducing false negatives and improving
detection performance. In addition, we find that LeakHunterII

and LeakHunter achieve the same recall (85.3%), while
LeakHunter attains a higher precision (78.9% vs. 75.9%). As
a result, LeakHunter improves the F1-score by 1.7% (82.0%
vs. 80.3%). The identical recall indicates that, on our dataset,
LMPC does not miss any additional true positives relative
to full path enumeration. The higher precision is because
LMPC generates a representative set of high-likelihood leak-
prone paths, rather than enumerating all paths as traditional
approaches do. Enumerating more paths increases the risk of
false positives during leak path determination, thereby reduc-
ing precision.
Detection Error Analysis Although LeakHunter achieves
the best overall detection performance, with an F1-score of
82.0%, it still produces both false negatives and false posi-
tives. Further analysis shows that Android’s callback-driven
execution is the main source of false negatives, with more
than 60% of them caused by callback-related issues. In these
cases, resource acquisitions and releases may occur in differ-
ent lifecycle callbacks [45] or asynchronous handlers, and
their effective ordering is governed by framework events.
Without a callback-aware execution model, static analysis
cannot reliably match releases with their corresponding ac-
quisitions across callbacks. For example, the analysis may
incorrectly match an acquisition in one callback with a re-
lease in another that is not feasible under the framework’s
ordering rules. As a result, a truly unreleased resource may
be considered released, leading to a missed detection. While
incorporating precise callback scheduling could improve ac-
curacy, it would substantially increase analysis complexity
and runtime. Thus, similar to InferROI, LeakHunter does not
model full callback scheduling, and we leave this to future
work. In addition, many false positives stem from the LLM
missing some resource-management operations. For instance,
if the LLM fails to identify a resource release, LeakHunter
may incorrectly conclude that the resource remains unreleased
along the relevant paths, resulting in a false alarm.
Efficiency Existing static tools typically detect leaks by enu-
merating execution paths, which can incur substantial over-
head. We therefore measure the static path analysis efficiency,
including the time for path generation and for resource leak de-
termination on the generated paths, and compare the efficiency
of LeakHunter against the latest research approach InferROI,
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Table 4: The average path generation time (before “/”) and
the leak path determination time (after “/”) of peer tools.

Tool DroidLeaks JLeaks All

LeakHunter 0.2s / 0.1s 1.4s / 1.1s 1.3s / 1.0s
LeakHunterI 0.2s / 0.1s 1.2s / 0.9s 1.1s / 0.8s
LeakHunterII 23.5s / 13.8s 16.3s / 9.6s 16.9s / 10.0s
InferROI 23.7s / 13.6s 15.7s / 9.4s 16.4s / 9.8s

which represents the traditional path enumeration strategy. We
also report the results of LeakHunterI and LeakHunterII for
further stepwise analysis. Table 4 summarizes the overhead
statistics for path generation and leak path determination on
our ground-truth dataset for each tool. For the per-case LLM
analysis time of each tool, see Appendix D.

As shown in Table 4, on the ground-truth dataset, InferROI
spends 16.4s on path generation and 9.8s on leak determina-
tion over the generated paths, for a total path analysis time
of 26.2s (16.4s + 9.8s). In contrast, LeakHunter takes only
1.3s on average to generate paths. Because it generates far
fewer paths, the leak determination time also drops to 1.0s,
resulting in a total analysis time of 2.3s (1.3s + 1.0s). Over-
all, LeakHunter achieves an 11.4× speedup over InferROI.
This efficiency gain primarily stems from our LMPC algo-
rithm, which selects a compact set of representative, leak-
prone paths and thus substantially reduces the cost of path
exploration, indirectly lowering the overhead of determining
leaks from these paths as well. For LeakHunterII, it takes
16.9s to generate all paths and 10.0s to determine leaks on
these paths, resulting in a total path analysis time of 26.9s
(16.9s + 10.0s). Comparing LeakHunter with LeakHunterII,
the 24.6s gap (26.9s - 2.3s) highlights the efficiency advantage
of LMPC over the traditional algorithms. Note that the ground-
truth dataset typically contains relatively simple cases and
thus may not fully reflect the efficiency gap between LMPC
and traditional path enumeration. Results on real-world pro-
grams (§5.4) further demonstrate the advantages of LMPC.

5.3 LMPC’s Contribution

Traditional path analysis attempts to explore possible exe-
cution paths; even with heuristic pruning, it may still suffer
from path explosion on large codebases. By contrast, our
previous experiments show that LeakHunter significantly im-
proves efficiency compared with traditional approaches, while
also achieving better ground-truth performance. In this part,
we provide a deeper analysis by intuitively comparing the
number of paths generated by LMPC with that produced by
traditional path analysis. Therefore, we report the path ratio
distribution of LeakHunter and InferROI on the ground-truth
dataset. Specifically, for each example we compute the path
ratio, defined as the number of generated paths divided by
the total number of enumerable paths. We plot the empirical

Figure 5: Path ratio distribution of LeakHunter and InferROI

complementary cumulative distribution function (CCDF) [46]
of the path ratio in Figure 5. Specifically, for each path ra-
tio value p ∈ {0,0.1, . . . ,1.0} on the x-axis, we report the
proportion of cases whose path ratio exceeds p on the y-axis.

Figure 5 clearly shows that the path ratio produced by Infer-
ROI is heavily concentrated in the 90-100% range, accounting
for 76.3% of the cases. If we further count cases where this
ratio exceeds 60%, the proportion rises to 82.1%. This indi-
cates that, even with heuristics that prune paths completely
irrelevant to resource-management operations, the pruning
effect may remain limited, and the remaining path space can
still be large for programs with complex control flow. In con-
trast, LeakHunter’s CCDF drops quickly: only 46.1% of cases
have a path ratio > 0.2, meaning 53.9% of cases are covered
with ≤ 20% of enumerable paths. In addition, LeakHunter
has only 17.4% of cases whose path ratio falls in the [0.9,
1.0] range, far below InferROI’s 76.3%. These cases mainly
correspond to simple programs with very few enumerable
paths, where LMPC generates almost all of them. Overall,
the results further demonstrate the advantage of our LMPC
algorithm in generating a compact set of representative paths,
while LeakHunter’s strong performance in Table 1 indicates
that these paths remain highly effective at exposing leaks.

5.4 Real-world Test of LeakHunter

To validate LeakHunter’s practical applicability and its ability
to uncover previously unknown resource leaks in real-world
development scenarios, we extend our evaluation to the cu-
rated real-world dataset of 100 popular open-source Android
apps on GitHub, with a focus on those that contain externally
accessible interfaces. We compare LeakHunter against the
state-of-the-art baseline, InferROI, and also report the results
of LeakHunterI and LeakHunterII to support a stepwise analy-
sis of our design choices. For each tool, we record the detected
GC-unmanaged resource leaks, and then assess which vali-
dated leaks could potentially trigger resource-exhaustion DoS
attacks. To reduce author bias in validating real-world results,
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Table 5: Real-world performance of peer tools. (Total/Correct
= number of reported potential leaks/number of validated true
leaks; PAT Per App = average path analysis time per app.)

Tool Total Correct PAT Per App

LeakHunter 111 90 89.4s
LeakHunterI 104 84 86.7s
LeakHunterII 111 90 1050.5s
InferROI 100 80 1038.3s

we adopt a strict anonymized manual validation process (see
Appendix E) and report all validated leaks to the affected
vendors to mitigate ethical concerns. Next, we analyze the
security impact of the manually validated leaks. Finally, we
present a representative case study to analyze how a GC-
unmanaged resource leak can lead to resource-exhaustion
DoS vulnerability.

Real-World Comparison Table 5 summarizes the detection
results of LeakHunter, its variants, and InferROI on 100 An-
droid apps. InferROI reports 100 potential resource leaks in
total, of which 80 are validated as true leaks through manual
validation. LeakHunter reports 111 potential resource leaks,
and our manual validation confirms 90 true leaks. To date,
developers have formally confirmed 15 leak defects reported
by LeakHunter, compared to 9 for InferROI; all 9 are included
in LeakHunter’s developer-confirmed set. Appendix F further
reports the detailed app categories associated with these leaks.
Appendix G summarizes the developers’ feedback.

Overall, LeakHunter outperforms InferROI in terms of val-
idated true leaks. In addition, the increase of six additional
true leaks (90 vs. 84) from LeakHunterI to LeakHunter high-
lights the contribution of analyzing leak-relevant exceptions.
Comparing LeakHunterII with LeakHunter further indicates
that, on these 100 apps, our LMPC algorithm does not reduce
detection effectiveness, even though it analyzes only a repre-
sentative set of paths rather than performing path enumeration.
Moreover, Table 5 shows that InferROI spends an average
of 1038.3s on path analysis per app, whereas LeakHunter re-
quires only 89.4s. This corresponds to an 11.6× speedup.
Comparing LeakHunterI with LeakHunter shows that an-
alyzing the leak-relevant exception paths incurs only 2.7s
(89.4s - 86.7s) extra overhead. Contrasting LeakHunterII with
LeakHunter indicates that the LMPC algorithm reduces the
path analysis time by 961.1s (1050.5s - 89.4s). The large anal-
ysis time gaps of LeakHunterII and InferROI further highlight
the scalability limitations of path enumeration when analyz-
ing real-world apps and underscore the efficiency advantage
of our LMPC algorithm.

Security Impact To better characterize the security impact of
the 90 validated leaks, Table 6 summarizes whether they are
externally exploitable, their triggering channels, and the typi-
cal consequences of repeatedly triggering these leaks. Among

public void M (String file) {
     String line;   
     StringBuilder license= new StringBuilder();     
     try {
          InputStream is = getContext().
                                              getAssets().open(file);
          BufferedReader r = new BufferedReader(new     
                               InputStreamReader(is, "UTF-8"));
         while ((line = r.readLine()) != null) {
             license.append(line).append("\n");
         }
      } catch (IOException e) {
         e.printStackTrace();
       }
      …
  }

 no close

Figure 6: A real-world code snippet illustrating a representa-
tive GC-unmanaged resource leak.

them, 67 leaks are externally exploitable under the DoS threat
model in §2.1: they are externally triggerable through several
types of externally accessible interfaces, which serve as direct
triggering channels for an adversary-controlled client. This
subset includes all 15 developer-confirmed cases.

Among the 67 leaks, externally accessible interfaces for
data access form the dominant triggering channel, account-
ing for 68.7% (46/67). Representative concrete interfaces in
this category include file-content query APIs that retrieve
requested files. The remaining leaks are triggered through
other interfaces such as data upload, connection management,
and task dispatch, showing that the attack surface is not lim-
ited to one specific pattern. For these externally exploitable
cases, an adversary-controlled client can repeatedly trigger the
leaks through the corresponding externally accessible inter-
faces, potentially exhausting resources, denying the affected
server-side functionality, and eventually crashing the server
app. This is consistent with the availability consequence de-
scribed by CWE-772 [3]. For the other 23 validated leaks, we
did not find direct external triggering channels under our DoS
threat model. However, they are still resource-management
weaknesses consistent with CWE-404 [2]. When app-internal
workflows repeatedly exercise the corresponding leak-prone
functionality, these leaks can still lead to similar resource-
exhaustion availability impacts and crashes in the affected
app, whether client-side or server-side.
DoS Case Analysis To demonstrate the potential DoS
impact of GC-unmanaged resource leaks, we select a
representative example in which a leak can be repeat-
edly triggered to expose a resource-exhaustion DoS vul-
nerability. The victim app server exposes an exter-
nally accessible interface for data access, which allows
clients to query license text. For each request, the server
calls getContext().getAssets().open() to obtain an
InputStream backed by a file descriptor, wraps it with a
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Table 6: Security characterization of the validated real-world leaks (EAIs denote externally accessible interfaces; the “Externally
Exploitable” column reports exploitability under the threat model in §2.1).

Externally Exploitable Triggering Channel # Typical Consequences of Repeated Triggering

Yes

Data-access EAIs 46 Denial of data query; server-app crash
Data-upload EAIs 2 Denial of upload functionality; server-app crash
Data-write EAIs 6 Denial of write functionality; server-app crash
Data-processing EAIs 6 Denial of processing pipeline; server-app crash
Connection-management EAIs 5 Denial of connection establishment; server-app crash
Task-dispatch EAIs 2 Denial of thread dispatch; server-app crash

No external trigger evidence App-internal workflows 23 Denial of affected functionality; app crash

BufferedReader to read the license text into a string, and
returns it. However, since close() is never invoked, the ac-
quired resource is not released in the code, so the descriptor
remains open and accumulates across repeated requests. Fig-
ure 6 shows the key code pattern that leads to this leak. As
a result, this interface is leak-prone: an attacker can repeat-
edly invoke it, and each invocation leaves the underlying asset
InputStream unclosed, steadily increasing the server pro-
cess’s open-descriptor count.

We use an Android device (Xiaomi Mi 6) with a maxi-
mum file descriptor limit of 32,768 to emulate the victim
server app, while a client repeatedly issues requests to simu-
late an attacker. Specifically, the client issues requests at 100
requests per second, while we monitor the server process’s
open file descriptor count (Figure 7). As the leak is repeatedly
triggered, the file descriptor count increases monotonically.
The growth rate is initially high but gradually slows down as
the count rises, due to reduced effective request throughput
and resource acquisition under increasing resource pressure
near exhaustion. After 391.4 seconds, the process reaches
32,768 open file descriptors and subsequently crashes. Note
that even on devices with a higher file descriptor limit, the app
may not crash at this exact point. Nevertheless, as long as the
leak persists, the steadily increasing file descriptor count can
accumulate over time and eventually trigger an availability
failure. This case highlights the severe consequences of GC-
unmanaged resource leaks and underscores the importance of
leak detection for mitigating resource-exhaustion DoS risks.

6 Limitations

LLM Reasoning Reliability LeakHunter relies on an LLM
to infer resource-management operations and leak-relevant
exceptions that are difficult to capture with purely heuristic
analysis. This design therefore inherits the LLM’s imperfect
reasoning and potential knowledge gaps. While we apply
static validation to filter and refine the LLM’s outputs, it can-
not fully eliminate erroneous outputs or address incorrect
detections caused by missed LLM inferences. For example,
our experiments show that the LLM may miss some leak-

Figure 7: File descriptor (FD) count curve.

relevant exceptions, causing certain leak-prone paths to be
skipped and thus preventing the tool from successfully identi-
fying the leaks. To address this, we plan to fine-tune the model
on a curated, labeled resource-leak corpus. This domain adap-
tation is expected to help the LLM more effectively infer
resource-management APIs and leak-relevant exceptions.

External Triggerability of Resource Leaks Although re-
source leaks can cause severe availability and security im-
pacts, not all validated leaks are directly triggerable through
externally accessible interfaces. Some leaks are exercised only
by app-internal workflows and therefore require additional
preconditions to be triggered externally. For example, trigger-
ing such leaks may require user interactions that repeatedly
exercises the relevant internal workflow. These preconditions
make such leaks harder to trigger in practice. Nevertheless,
our real-world experiment shows that externally triggerable
resource leaks are still prevalent in practice.

Leak-Prone Path Coverage of LMPC We adopt the LMPC
algorithm to replace exhaustive path enumeration for gener-
ating candidate leak paths. Although LMPC attempts to pri-
oritize paths that are more likely to expose leaks, it does not
guarantee full coverage of all leak-prone paths compared with
enumeration. Therefore, LMPC may theoretically miss some
leak cases. However, our ablation study shows that this design
does not degrade performance on either the ground-truth ex-
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periments or the real-world experiments. In these experiments,
LMPC and full path enumeration identify the same number of
true resource leaks, while LMPC achieves significantly higher
efficiency than traditional path enumeration.

7 Future Work

This paper explores how to combine the minimum path cover
principle with domain-specific knowledge for resource leak
detection to simplify the analysis problem, and proposes an
LMPC algorithm with strong empirical performance. While
our LMPC algorithm is specialized for resource leak detection,
the underlying minimum path cover perspective is general.
It constructs a compact set of paths that cover all code re-
gions, avoiding exhaustive enumeration. This perspective is
most suitable for analyses where task-specific knowledge can
characterize the importance of paths, and analyzing a small
number of high-value paths is sufficient to establish the tar-
get property. In this setting, MPC can potentially serve as
a reusable path-space reduction mechanism for other path-
related analyses. For example, in taint analysis, it could be
used to prioritize a small set of representative source-to-sink
paths that cover critical nodes and edges, improving scalabil-
ity. We leave this to future work.

8 Conclusion

Resource-exhaustion DoS attacks triggered by resource leaks
remain a serious threat to Java programs. Existing approaches
often fail to capture hidden leak-relevant exceptions and are
constrained by the scalability bottleneck of path enumeration.
To address these issues, we propose LeakHunter, a novel re-
source leak detector for identifying GC-unmanaged resource
leaks in Java programs. LeakHunter leverages an LLM to
infer leak-relevant exceptions and uses static analysis to fur-
ther validate the inferred results, exposing latent leak paths
that are difficult to capture with conventional heuristics. We
further introduce LMPC, which replaces path enumeration
with a compact set of representative paths and prioritizes the
most leak-prone paths for validation. Extensive experiments
demonstrate that LeakHunter substantially outperforms exist-
ing approaches in both effectiveness and efficiency.

Ethical Considerations

This paper studies GC-unmanaged resource leaks in Java
programs and their security implications, in particular the
risk of resource-exhaustion denial of service (DoS) when
leak-inducing paths can be triggered repeatedly. We present
LeakHunter, a static analysis tool that prioritizes and instanti-
ates a bounded set of witness paths to help developers iden-
tify leak defects with potential availability impact. Following

the USENIX Security’26 ethics guidelines, we summarize a
stakeholder-based ethics analysis below.

Stakeholders The stakeholders potentially impacted by this
work include: (1) maintainers and contributors of the analyzed
Java/Android open-source projects; (2) end users and organi-
zations that depend on these projects and may be affected by
availability failures; (3) the security community (defenders,
auditors, and researchers) who may use our techniques to
improve software robustness; (4) potential adversaries who
could misuse improved leak-finding techniques; and (5) the
research team and reviewers involved in developing and eval-
uating this work.

Benefits The primary expected benefit is improved avail-
ability: identifying GC-unmanaged resource leaks earlier can
help maintainers prevent outages and resource-exhaustion
DoS conditions. Our approach also aims to reduce analysis
overhead compared to naive path enumeration by generating
a small set of representative, leak-prone paths, making leak
auditing more practical for large codebases.

Potential Harms and Dual Use LeakHunter (and similar
analysis techniques) may be misused to accelerate the discov-
ery of DoS-relevant resource leaks by attackers. In addition,
imperfect reports (false positives or non-actionable warnings)
may impose time and attention costs on maintainers. Finally,
our pipeline includes an LLM-assisted component for reason-
ing about resource-management operations and leak-relevant
exceptions; in settings where users analyze proprietary code
with a third-party LLM service, this may raise confidentiality
concerns.

Mitigations We took the following steps to mitigate harms:
(i) No testing on live systems without consent. Our evalua-
tion is performed offline on publicly available source code
and does not involve probing or stressing third-party pro-
duction services. (ii) Reducing maintainers’ burden. Before
reporting real-world findings, we manually validated tool out-
puts and organized issues into actionable reports, aiming to
avoid flooding communities with low-confidence warnings.
(iii) Responsible disclosure. We reported validated issues to
the responsible open-source communities via their standard
channels and tracked remediation outcomes (e.g., confirma-
tions and merged fixes). We do not provide exploit scripts or
step-by-step instructions for turning an individual leak into
an operational DoS attack; the paper focuses on root-cause
identification and defensive guidance.

Decision and Remaining Risks We believe the benefits of
improving availability and helping developers remove leak
defects outweigh the residual risks of dual use. Nevertheless,
dual-use concerns cannot be eliminated entirely: any tech-
nique that improves defect discovery may also aid adversaries.
We therefore pair publication with disclosure and remediation
efforts and aim to release artifacts in a manner consistent with
responsible use (see the Open Science Section).
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Open Science

We release LeakHunter’s prototype and evaluation datasets
on Zenodo to facilitate reproduction and reuse. To support
responsible use, the public artifact is intended for defensive
analysis and does not include automated exploitation/DoS
triggers or instructions for attacking third-party systems; any
sensitive details about real-world issues are released only after
coordinated disclosure and remediation where applicable.
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Appendix

A LeakHunter prompt and LLM output

Figure A1: Prompt Template of LeakHunter.

Figure A2: LLM output for the prompt in Figure A1, using
the Java source code in Figure 2(a) (please note that the line
numbers here correspond to node IDs in Figure 2(a)).

We present our prompt in Figure A1. The first part is the
problem description, where we specify the task context and
what the LLM needs to understand. The second part, task re-
quirements, outlines the concrete tasks we expect the LLM to
perform, including resolving the types of resource-managing
objects and their initial identifiers, locating the source lines
where resources are acquired or released, and inferring leak-
relevant exceptions that can ultimately bypass the correspond-
ing resource release operations. The third part, desired format,
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defines the exact structure of the expected output. Finally, the
fourth part appends the Java source code to be analyzed. Typi-
cally, the input is organized at the method level, meaning that
each query provides the source code of a single Java method
that the user wants to check for leaks. To facilitate the LLM’s
domain understanding and enable meaningful responses, in
the problem description, we first ask whether it comprehends
the notion of resource leaks and provide a concise descrip-
tion of the problem. Only when the LLM indicates that it
understands the problem do we ask it to perform the subse-
quent tasks. This design helps guide the LLM to focus on the
specific technical domain and reduces hallucinations [47].

B MPC Generation Algorithm

We present the MPC generation algorithm in Algorithm 2.
The algorithm first builds a bipartite graph that encodes reach-
ability in the input DAG: each original vertex vi is copied into
xi and yi, and an edge (xi,y j) is added if i ̸= j and vi can reach
v j in the DAG (lines 2–3). A maximum matching on this
bipartite graph then selects as many non-conflicting reacha-
bility pairs as possible, where no two selected pairs share the
same copied vertex (line 4). The algorithm then maps each
matched pair back to a concrete subpath psub in the original
DAG (lines 5–10). If the two matched vertices are directly
connected by an edge, that edge forms psub; otherwise, the
algorithm retrieves a concrete path from vi to v j to materialize
the reachability relation.

Next, the algorithm inserts psub into the current cover by
repeatedly merging it with an existing path pi whose end
vertex matches the start vertex of psub, or whose start vertex
matches the end vertex of psub (lines 11–21). If no such path
exists, the current psub is inserted into the cover as a new path
(lines 13–15). Otherwise, pi and psub are concatenated into
a longer path according to the matched start/end vertices, pi
is removed from the cover, and the merged path becomes the
new psub for the next merge attempt (lines 16–20). After all
matched pairs are processed, any vertex not covered by the
constructed paths is added as a singleton path (line 23), and
the resulting path set is returned as one MPC for the DAG.

C Threshold Tuning

Since the threshold K affects LeakHunter’s performance, a
larger K allows LMPC to compose more witness paths but
also incurs higher analysis time. Therefore, we empirically
tuned K by constructing 50 additional resource-leak cases and
evaluating LeakHunter under different K values. Figure A3
reports the resulting F1-scores. Overall, the F1-score varies
only slightly as K changes, indicating that generating a small
number of MPCs per DAG and prioritizing the most leak-
prone paths is sufficient to detect the vast majority of resource

Algorithm 2 Generate One MPC for a DAG

Input: DAG = G(V,E) with vertex set V and edge set E
Output: MPC

1: MPC←{}; n← |V |, m← |E|
2: Vb = {x1,x2, . . . ,xn} ∪ {y1,y2, . . . ,yn}; Eb = {(xi,y j) |

1≤ i, j ≤ n, i ̸= j, vi reaches v j in G}
3: Gb = (Vb,Eb) = BUILD_BIPARTITE_GRAPH(G)
4: Mm = {(xi1 ,y j1),(xi2 ,y j2), . . . ,(xic ,y jc)} =

GET_MAXIMUM_MATCHING(Gb)
5: for (xik,y jk) ∈Mm do
6: if (vik,v jk) /∈ E then
7: psub = BUILD_REACHED_SUBPATH(G,vik,v jk)
8: else
9: psub = BUILD_DIRECT_SUBPATH(vik,v jk)

10: end if
11: while true do
12: Find a path pi ∈MPC such that end_vertex(pi) =

start_vertex(psub) or end_vertex(psub) =
start_vertex(pi)

13: if no such path pi exists then
14: MPC←MPC∪{psub}
15: break
16: else
17: p′i← MERGE(pi, psub)
18: MPC←MPC \{pi}
19: psub← p′i
20: end if
21: end while
22: end for
23: MPC ← MPC ∪ {⟨v⟩ | v ∈

V and v is not covered by any path in MPC}
24: return MPC

leaks. Moreover, increasing K beyond 3 yields no additional
gain; therefore, we set K=3 for all subsequent experiments.

D LLM Time Overhead

We report the average LLM analysis time of LeakHunter and
InferROI on the ground-truth datasets in Table A1. The results
show that the two tools have comparable LLM analysis time.

Table A1: The average per-case LLM overhead on the ground-
truth dataset.

Tool DroidLeaks JLeaks All

LeakHunter 6.3s 8.9s 8.7s

InferROI 6.2s 9.0s 8.8s
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Figure A3: Tuning results of K.

E Real-World Results Validation Procedure

To reduce author bias in validating real-world results, we
adopted a five-person verification protocol: one researcher
(the “referee”) aggregated all results, anonymized them by
assigning IDs, and was the only person who knew which tool
produced each result. The remaining four researchers formed
two groups that independently reviewed all results and labeled
each ID. When the two groups disagreed on an ID, they dis-
cussed the case to reach a final consensus label. Finally, the
referee collected and summarized the final labels for all tools.
We then reported all validated leaks to the corresponding app
vendors to avoid ethical concerns.

F Real-World App Categories and Detected
Leaks

Table A2: Statistics of tested apps and validated leaks across
categories

Category Media Social Reading Framework Business Total

# Apps 23 14 9 28 26 100
# Leaks 48 7 2 9 24 90

The apps collected from GitHub span five distinct cate-
gories: media, social, reading, framework, and business. Com-
bining Table A2 with Table 5, we find that LeakHunter identi-
fied 111 resource leaks in the dataset of 100 apps. Subsequent
manual verification confirmed 90 of them as true leaks. No-
tably, 15 of these leaks have already been confirmed by the
developers. These confirmed cases are distributed across 4
media apps (8 leaks), 3 social apps (4 leaks), and 3 business
apps (3 leaks), involving resource types such as thread pools,
database cursors, and file descriptors.

G Developer Feedback

We interacted with developers through a structured reporting
process. We first submitted detailed reports for the resource
leaks we had manually validated. In each report, we described
the root cause of the leak, explained how the leak could be
repeatedly triggered, and discussed the security consequences
that such repeated triggering could cause. After receiving
our reports, developers assessed the reported leaks by verify-
ing the existence of the leaks and the validity of our reports,
and then provided responses based on their validation. Some
responses further included explicit security assessments, con-
crete fix information, or acknowledgment of a planned fix.
For more up-to-date developer feedback, such as links to fix
patches, please refer to the repository linked in our Open
Science section.

1766    35th USENIX Security Symposium USENIX Association


	Introduction
	Background & Related Work
	Threat Model and Security Scope
	Resource Leak Types
	Related Work

	Motivation & Overview
	Motivating Example
	Design Insights
	LeakHunter Workflow

	System Design
	Critical Intention Inference
	Minimum Path Cover Generation
	Leak-Oriented MPC Construction
	Leak Path Determination

	Evaluation
	Experiment Settings
	Effectiveness and Efficiency
	LMPC's Contribution
	Real-world Test of LeakHunter

	Limitations
	Future Work
	Conclusion
	LeakHunter prompt and LLM output
	MPC Generation Algorithm
	Threshold Tuning
	LLM Time Overhead
	Real-World Results Validation Procedure
	Real-World App Categories and Detected Leaks
	Developer Feedback

