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Abstract

Multimodal recommender systems (MRSs) jointly leverage
visual and textual item representations to determine item rank-
ing and exposure in modern online platforms. Their strong
dependence on item content, however, introduces new se-
curity risks. In particular, malicious sellers can conduct the
adversarial item promotion (AIP) attack to manipulate item
content to deceive the recommender into overranking specific
items. When it succeeds, the promoted items gain dispro-
portionately higher exposure, leading to significant market
visibility and direct economic gain. However, existing AIP
research primarily targets unimodal recommenders, leaving
the unique vulnerabilities of MRSs largely unexplored. Mean-
while, multimodal adversarial attacks for vision—language
models (VLMs) optimize objectives unrelated to ranking and
lack cross-modal coordination unique to MRSs. To bridge
this gap, we propose CREAM (CR0OSS-MODAL-ENHANCED
ATP ATTACK AGAINST MRSs). Our key insight is to jointly
perturb multiple modalities in a semantically consistent man-
ner. We integrate a tailored visual perturbator, a text generator,
and a joint optimization controller to fully exploit cross-modal
correlations in a black-box setting. Our comprehensive eval-
uation shows that CREAM significantly outperforms exist-
ing methods, achieving on average 5.75x and 2.89x higher
exposure at top-10 and top-50 metrics, and demonstrates ro-
bustness under evolving real-world conditions. This exposes
a tangible economic risk to recommender platforms. Mean-
while, CREAM maintains high imperceptibility across visual,
textual, and cross-modal dimensions. We further investigate
several potential defense strategies and demonstrate their lim-
itations, highlighting the urgent need for stronger protections
against adversarial threats in MRSs.

1 Introduction

Multimodal recommender systems (MRSs) have become a
core infrastructure in modern online platforms [32, 80]. By
jointly leveraging visual and textual item representations,

MRSs determine item ranking and exposure, directly influenc-
ing sales, user engagement, and platform revenue. In highly
competitive marketplaces such as Amazon [2], eBay [12], and
Taobao [1], even small shifts in ranking can translate into
substantial economic impact [9,26,27].

However, the dependence of MRSs on multimodal content
introduces unique security vulnerabilities. Malicious sellers
can exploit this reliance by subtly manipulating product im-
ages or textual descriptions to mislead the recommender into
overranking specific items, which is an attack known as ad-
versarial item promotion (AIP) [37]. Successful AIP attacks
grant disproportionate visibility to targeted products, leading
to inflated exposure and profits while undermining recom-
mendation fairness and market integrity. In the long run, such
manipulations threaten user trust and the sustainability of
online ecosystems [23,73,77].

Existing AIP approaches fall short in capturing the inher-
ently multimodal nature of MRSs. Prior attacks mainly target
unimodal recommenders [10, 37,42, 65], perturbing either
visual or textual features in isolation, which fail to replicate
the same level of attack effectiveness in MRSs. Meanwhile,
multimodal adversarial attacks developed for vision—language
models (VLMs) [11,14,16,17,25,38,55,64,69-71,74] pursue
semantic misalignment objectives (i.e., breaking image—text
correspondence) rather than ranking-oriented goals. While
effective for disrupting cross-modal alignment, these meth-
ods do not consider the cross-modal coordination unique to
MRSs, where visual and textual features jointly determine
ranking. As a result, they fail to exploit the joint optimization
dynamics that govern multimodal ranking and are therefore
ill-suited for effective and stealthy item promotion.

Therefore, to perform an effective AIP attack in MRSs,
our key insight is to jointly perturb multiple modalities in a
semantically consistent manner. By aligning perturbations
across modalities in a coherent direction, the attack lever-
ages inherent cross-modal dependencies to more effectively
mislead the system. This strategy enables perturbations in
different modalities to enhance each other in a synergistic
way while maintaining stealthiness.
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Achieving our insight faces three main challenges: @ Se-
mantic discrepancy across modalities: visual and textual con-
tents differ substantially in structure and semantic expres-
siveness, which makes it difficult to craft perturbations that
remain meaningfully aligned. @ Black-box constraint: in real-
istic MRSs, model parameters and gradients are inaccessible,
hindering efficient evaluation and guidance of adversarial per-
turbations. @ Stealthiness requirement: perturbations must
stay subtle and imperceptible to preserve content naturalness
and ensure real-world applicability.

To tackle these challenges, we propose a novel AIP
framework for MRSs, termed CREAM (CROSS-MODAL-
ENHANCED AIP ATTACK AGAINST MRSs). The framework
targets both visual and textual modalities, which are the two
most widely used content types in MRSs [72]. For @, we
leverage the cross-modal understanding capability of power-
ful pretrained models to maintain semantic consistency. For
the visual modality, a text-guided diffusion model generates
image perturbations aligned with the associated text, while
for the textual modality, an adversarial text generator based
on the shared CLIP embedding space produces fine-grained,
visually coherent text perturbations. For @, we adopt an en-
semble of locally trained surrogate models together with a
Jjoint optimization controller to efficiently guide perturbation
search under black-box setting. For ®, we introduce modality-
specific constraints to ensure perturbations remain natural and
imperceptible. Through these designs, CREAM effectively
addresses the challenges and achieves semantic consistency,
black-box adaptability, and stealthiness.

We conduct comprehensive experiments on six mainstream
MRSs across four e-commerce datasets. Two datasets come
from the widely used Amazon Dataset [32,45, 60, 76], while
the other two are sourced from AliPay, a leading digital finan-
cial services platform in China that provides super-apps cov-
ering a wide range of merchandise categories [3,4]. This real-
world evaluation provides valuable insights into practical at-
tack scenarios in the market. We compare our method against
eight baseline methods, including unimodal and adapted mul-
timodal approaches derived from existing non-MRS attacks.
Experimental results demonstrate that CREAM substantially
outperforms existing methods, achieving on average a 5.75x
higher exposure rate at top-10 and a 2.89 x higher exposure
rate at top-50 compared to the best baseline. These results
highlight its strong attack capability and underscore its po-
tential real-world impact. It also achieves a favorable balance
between effectiveness and stealthiness, showing strong per-
formance across visual, textual and cross-modal metrics.

To assess real-world viability, we perform sandboxed evalu-
ation on a commercial e-commerce platform using production-
grade model snapshots collected over time. CREAM remains
consistently effective over a 1.5-month period without ac-
cess to future states, demonstrating robustness under evolving
real-world conditions. We further evaluate several potential
defense strategies and demonstrate their limitations.

In summary, the main contributions of our paper are:

* We present the first systematic investigation of AIP attacks
in MRSs, revealing critical limitations of existing methods
and identifying new opportunities to exploit vulnerabilities.

* We propose CREAM, a novel AIP framework tailored
for MRSs. CREAM integrates newly designed unimodal
perturbation modules and a joint optimization controller to
exploit cross-modal interactions effectively.

* We conduct extensive evaluations across four real-world
datasets and six model architectures under black-box set-
tings. CREAM outperforms baselines by a large margin
while maintaining high imperceptibility.

* We analyze multiple representative and adaptive defense
strategies and demonstrate their limitations, highlighting
the need for more robust protection mechanisms.

2 Background and Motivation

2.1 Multimodal Recommender Systems

Multimodal recommender systems (MRSs) have become the
dominant recommendation paradigm in modern e-commerce
platforms, where product images and textual descriptions
jointly determine item relevance [19, 31,60, 76]. By jointly
leveraging multiple modalities, MRSs extract complementary
semantic cues (i.e., visual attributes, styles, materials, and
textual product details) that help mitigate the sparsity and
cold-start issues commonly faced in real-world recommenda-
tion environments [32,45, 80].

Formally, the MRS is trained on interaction data D and
item multimodal content. D = {(u,i,j) |u€ U, i€ I, j€
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Figure 1: Workflow of MRS to recommend items for a user u
(inference phase). The red text and box represent where the
Adversarial Item Promotion attack takes place.
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I\ I} denotes the pairwise training triplets, where U is the
user set, I is the item set, and I,f denotes the items inter-
acted with by user u. We focus on MRSs that utilize visual
and textual modalities, given their widespread use [80]. Let
V ={vli € I} and T = {1;]i € I} denote item visual and
textual contents, respectively. The MRS M is trained to learn
a scoring function ['(u,i; M) := M (u,i,v;,t; | D, V,T) that
predicts user u’s preference for item i. Architectures for M
vary in form, such as matrix factorization, attention networks,
and graph-based models, and incorporate multimodal fusion
at early, intermediate, or late stages [80].

Fig.1 illustrates the inference workflow of the MRS M.
During inference, for a given user u, all candidate items in
the catalog are scored using M (u,i,v;,t; | D,V,T), where
the MRS encodes the multimodal item content along with the
user-item interaction context. The items are then ranked in
descending order based on their predicted scores. Naturally,
items ranked higher are more likely to attract users [45].

2.2 Adversarial Item Promotion

A common manipulation threat in these systems is adversar-
ial item promotion (AIP) attack, where sellers intentionally
manipulate item content to unfairly boost the ranking of their
own products (referred to as target items) above those of
competitors [37]. Such manipulation is inexpensive, easy to
execute, and highly profitable: even small changes to product
images or descriptions can significantly shift the multimodal
representations used by the MRS, thereby influencing expo-
sure and sales outcomes.

AIP attacks achieve this by modifying the content of the
target item, as highlighted by the red text and box in Fig. 1.
The attacker alters product images or textual descriptions of
the target item T before submitting them to the platform, aim-
ing to mislead the recommendation system into assigning an
inflated relevance score. Consequently, the item is overranked
in the final recommendation list.

Existing AIP techniques focus almost exclusively on uni-
modal manipulation, and can be categorized into two types:
image-based AIP [7,10,37,65] and text-based AIP [42,58].
Image-based AIP aims to mislead image-based RSs that incor-
porate visual information. Attackers add perturbations to the
item images based on the RS output [37,65] or maximize the
visual similarity between the target item’s image and popular
images [7]. Text-based AIP utilizes large language models to
rewrite the textual description of target items, either to mislead
text-based RSs [42] or mimic popular product profiles [58].

However, these methods are intrinsically limited when ap-
plied to MRSs. The core challenge lies in the nature of MRSs,
which jointly encode and fuse visual and textual data into a
unified semantic representation. This fusion process creates
redundancy and compensation across modalities, which can
reduce the effectiveness of prior single-modality attacks that
do not explicitly account for cross-modal interactions. This

limitation highlights a critical gap: existing AIP approaches
cannot reliably manipulate the behavior of modern MRSs,
thereby calling for a new attack paradigm that explicitly mod-
els and controls cross-modal interactions.

2.3 Motivation

Although multimodal adversarial attacks have been widely ex-
plored in vision—-language models (VLMs), these techniques
are fundamentally incompatible with AIP in MRSs for two
reasons: (1) misaligned optimization objectives, and (2) no-
ticeable cross-modal inconsistency. These key gaps motivate
the need for a new attack paradigm.

Misaligned Optimization Objectives. The first reason lies in
the mismatch between the objectives of existing multimodal
attacks and the requirements of MRSs. Specifically, existing
multimodal attacks typically optimize for cross-modal incon-
sistency, which harms the latent-space coherence between
modalities (a property crucial for item ranking in MRSs).

Perturbations in VLMs are designed to induce feature mis-
alignment between different modalities [11, 14, 16, 17, 25,
38,55, 64,67, 69-71, 74], with some methods mentioning
“semantic alignment” only as an auxiliary mechanism to sta-
bilize such misalignment-based attacks [25,67]. This strategy
is effective in misleading tasks such as vision-language re-
trieval [56], visual entailment [62], and visual grounding [22].
As illustrated in the left panel of Fig. 2, such attacks inject
adversarial noise that deliberately disrupts the alignment be-
tween visual and textual representations in the shared seman-
tic feature space.

AIP attacks in MRSs, however, pursue a fundamentally
different goal. MRSs extract semantic signals jointly from
visual and textual content [80], and popularity bias across
modalities naturally converges within a shared latent space.
As shown in the right panel of Fig. 2, successful AIP attacks
must guide both modalities collaboratively toward a promo-
tion zone in the semantic space (i.e., regions associated with
higher predicted relevance scores). Thus, rather than breaking
semantic coherence, effective attacks must preserve cross-
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Figure 2: Different attack aims in VLM and MRS: Circles
denote benign visual (blue) and textual (yellow) embed-
dings; triangles denote adversarial ones. In MRS, successful
attacks require aligned perturbations toward promotion zone
(orange ), contrasting with the discrepant shifts in VLM.
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modal alignment and strategically reinforce it to manipulate
item rankings.

Noticeable Cross-modal Inconsistency. The second issue is
that existing multimodal attacks often introduce visible incon-
sistencies between modalities. In real-world e-commerce envi-
ronments, such discrepancies are easily detected by platform-
side moderation systems or human users, severely undermin-
ing both attack effectiveness and platform credibility.

Fig. 3 illustrates a representative inconsistency case from
the Amazon Baby dataset [18]. In this example, adapting a
VLM attack [74] leads to adversarial text that drifts to an
unrelated and confusing product (“SleepIDLOCKS”) even
though the image changes minimally. This mismatch arises
because the text component attempts to mimic popular item
descriptions without enforcing semantic compatibility with
the image. Even if a listing bypasses automated checks, the
inconsistency can still erode user trust because users tend to
scrutinize details carefully before purchase [28,61].

Insight. Given the limitation of existing multimodal attacks,
our key insight is to jointly perturb multimodal contents to-
ward a semantically-aligned direction. As shown in Fig. 2,
existing multimodal attacks against VLMs often introduce di-
vergent perturbations across modalities. In contrast, effective
AIP attacks on MRSs require coherent shifts toward a shared
promotion zone. Discrepant perturbations not only weaken
ranking influence but also cause semantic inconsistencies that
risk detection by users or automated filters (Fig. 3). Our joint
optimization approach preserves cross-modal coherence and
semantic alignment, thereby enhancing both the effectiveness
and stealthiness of the attack.

Challenges. Realizing semantically consistent adversarial
campaigns in MRSs presents three principal challenges:

@ Semantic discrepancy across modalities. Visual and tex-
tual modalities differ fundamentally in structure and semantic
richness. Images consist of dense, spatially organized pixels,
while text is composed of discrete tokens governed by linguis-
tic syntax and semantics. Textual descriptions often express
explicit attributes such as function, style, or material, whereas
visual cues are more ambiguous and context dependent. This
discrepancy makes it inherently difficult to generate pertur-
bations that remain meaningfully aligned across modalities,
such as ensuring that a visual change (for example, a modified
texture) corresponds to a semantically consistent textual edit.

To address this challenge, we leverage pretrained mod-
els with strong cross-modal understanding. Specifically, we
employ a text-guided diffusion model to generate image per-
turbations aligned with the associated text and a CLIP-based
adversarial text generator to produce fine-grained, visually
coherent textual perturbations within the shared embedding
space. Both components are jointly optimized with adversar-
ial and guidance objectives to maintain semantic consistency.
® Black-box constraint. In real-world MRSs, model param-
eters and gradients are inaccessible, and probing through
repeated uploads is costly and easily detectable. Moreover,
commercial systems typically employ complex fusion mecha-
nisms and user-behavior signals that cannot be approximated
by a single surrogate model. We address these issues by adopt-
ing an ensemble of locally trained surrogate models coupled
with a joint optimization controller, which collaboratively
guide the search for effective perturbations and significantly
improve query efficiency and robustness.
® Stealthiness requirement. To remain practical in real-world
platforms, adversarial perturbations must appear natural and
inconspicuous to both users and automated detectors. We
therefore introduce modality-specific similarity constraints
that bound the magnitude and perceptual footprint of pertur-
bations. These constraints preserve visual fidelity and textual
fluency, ensuring that adversarial content remains subtle, real-
istic, and difficult to detect.

3 Threat Model

Scenario. We focus on a realistic scenario where a malicious
or fraudulent seller attempts to promote a specific item on an
e-commerce platform that deploys the MRS. These systems
rely on visual and textual content to generate personalized
recommendations. The attacker operates as a legitimate user
with full control over the content of their own product list-
ings and may modify visual and textual features to influence
rankings. Such manipulation reflects a form of algorithmic
commercial fraud that exploits MRS ranking mechanisms for
financial gain.

We consider a general and practical attack setting where
the attacker may target any item on the platform, regardless
of its popularity or interaction history. Once the content of a
target item is altered, the platform re-extracts its multimodal
features, which are then processed by the MRS to recalibrate
item rankings. This setting aligns with real-world platform
behavior and has been widely adopted in prior studies on AIP
attacks [7, 10,42, 58]. Compared to works that assume the
attacker can artificially co-locate target items with popular
ones [37,65], we address a more general and challenging case
aligned with how content-driven exposure typically unfolds
in production systems.

Attacker’s Objectives. The primary goal of the attacker is
to increase the visibility of a target item T by modifying its
multimodal content so that it appears in more users’ top-K
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recommendation lists, i.e., to increase its exposure rate. This
objective is formally defined as:

Lueu [RY N {t}]

max ER; @K = ,
U

ey

where ﬁf denotes the top-K recommendation list presented
to user u after the adversarial modifications. In addition to
effectiveness, the attacker aims to ensure stealthiness. First,
the perturbations to item content should be imperceptible.
Image modifications should avoid visible artifacts, and tex-
tual changes should preserve fluency and readability [7,42].
Second, the visual and textual content should remain semanti-
cally consistent. Inconsistencies across modalities may trig-
ger detection by human reviewers or automated systems [34],
thereby undermining user trust and platform credibility [8,28].
Attacker’s Capabilities. We assume a black-box attack sce-
nario, where the attacker has no access to the victim MRS’s
internal parameters, architecture, or training pipeline. Despite
this limitation, the attacker has several realistic capabilities.
First, by interacting with public APIs or user-facing inter-
faces, the attacker can collect publicly accessible data such as
some user-item interactions and item content. Following prior
work [33,42,65,77], this data may overlap with part of the
MRS training data, enabling partial reconstruction of system
behavior. Moreover, the attacker can exploit domain knowl-
edge, including commonly used MRS architectures. While
the victim’s exact implementation remains unknown, such
knowledge guides approximating its operational behavior.

4 Design of CREAM

We propose CREAM, an AIP framework that jointly perturbs
visual and textual inputs in a semantically consistent direction
to generate effective multimodal adversarial modifications.

4.1 Overview

The workflow of CREAM is illustrated in Fig. 4. As shown in
the left panel, it takes an item’s original image v° and its asso-
ciated text t° as input, and generates adversarial counterparts
vV and 9%V that mislead the victim MRS into overranking
target items, while maintaining stealthiness. The core idea of
CREAM is iterative dual perturbation: we iteratively perturb
the image conditioned on the text, and perturb the text condi-
tioned on the image, thereby preserving semantic alignment
between the two modalities.

CREAM operates through the coordinated interplay of
three core modules: the visual perturbator, the text generator,
and the joint optimization controller (right panel of Fig. 4).
These modules form a closed-loop system in which the image
and text are alternately refined to maintain semantic align-
ment while jointly optimizing for attack effectiveness and
stealthiness. This process is guided by an ensemble surro-
gate MRS, which provides feedback to steer the optimization
under black-box constraints.

The system is organized into three modules, each fulfilling
a distinct role in the attack framework:
¢ Visual Perturbator (Module®). This module generates

adversarial image perturbations via a diffusion-based pro-

cess, guided by dynamically updated adversarial text. This
ensures the visual perturbation remains semantically con-
sistent with the evolving text. The latent space is optimized
with adversarial and stealthiness losses to achieve attack
effectiveness and stealthiness.

¢ Text Generator (Module®). This module creates adver-
sarial textual descriptions based on the perturbed image
from the visual perturbator. By incorporating a CLIP-based
signal, it ensures the generated text is consistent with the
image. Additional attack-specific and stealthiness signals
enhance effectiveness while maintaining stealthiness.
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 Joint Optimization Controller (Module®). The central
controller coordinates the Visual Perturbator and Text Gen-
erator through an alternating optimization strategy. This
approach ensures iterative optimization of both image and
text perturbations while preserving semantic consistency
across modalities, thereby enhancing the overall effective-
ness of the adversarial attack under black-box scenarios.
The rest of this section details the Visual Perturbator

(Sec. 4.2), the Text Generator (Sec. 4.3), the Joint Optimiza-

tion Controller (Sec. 4.4), and the surrogate model (Sec. 4.5).

4.2 Visual Perturbator

This module aims to generate imperceptible adversarial image
perturbations that maintain semantic consistency with the
associated adversarial text.

Existing visual perturbation methods often introduce visi-
ble distortions and fail to align well with textual inputs, result-
ing in attacks that are either ineffective or detectable in MRSs.
To address these issues, we adopt a diffusion-based frame-
work [21,44,46,47]. Diffusion models support high-quality,
diverse image synthesis through iterative denoising. More-
over, they offer a natural mechanism for incorporating text
as a conditioning guide, making them suitable for enforcing
semantic alignment during perturbation.

Our method builds on a pretrained Stable Diffusion model,
leveraging its inherent cross-modal understanding, and fol-
lows a three-stage process. Module® of Fig. 4 shows the
process, which is guided by dynamically updated adversar-
ial text. First, the input image is inverted into latent space
using DDIM Inversion [49]. Then, adversarial optimization
is performed in the latent space with two objectives: an ad-
versarial loss to maximize attack strength and a stealthiness
loss to preserve visual imperceptibility. Finally, the optimized
latent embedding is decoded through a text-guided denoising
process, ensuring the cross-modal consistency.

Decoupling semantic guidance from adversarial optimiza-
tion allows the visual perturbator to control perturbation mag-
nitude while keeping outputs natural and text-consistent. In
particular, we separate text-guided diffusion for cross-modal
consistency and attack-objective-guided latent optimization.
Text-guided Diffusion for Cross-modal Consistency. To
enforce semantic consistency between image perturbations
and adversarial text, we condition the denoising trajectory of
a latent diffusion model on dynamically updated text. Instead
of sampling from pure noise, we initialize the generation with
a latent representation obtained via DDIM Inversion, which
maps an input image into a noisy latent representation at a
target diffusion step N.

Let zy denote the inverted latent obtained from the original
image using DDIM Inversion. This process approximates
the reverse diffusion path by deterministically projecting the
image into the latent space at step N, providing a suitable
starting point for controlled semantic manipulation.

Based on zy, we run the reverse denoising process using a
U-Net-based model conditioned on an adversarial text z. The
text is encoded into an embedding e, € R% via a text encoder,
where d; is the dimensionality of the embedding space. This
embedding is integrated into the intermediate layers of the
U-Net using a cross-attention mechanism, which allows the
model to focus on relevant textual features during denoising.

The attention is computed as:

softmax ((Wg-w(zn)) (W,’('-et)T/\/Z> W) e, (2)

where z, is the n-th UNet decoder feature map, y(z,) is its
flattened intermediate representation following [46], and Wg,
W¢, Wy} are projection matrices with d denoting the feature
dimension. This mechanism aligns visual generation with
the semantics of the adversarial text, guiding the denoising
process to preserve cross-modal coherence. It is important to
note that semantic conditioning alone does not induce adver-
sarial behavior. The process of optimizing for direct attack
objectives is described in the next section.
Attack-objective-guided Latent Optimization. To embed
adversarial intent into the generated image, we conduct latent-
space optimization. While text conditioning ensures semantic
alignment, this step delivers the specific adversarial effect.

Specifically, given the latent representation zy obtained
via DDIM Inversion, we iteratively optimize it to produce
a perturbed representation zy that maximizes the adversar-
ial impact. During each optimization step, the current latent
representation is decoded into an image ¥, which, along with
the corresponding adversarial text, is fed into the surrogate
MRS. Based on the model’s output, we compute an attack
loss L‘-}liiv that measures the effectiveness of the adversarial
input in manipulating the MRS ranking.

Since the primary attack objective (Eq. 1) is discrete, we
approximate it using the MRS’s score function, following
previous unimodal AIP work [37,42]. The adversarial loss is
formulated as:

Ao T M n ). O

adv
uetl

where M represents the surrogate MRS. U, I’ and D' are
subsets of users, items, and data.

To preserve perceptual quality, we incorporate a stealthi-
ness loss based on self-attention consistency, denoted as Ls‘{eal.
During DDIM Inversion, we record the self-attention maps
A, at each inversion step. These inversion maps are then com-
pared with denoise maps Azdv, which are extracted during
the denoising process of the optimized adversarial latent. The
loss is defined as:

Ls‘:eal = Z

ne{l,2,...N}

|| An — AG |2, 4)

This loss encourages the perturbed image to retain the
structural characteristics of the original [6].
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The overall objective balances adversarial success and vi-
sual imperceptibility:

arg Hzliln Ay L;{iv + BV L;{eal ) ®)

where ay, By are hyper-parameters to control the trade-off
between effectiveness and visual imperceptibility.

This optimization process yields adversarial images that
are structurally consistent with the corresponding text and
capable of stealthily misleading the MRS into inflating the
target item’s ranking.

4.3 Text Generator

The Text Generator produces adversarial descriptions that re-
main fluent, image-consistent, and difficult to detect by users.
It aims to subtly change the textual modality while preserving
the overall semantics of the original listing.

We implement this goal with a two-stage pipeline consist-
ing of (i) domain-oriented finetuning and (ii) controlled ad-
versarial text generation. Domain-oriented finetuning adapts
a pretrained language model to domain-specific data from the
target marketplace, while controlled generation injects attack
and stealthiness signals during decoding (Module® in Fig. 4).

We reframe the adversarial text generation as a completion
problem to improve fluency and controllability. Compared
with rewriting-based approaches [42, 58], completion-based
generation better leverages pretrained language priors and re-
duces incoherent or unnatural edits. We guide token selection
with three complementary signals to balance effectiveness and
stealthiness. Specifically, we incorporate a CLIP-based signal
to align generated tokens with the associated image, an adver-
sarial signal to influence ranking, and a stealthiness signal to
keep the generated text close to the original description.
Stage I: Domain-Oriented Finetuning. In the first stage,
we finetune the PLM on title-description pairs from the rec-
ommendation dataset. This adaptation aligns the model to
the target task and domain, enabling it to generate in-context
descriptions relevant to platform-specific content.

Attackers can easily obtain the finetuning data by scraping

product listings or using platform-provided APIs [42]. The
data is denoted as Dy = {title; (_PAD_) desc; | i € I'}, where
title; and desc; are the title and description of item i, and
(_PAD_) indicates the transition point from title to descrip-
tion. The finetuned model is then used for adversarial text
generation.
Stage II: Controlled Adversarial Text Generation. At this
stage, we utilize the finetuned model to generate adversarial
descriptions that preserve cross-modal consistency with the
associated image and fulfill the adversary’s objectives. For-
mally, given a text prefix f.;, the next token wy is selected
as:

w; = argmax {log pe(w|t<;) +S" (w)}, (6)
WEW(k)

where W®) denotes the top-k candidate vocabulary set given
the prefix 7; and pg(w|f<;) represents the model’s probability
of token w conditioned on the preceding context. The term S”
is a composite signal that integrates three constraint compo-
nents, detailed below. Each signal component is normalized
via softmax over the candidate set W) to yield a relative
distribution that guides token selection.

Cross-modal Signal. To ensure that the generated text re-
mains semantically aligned with the associated image v, we
introduce a CLIP-based cross-modal consistency signal:

eCLIP(v, [t<iiw])

T (k)Y —
Schp(wlv’ t, W ) Zyew(k> eCLIP(v,[t2y]) @

where CLIP(-,-) denotes the similarity between image v and
the generated text fragment, as computed by a pretrained CLIP
model [20,30]. We use the CLIP-based similarity because
the pretrained CLIP model understands visual and textual
semantics, providing a strong foundation for evaluating how
well the generated text reflects the image. By incorporating
this signal, we ensure that each token incrementally reinforces
visual-textual alignment, thus improving attack effectiveness
and reducing detectability in MRS.

Adversarial Signal. To manipulate the ranking of the target
item T, we define an adversarial signal:

eADV(, [ter:w])

T (k)y —
Sadv(w‘vvt</7w ) Zygw(") eADV(nltogy])? ®)
where
ADV(nftcr:y)) = Y IR (v lr<r sy 0 {T}|/| U] ()
uel
This aligns with the adversary’s goal in Eq. 1. Here,

RX (v,[t; : y]) denotes the top-K ranked list generated by the
surrogate model M for user u, when the target item T is
associated with image v and textual fragment [t; : y]. The
evaluation is conducted over subsets of users U’ and items I’.
Stealthiness Signal. To ensure that the generated text is close
to the original description °, we define a stealthiness signal:

¢<0S(Er (1), Ex (i)

® ecos(f«[(fo),ffﬂ[t<l3}'])> ’

ST Wit r e, w®)) = (10)

ZyeW

where 7 is a text encoder and cos(-, ) is cosine similarity.
Final Composite Signal. The final signal is a weighted sum:

ST(w) = o7 - Ship(W) + Br - Sagy (W) + 77 - Shear (W), (11)

where o, Br, and yr control the trade-off among visual con-
sistency, direct adversarial strength and semantic preservation.

To reduce computational workload, the signals are com-
puted intermittently (e.g., every 10 tokens) with random-
ized intervals to enhance output diversity. This design ef-
ficiently generates adversarial text that is visually grounded,
promotion-effective, and stealthy.
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4.4 Joint Optimization Controller

The Joint Optimization Controller enforces global cross-
modal coherence by coordinating image and text updates
through alternating optimization. Without this controller, the
Visual Perturbator and Text Generator would optimize their
modalities independently under static conditions, which can
lead to locally plausible but globally misaligned multimodal
edits in black-box MRSs.

The controller performs alternating updates between the
image and text with the core idea of iterative dual perturba-
tion. The overall optimization runs for a total of R rounds or
until convergence. In each round r, it first perturbs the image
using the Visual Perturbator. Since image features reside in a
continuous space, they are more responsive to gradient-based
updates and often establish a strong adversarial direction. The
effectiveness of this visual perturbation is immediately evalu-
ated. If it improves the adversarial score, the perturbed image
is retained. The controller then updates the text based on the
new image using the Text Generator.

To ensure stable optimization and reduce redundant com-
putation, the controller terminates early when improvements
saturate or when both modalities have stabilized. Specifically,
we stop if the adversarial score fails to improve beyond a
tolerance € for P consecutive rounds, or if both the image
perturbation norm ||v, — v,_; || and the normalized text edit
distance EDITDIST(¢,,#,—1 ) fall below thresholds 1, and ;.

4.5 Design of Surrogate Model

To enable efficient optimization under a black-box scenario,
we adopt a surrogate model that approximates the behavior of
victim MRS. This model acts as a proxy for the target system,
guiding the generation of adversarial perturbations without
requiring repeated access to the real-world platform.

Training Data. Following prior work [42,65], we assume the
attacker can reasonably obtain a partial set of item content
and user interactions via public APIs or web scraping. This
reflects realistic access patterns on real-world platforms. The
collected data is then used to train a surrogate model.

Ensemble-Based Architecture. While prior AIP studies
often employ a single model architecture as the surro-
gate [42, 65], this strategy is less effective for MRSs due
to their architectural diversity. To address this, we construct
an ensemble-based surrogate model that combines multiple
architectures with diverse fusion and representation learning
strategies. The goal is to improve the robustness and transfer-
ability of adversarial samples [35,50,54]. By aggregating pre-
dictions from multiple models, the ensemble better captures
heterogeneous ranking behaviors and increases the likelihood
of successful attack against black-box victims.

5 Evaluation

In this section, we perform comprehensive experiments to
answer the following research questions:

RQ1: How effective is CREAM compared to existing meth-
ods across model architectures and datasets?

RQ2: How stealthy is CREAM, considering both unimodal
and cross-modal imperceptibility?

RQ3: How does CREAM perform in the real world?

RQ4: How does CREAM perform under defenses?

RQS5: What is the contribution of each component?

5.1 Experiment Setup

Dataset. We evaluate CREAM on four datasets, including
two widely used public benchmarks and two proprietary
datasets collected from a real-world e-commerce platform,
AliPay. The public datasets, Baby and Beauty, are standard
benchmarks in MRS research and are collected from the Ama-
zon platform [7, 18,32, 80]. The proprietary datasets, Office
and Pet, were collected from AliPay over a three-month pe-
riod beginning in Oct 2024, covering the categories of office
supplies and pet products, respectively. AliPay is a large-scale
e-commerce platform with over one billion users and a di-
verse product catalog offered through its super-app ecosystem.
Among the datasets, Office is the largest, containing 26,315
users and 272,991 user-item interactions. The statistics of the
datasets are summarized in Tab. 1.

Victim MRSs. We select six state-of-the-art MRSs archi-
tectures to evaluate CREAM: VBPR [19], MMGCN [60],
DMRL [31], AMR [51], GRCN [59] and MMGCL [68].
These models adopt different MRS fusion strategies: early
(VBPR, AMR), intermediate (DMRL, MMGCL), and late
(MMGCN, GRCN). They also use different modeling tech-
niques: matrix factorization (VBPR, AMR), graph neural net-
work (MMGCN, GRCN, MMGCL), and attention mechanism
(DMRL). The diverse models can comprehensively evaluate
the effectiveness and scalability of CREAM. We confirm
with the AliPay team that their production RSs are built upon
architectures closely related to these base designs. To further
assess practical feasibility, we conduct additional experiments
in a production-grade sandbox environment using internal
snapshots of deployed models and platform configurations
used in AliPay’s live system.

Baseline Methods. We select two kinds of baselines: uni-
modal attacks and multimodal attacks. For unimodal attacks,

Table 1: Statistics of experimental datasets.

Dataset #Users #Items #Interactions Sparsity

Baby 19372 7025 160189  99.88%
Beauty 22332 12086 198215 99.93%
Office 26315 4363 272991  99.76%
Pet 1613 648 12532 98.80%
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we include three state-of-the-art image-based methods (INSA
[371, SPAF [65], IPDGI [7]) and two representative text-based
attacks (ATR [42], TextSimu [58]).

We incorporate representative multimodal attack frame-

works originally proposed for VLMs. However, their single-
modality objectives were not designed for ranking-based ex-
posure, making them unsuitable and yielding poor AIP perfor-
mance when applied directly. For a fair comparison, we adapt
three state-of-the-art methods, TMM [55], SGA [38], and
VQAttack [70], by replacing their internal single-modality per-
turbation modules with the corresponding best unimodal AIP
implementations while retaining their original multimodal
coordination mechanisms.
Implementation and Hyperparameters. Following prior
work [33,42,65,77], we assume the attacker has partial ac-
cess to interaction data, parameterized by p%. This assump-
tion does not imply direct access to internal logs but mod-
els knowledge that is obtained indirectly, such as by issuing
queries via controlled accounts or scraping public interac-
tion traces [33, 77]. We set p as 10% to reflect a realistic
and conservative threat model. Compared to prior studies
that assume access to 100% [23] or 50% [65] of the data, or
absolute quantities such as 100,000 [77] or 250,000 [42] in-
teractions, our setting places a significantly tighter constraint
on attacker capability. In our experiments, this corresponds to
approximately 1,200 to 27,000 interactions. This represents a
practical yet restricted level of adversarial access.

The surrogate ensemble integrates VBPR, DMRL, and
MMGCN, representing different fusion strategies. For a fair
comparison, all baseline methods are evaluated under the
same surrogate ensemble setting.

Evaluation Metrics. We evaluate exposure using the standard
ER@K (exposure rate at top-K), which aligns with the attack
objective in Eq. 1, and use NDCG@K as a complementary
metric to assess the ranking quality of target items [24]. For of-
fline experiments, we report their relative forms, RER@K and
RNDCG@K, which measure the multiplicative improvement
of exposure and ranking quality compared with the benign
state. For the real-world evaluation on temporal production
snapshots, we report the absolute exposure gain AER@K,
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40

20
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which more appropriately reflects changes in exposure when
model states and serving distributions evolve over time.

We report results at K = 10,50 to analyze ranking per-
formance at commonly-used recommendation exposure lev-
els [77]. In practice, K = 50 roughly corresponds to the first
two pages on desktop and about six screens on mobile, which
represent realistic browsing depths for most users [13]. More-
over, for most datasets in our evaluation, the top-50 region
accounts for roughly ~1% of the item set (except for the
smaller Pet catalog), capturing the economically salient expo-
sure frontier.

5.2 RQ1: Effectiveness

Table 2 presents detailed RER@K results across six model
architectures and four datasets. Figure 5 compares Original
(benign), Best Unimodal, Best Multimodal, and Ours across
datasets. Averaged over all four datasets, CREAM achieves
an overall mean RER@10 of 54.586, RER@50 of 13.826,
RNDCG@10 of 87.818, and RNDCG @50 of 20.763, while
the best baseline reaches only 9.490, 4.780, 11.953, and 5.413,
respectively. This corresponds to 5.75x and 2.89x higher ex-
posure at top-10 and top-50 (RER@10/50), and 7.35 x/3.84 x
higher RNDCG@10/50. These results confirm that CREAM
provides a decisive advantage over unimodal or uncoordinated
multimodal attacks.

Baseline Analysis. Unimodal baselines (INSA, SPAF, IPDGI,
ATR, and TextSimu) show limited and inconsistent gains.
INSA’s simple pixel perturbations are relatively more transfer-
able in black-box settings but still fall well short of CREAM
due to the lack of cross-modal semantics. Multimodal base-
lines (TMM-AIP, SGA-AIP, VQA-AIP) are stronger on av-
erage, yet they often underperform because their visual and
textual edits are not explicitly aligned, leading to divergent
signals that blunt cross-modal amplification. In contrast,
CREAM coordinates perturbations in a shared semantic
space, so visual and textual changes reinforce each other,
yielding superior results across datasets and architectures.
Architecture Trends and Generalization. CREAM general-
izes well to unseen victim models, including AMR, GRCN,
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Figure 5: Average RER@K and RNDCG@K on different datasets for Original, Best Unimodal, Best Multimodal, and CREAM.

CREAM consistently achieves the largest gains.
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Table 2: RER@K across different datasets and model architectures under various attack methods. T marks unseen victim models;
best results are highlighted in bold; second best results are underlined. Overall, our method outperforms the baselines across

most datasets and models, with only one exception.

VBPR MMGCN DMRL AMRT GRCN¥ MMGCL}

Dataset Method
K=10 K=50 K=10 K=50 K=10 K=50 K=10 K=50 K=10 K=50 K=10 K=50
INSA 4560 2403 15.090 6.052 0.887 0903 2904 1970 44.627 16.444 0964 1.015
SPAF 1.395 1.105 0.690 0.866 0.567 0.599 0.686 0.692 0.531 0555 0.759 0.856
IPDGI 1.214  1.094 1.048 1.040 0905 0.930 0.992 0.987 1.221 1.159 0926 0.956
ATR 0.900 0907 0923 0907 0.756 0.701 0.745 0.803 0.740 0.726 0915 00915
Baby TextSimu  1.074 1.014 2242 1482 0.855 0.867 0982 0998 2.151 1.873  1.000  0.988
TMM-AIP 4.722 2362 11453 4816 0.743 0.736 2394 1.717 32.016 12267 0.840 00919
SGA-AIP  4.822 2433 14.142 5.160 0.661 0.691 2402 1.716 47.872 15436 0.879 0.947
VQA-AIP 4755 2417 12.632 4878 0.696 0.706 2467 1.757 29471 11406 0.843  0.927
Ours 9457 3.854 106.487 23.711 1.369 1314 7.863 4.130 270.196 65.049 1309 1.303
INSA 2456 1560 2473 1.815 1.031 0920 3.009 1890 8.007 449  1.106 1.121
SPAF 1.617 1.225 1470 1313 0857 0.693 1.158 0993 0947 0.878 0856 0.907
IPDGI 1.297 1121 0969 0982 1.046 0.949 1.071 0.993 1.178 1.114 0996  1.006
ATR 0.831 0.846 0.744 0.755 0.684 0.595 0.761 0.740 0.614 0547 0.837 0.907
Beauty TextSimu  0.945 0.965 1.389  1.231 1.109 0928 0.830 0.8379 1.617 1.458  0.961 1.002
TMM-AIP 2215 1483 1.883 1405 0451 0462 2865 1.778 4.621 2772 0.863  0.995
SGA-AIP 2237 1546 2.118 1.528 0.507 0499 2734 1.758 5732 3239 0.942 1.033
VQA-AIP 2362 1572 2056 1488 0.758 0.617 3.072 1.827 5760  3.062 1.037 1.063
Ours 2467 1.644 6.731 3212 1.534 1.136 4.560 2.366 44.761 14.577 1339 1.189
INSA 1.846 1263 3382 3.170 1.670 4.565 5496 3.149 8.006 4.617 0971 1.096
SPAF 1.525 0994 2017 2.141 1.157 0441 0.615 0.518 2.055 1.902 0.721 0.718
IPDGI 1.115 1404 0.843 0.700 1.086 0.773 0.803 0.830 0499 0.679 0909 0914
ATR 1.038  0.951 0.868 1.007 1.003 0.506 1.047 0.913 1.245  0.961 0.902  0.865
Office  TextSimu  1.017 1.017 0557 0.664 0.659 0.698 0987 1.001 0946 0946 0919 0.938
TMM-AIP 1.781 1.193 3.759 4.627 0.679 5.102 5943 3.116 8912 4734 0.794 1.084
SGA-AIP  1.650 1.207 3.174 2930 1.166 5.733 6.099 3.284 7.671 4462  0.798 1.036
VQA-AIP 1935 1.257 3280 2917 0.612 3.884 5992 3.022 8539 4291 0.8I15 1.022
Ours 5.806 1.666 31.827 17.002 22.530 23.454 28.520 9.408 99.390 25.295 2475 2.060
INSA 24897 12206 3.228 4213 1.089 6.761 14293 7.431 29930 12290 45.833 13.367
SPAF 0.726  0.643 1.119  0.817 0974 1.120 0963 1200 0996 1.303 0.780 1.751
IPDGI 1.128  0.626 1.014 0.716 1.012 0476 0.803 0.616 0.512 0.611 1.256 1.893
ATR 0.796 0939 1332 1.041 0954 0.757 0.769 0.987 1.115 1.060  0.854  0.992
Pet TextSimu  1.373  1.031 0.849 0477 1.167 1225 1.146 1.013 0.883 0831 0.870 0.626
TMM-AIP 25379 13.171 3209 3.783 1.053 10.476 14.512 7916 29.022 12.059 36.097 13.650
SGA-AIP 24971 12936 2574 3.329 1.007 10.349 14.792 8.021 27.643 11.682 32817 13.493
VQA-AIP 28.467 13.570 3.027 4.320 1.182 13.177 17.103 8.369 31.749 12.743 39.154 13.302
Ours 68.724 18.467 5.530 6.551 1.288 8455 47.956 12.760 155.169 32.209 382.765 51.003

and MMGCL (marked with § in Tab. 2). This indicates that
semantically aligned perturbations transfer across diverse fu-
sion mechanisms and modeling paradigms. Graph-based mod-
els such as MMGCN and GRCN often exhibit large relative
gains under CREAM, suggesting that message passing and
correlation-aware aggregation may amplify coherent visual-
textual shifts. The robustness of contrastive or disentangled
models is dataset-dependent: MMGCL and DMRL are rela-
tively robust on Baby and Beauty, but they can still be highly
vulnerable on specific datasets (e.g., Pet-MMGCL and Office—
DMRL). CREAM still surpasses baselines with only one
exception (Pet-DMRL at K = 50), demonstrating its broad
transferability under heterogeneous MRS architectures.

Dataset Trends. CREAM shows the most pronounced gains
on Pet and Baby. For Pet, the smaller catalog reduces compe-
tition, making it easier for aligned perturbations to push target
items into top-K rankings. Baby also yields large gains be-
cause its multimodal content is semantically rich and diverse,

enabling stronger cross-modal representation shifts. CREAM
achieves more modest improvements on Beauty and interme-
diate gains on Office. Beauty contains many items with rela-
tively homogeneous content, which increases competition and
reduces the influence of any single perturbation. Office lies in
between, with a moderate catalog and clearer category struc-
ture. These results imply that compact and domain-specific
recommenders (common in super-app ecosystems) can be
especially vulnerable to adversarial promotion.

Takeaway. CREAM outperforms both unimodal and multi-
modal baselines across most datasets and model architectures,
showing strong generalization to unseen models.

5.3 RQ2: Stealthiness

This section evaluates the stealthiness of generated sam-
ples. For visual and textual imperceptibility, we compare our
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Figure 6: Visual imperceptibility of image-involved methods:
FID, LPIPS ({ better). Our method achieves favorable visual
imperceptibility over most image-based attacks.

method with unimodal methods. For cross-modal impercepti-
bility, we compare our method with multimodal ones.

Visual Imperceptibility. We evaluate the visual impercepti-
bility of images generated by CREAM compared to image-
involved methods using FID and LPIPS metrics. Lower values
indicate better visual imperceptibility. The FID and LPIPS
results across different datasets are shown in Fig. 6. Gener-
ally, CREAM achieves a favorable trade-off between visual
imperceptibility and adversarial effectiveness. On average, it
obtains an FID of 38.255 and an LPIPS of 0.1158, signifi-
cantly outperforming INSA (FID 74.6540, LPIPS 0.3375) and
SPAF (FID 108.412, LPIPS 0.4434). While IPDGI slightly
surpasses CREAM in terms of visual imperceptibility (FID
31.204, LPIPS 0.1127), its limited perturbations result in
much weaker adversarial effects (Tab. 2).

Textual Imperceptibility. We evaluate textual imperceptibil-
ity of attack methods using Perplexity and Semantic Simi-
larity. Perplexity measures text fluency, where lower scores
indicate more natural output text [39,42]. Semantic Similarity
captures meaning preservation, with higher scores reflecting
better alignment with the original text. As shown in Fig. 7,
CREAM achieves the lowest perplexity (15.9503), indicating
the most fluent output. It also obtains the highest average se-
mantic similarity (0.8221), outperforming TextSimu (0.7425)
and ATR (0.5316). In contrast, TextSimu has higher perplex-
ity (33.5518), while ATR shows similar perplexity (33.8898)
but exhibits the lowest semantic preservation.
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Figure 7: Textual imperceptibility of text-involved methods:
Perplexity ({ better), Semantic Similarity (7). Our method
produces more fluent and semantically faithful text.
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Figure 8: Cross-modal consistency of multimodal methods
and original contents: CLIPScore, VQAScore (1 better). Our
method achieves stronger cross-modal semantic alignment.

Cross-modal Consistency. Cross-modal consistency is criti-
cal for effective multimodal attacks, especially in e-commerce
scenarios where humans are highly sensitive to semantic mis-
matches between images and textual descriptions (as illus-
trated in Fig. 3). To quantitatively assess this aspect, we em-
ploy CLIPScore and VQAScore [29]. Higher scores indicate
stronger semantic consistency across modalities. We evalu-
ate all multimodal methods, using the original content as the
baseline reference. Results are summarized in Fig. 8.

Our method maintains high cross-modal consistency. It
achieves an average CLIPScore of 0.2203 and VQAScore of
0.6304, closely approaching the original baseline (0.2550 and
0.7317). In contrast, the baselines TMM-AIP, SGA-AIP, and
VQA-AIP show significantly lower consistency.

Human Evaluation. Beyond automatic stealthiness metrics,
we conduct a human study with end users and platform in-
spectors. CREAM is rated more realistic than the strongest
baseline (4.13 vs. 2.56) and is flagged far less often (14% vs.
93%). Details are in Appendix A.

Takeaway. CREAM achieves a favorable trade-off between
stealthiness and adversarial effectiveness.

5.4 RQ3: Effectiveness in Real-world

To assess the practical viability of CREAM, we conduct sand-
boxed testing on the commercial e-commerce platform of Ali-
Pay. We use production-grade snapshots of the recommender
system deployed in the platform’s Office mini-program mall.
These snapshots span a 1.5-month period starting from Nov
15, 2024, and reflect actual serving configurations in the live
environment. All adversarial items are generated solely from
logs collected before Nov 15, thereby simulating a realistic
black-box attack without access to future model states. Since
model states and exposure distributions evolve over time in
production, we report the absolute exposure gain for the tem-
poral analysis.

CREAM yields consistent but non-monotonic exposure
gains across 11 production snapshots, reflecting real-world
drift and periodic model updates. As shown in Fig. 9, AER@K
rises initially (Nov 15-19), dips slightly, and then rebounds in
late November and early December, where AER @50 peaks at
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Figure 9: Real-world attack performance of CREAM across
11 production snapshots (Nov 15-Dec 26, 2024). CREAM
remains consistently effective under real-world dynamics,
demonstrating strong robustness and practical threats.

9.984%. This rebound may be driven by transient preference
drift toward the semantic region of the adversarial targets.
One plausible factor is seasonal promotion (e.g., pre-12.12
activities) that temporarily shifts exposure toward related item
clusters, after which performance gradually declines as en-
gagement patterns and models evolve.

Takeaway. Despite fluctuations, CREAM remains consis-
tently effective throughout the 1.5-month window, demon-
strating robustness under real-world dynamics and underscor-
ing its practical threat potential. A practical adversary could
further strengthen long-term impact by periodically updating
adversarial content as systems evolve.

5.5 RQ4: Countermeasures

In this section, we explore possible defenses against CREAM,
including training-based defenses and input-space defenses.
Training-based Defenses. Prior research has explored im-
proving MRS robustness against noise and trend drift in
modality information (e.g., merchants introducing new el-
ements aligned with current trends) by training-based strate-
gies [48, 78]. We investigate two state-of-the-art training-
based defense strategies: Mirror Gradient (MG) [78] and
Modality Balancing (MB) [48]. MG integrates mirror gra-
dient optimization with adversarial training, while MB intro-
duces controlled noise into visual modality and adjusts the
contribution of textual modality.

As shown in Tab. 3, training-based defenses provide lim-
ited and inconsistent mitigation against CREAM. In the un-
defended setting, CREAM achieves 54.586 RER@10 and
13.826 RER @50 on average across all datasets and models.
MG fails to consistently reduce the attack effect: it increases
RER@10 to 58.373 and only marginally changes RER @50
to 13.814. MB performs slightly better, reducing RER@ 10
and RER@50 to 52.273 and 12.108, respectively. However,
both defenses still leave adversarial items with more than 12X
higher exposure at top-50 than benign items, indicating that
training-based robustness remains largely ineffective against
semantically aligned promotion attacks.

Table 3: Attack and defense performance averaged across all
datasets and models, evaluated by RER@K (lower is better)
and utility, measured as the relative change in Recall@50.
CREAM denotes the undefended attack baseline. Overall,
some defenses improve robustness but incur substantial utility
loss, highlighting a clear trade-off.

Category Method RER@10 RER@50  Utility
Undefended CREAM  54.586 13.826  +0.00%
Traind MG 58373 13.814  -3.69%
ramng MB 52.273 12108 +1.43%
Bit-Red 9.230 2846 -29.72%
ot JPEG 9.239 2832 -29.71%
P NRP 2.696 1710 -28.65%
NRP+L 2910 1731 -30.68%

The limited effectiveness stems from their incompatibility

with semantically aligned attacks: MG tends to overfit spe-
cific perturbation patterns seen during adversarial training
and fails to generalize to stronger, coherence-based attacks,
whereas MB’s reliance on cross-modal compensation directly
conflicts with our attack design, which enhances alignment
across modalities.
Input-space Defenses. We investigate general-purpose input-
space defenses following [55]. For visual modality, we con-
sider JPEG compression [15], Bit-Red [63], and NRP [40]; for
textual modality, we apply LanguageTool (LT) [52], a gram-
mar correction tool widely used in industrial systems. Among
visual defenses, NRP achieves the strongest mitigation, out-
performing Bit-Red and JPEG. We further combine NRP and
LT (NRP+L) for adaptive multimodal defense evaluation.

As shown in Tab. 3, input-space defenses substantially re-

duce the attack exposure. Bit-Red reduces RER@50 from
13.826 to 2.846, and JPEG achieves a similar reduction
to 2.832. NRP provides the strongest mitigation, reducing
RER @50 to 1.710, while the adaptive multimodal combina-
tion NRP+L yields 1.731. Although these transformations
suppress adversarial effects, they introduce substantial util-
ity degradation: Bit-Red, JPEG, NRP, and NRP+L reduce
Recall@50 by 29.72%, 29.71%, 28.65%, and 30.68%, respec-
tively. This trade-off indicates that while low-level transfor-
mations can reduce the attack impact, they simultaneously
distort the original multimodal representations and impair
overall recommendation quality.
Takeaway. Overall, neither training-based nor input-space
defenses provide reliable robustness against CREAM. While
training-based methods fail to counter semantically aligned
perturbations, input-space transformations partially mitigate
attacks at the cost of severe performance degradation.

5.6 RQS5: Ablation Study

In this section, we investigate the contribution of each com-
ponent to CREAM’s performance.
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Table 4: Average RER@K across datasets and model archi-
tectures for different module combinations. Best results are
highlighted in bold. Joint use of all modules yields the best
overall performance.

Enabled modules RER@10 RER@50
Visual Perturbator 33.650 10.084
Text Generator 1.385 1.417
Visual Perturbator + Text Generator 34.642 10.387
All 54.586 13.826

Modules. We evaluate the contributions of the Visual Per-
turbator, Text Generator, and Joint Optimization Controller.
Tab. 4 reports the performance. The Visual Perturbator alone
achieves strong performance, with average 33.650 RER@ 10
and 10.084 RER @50. This effectiveness can be attributed to
its alignment-aware design. Perturbing only the textual modal-
ity through the Text Generator leads to limited effectiveness.
This is likely due to the discrete and sparse nature of textual
representations, which make optimization less stable. With-
out a perturbed visual counterpart, the text generator lacks
meaningful semantic guidance, making it difficult to produce
impactful adversarial modifications.

Combining the Visual Perturbator and Text Generator with-

out the Joint Optimization Controller brings only marginal
gains over using the Visual Perturbator alone. This suggests
that without coordination by the controller, multimodal pertur-
bations may fail to move toward a jointly effective adversarial
direction. When all three modules are combined, performance
improves to 54.586 RER@ 10 and 13.826 RER@50. These
results demonstrate that both modality-specific perturbations
and a coordination mechanism are necessary for effective
multimodal attacks.
Surrogate Model Architecture. We adopt an ensemble sur-
rogate model to address the architectural and fusion diversity
in MRSs under black-box scenarios. As shown in Tab. 5,
we further evaluate its effectiveness against single surrogate
on the Baby dataset. While some surrogate and victim pairs,
such as VBPR with VBPR, perform well due to architectural
similarity, this advantage does not hold across mismatched
scenarios. For instance, MMGCN shows reasonable transfer-
ability against GRCN due to shared graph-based aggregation
mechanisms, but such alignment is inconsistent across mod-
els. In contrast, our ensemble surrogate consistently achieves
strong RER @K performance across all victim models. By
aggregating varied representational perspectives, the ensem-
ble more effectively exploits common vulnerabilities in the
input space. This underscores the contribution of ensemble
surrogate model for more transferable attacks.

6 Discussion and Related Work

Cost Analysis. CREAM performs offline per-item optimiza-
tion before uploading. Training the three-model ensemble

Table 5: Average RER@K across different surrogate models
(columns) and victim models (rows). Best results are high-
lighted in bold; second-best results are underlined. These
results indicate that the ensemble surrogate provides competi-
tive and robust transferability under architecture uncertainty.

Victim Model K Surrogate Model

VBPR MMGCN DMRL Ensemble
10 9.522 2.545 1.352 9.457

VBPR

50  3.907 1.647 1.110 3.854
e
A
B m e
o G W e o
MMGCL 10 0.950 0.849 1.353 1.309

50 0.959 0.889 1.357 1.303

takes 19.7 minutes on an NVIDIA A6000 GPU as a one-time
offline cost. After training, attacking one item takes about
9-10 minutes and is trivially parallelizable across target items.
Even if the one-time training cost is included for a single tar-
get item, the total initial cost is roughly thirty minutes. Since
a single optimized edit remains effective for about 1.5 months
(RQ3), this cost amortizes to less than one minute per day,
making periodic execution practical and cost-efficient.
Generality. We demonstrate CREAM ’s effectiveness across
six diverse MRSs, and we expect it to extend to sequential [43]
and LLM-based MRSs [53, 57] because popular items of-
ten cluster in nearby regions of a shared multimodal space.
CREAM can also be adapted to additional modalities (e.g.,
video/audio) by swapping in appropriate foundation models.
Other Countermeasures. Our results suggest existing poten-
tial defenses remain inadequate against CREAM. In practice,
e-commerce platforms typically employ layered listing mod-
eration (automated screening at upload/update with escalation
to professional reviewers); in our review by platform content
inspectors (Appendix A), few CREAM edits are flagged,
suggesting that mismatch-oriented screening alone can be by-
passed by CREAM. This motivates future adaptive defenses
that exploit platform-side signals (e.g., edit histories) and gate
updates based on abnormal anchored content drift.

ATIP Attack. Existing attacks can be categorized into image-
based and text-based methods. Image-based attacks gener-
ate perturbation noises by gradient information [10], rec-
ommender system-specific objectives [37], clustering guid-
ance [7], and different image styles [65]. Text-based attacks
modify the item descriptions by rewriting [42] and popular-
item prompting [58]. Other works [41,75] target LLM-based
RSs by perturbing both prompts and item texts.

Attacks on Retrieval-based Systems. Retrieval poisoning
in dense retrieval and RAG typically assumes corpus in-
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sertion and query-triggered retrieval to steer downstream
outputs [5,36,79, 81], whereas AIP is limited to anchored,
entity-preserving edits of an existing listing and optimizes
population-level exposure under plausibility and cross-modal
consistency constraints. Under our threat model, the trans-
ferable component reduces to embedding-space similarity
boosting via content edits, already covered by our baselines.

7 Conclusion

In this work, we present CREAM, a novel framework for
AIP attacks in MRSs. CREAM jointly perturbs textual and
visual content in a semantically aligned manner to craft realis-
tic yet effective adversarial examples. By leveraging a visual
perturbator, a tailored text generator, and a joint optimiza-
tion controller, our method captures cross-modal correlations
and achieves highly effective black-box attacks. Extensive
experiments across four datasets and six victim models show
that CREAM significantly outperforms existing baselines,
achieving on average 5.75x and 2.89x higher exposure at
top-10 and top-50 metrics. Our findings not only expose criti-
cal vulnerabilities in MRSs but also highlight the limitations
of current defense strategies, emphasizing the urgent need for
more robust and adaptive protections for real-world MRSs.
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Ethical Considerations

In developing CREAM, we were guided by the Menlo Re-
port. This work obtained AliPay IRB approval, which follows
established human-subjects and privacy-management stan-
dards and covered anonymized internal data use, sandboxed
evaluation with historical production snapshots, and human-
subject evaluation. We study AIP risks in MRSs, where a
malicious seller may modify a listing’s image and text un-
der black-box access to obtain disproportionate exposure.
Our goal is defensive: to measure this emerging risk, inform
recommender-system designers and platform moderators, and
motivate stronger protections for multimodal recommenda-
tion pipelines. We recognize that the studied techniques are
dual use and could be misused if handled irresponsibly.

Stakeholders and Possible Impacts. (1) Marketplace con-
sumers may benefit from reduced exposure to manipulated

listings, while misuse could promote products based on ad-
versarial manipulation rather than relevance or quality, im-
pairing purchasing decisions and trust. (2) Honest sellers
may benefit from defenses that preserve fair exposure and
marketplace integrity, while misuse could give malicious sell-
ers disproportionate visibility, reduce exposure for legitimate
products, and create unfair competition. (3) Platform opera-
tors and moderators can use our work to measure cross-modal
promotion risks and evaluate defenses, while misuse could
increase fraud pressure, moderation costs, and degradation
of recommendation integrity. Because CREAM preserves
image-text coherence, it motivates defenses beyond mismatch
screening, such as edit-history monitoring, abnormal content-
drift detection, rate limits, and human review. (4) Data sub-
Jjects face risks of privacy leakage, confidentiality violations,
and re-identification from historical AliPay user-item interac-
tion logs. We mitigate these risks through IRB-approved and
platform-authorized handling: PII was removed, access was
restricted, no re-identification was attempted, and proprietary
logs, user records, and platform-specific data are not released.
(5) Human-study participants, including end users and pro-
fessional content inspectors, assessed anonymized product
listings. Risks include exposure to manipulated content, mild
deception about listing sources, and possible workplace pres-
sure for inspectors. Under the AliPay IRB protocol, stimuli
were anonymized, method identities were hidden, no real
purchases or live-platform interactions occurred, responses
were stored without direct identifiers, inspectors’ individual
responses were used only for research rather than personnel or
performance assessment. (6) Security researchers and defend-
ers may use CREAM as a controlled framework for studying
adversarial risks in MRSs, red-teaming, security auditing, ro-
bustness testing, and defense evaluation; we frame it strictly
as authorized defensive research. (7) Broader society could be
harmed by deceptive product presentation, unfair competition,
fraud, and erosion of trust in recommender-mediated market-
places, while controlled study of these risks can support safer
deployment and more robust MRSs.

Research Process. The main process-level risks involved plat-
form data, production-grade evaluation, and human-subject
evaluation. To reduce these risks, we used public benchmarks
where possible and anonymized internal data only under Ali-
Pay IRB approval and platform authorization; PII was re-
moved before analysis, access was restricted to authorized
researchers, no attempt was made to identify individual users,
sellers, or inspectors, and proprietary logs, user records, and
platform-specific data are not released. We did not attack
third-party services or live production systems. Production-
grade evaluation used only an isolated sandbox with historical
model snapshots and historical logs, without deploying ad-
versarial listings, exposing real users, creating transactions,
affecting production rankings, or imposing production load.

Responsible Disclosure and Dual-Use Concerns. AIP in
MRSs presents clear dual-use concerns: similar strategies
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could manipulate rankings, mislead consumers, harm honest
sellers, and increase moderation burden. All platform-related
experiments were authorized, reviewed, and sandboxed, and
findings were shared with relevant platform stakeholders to
support defensive improvements. To balance transparency
and risk reduction, our release is limited to reproducibility
and authorized defensive evaluation on public datasets and
local testbeds. It excludes proprietary datasets, production
snapshots, user logs, credentials, platform-specific endpoints,
optimized adversarial listings from proprietary data, and in-
structions for attacking live platforms. We will monitor com-
munity feedback and adjust dissemination practices if needed
to reduce misuse risk.

Mitigations. We mitigate potential harms through controlled
evaluation, IRB-approved data handling, restricted release,
and defensive framing. Our results show that mismatch-
oriented defenses are insufficient against cross-modally coher-
ent adversarial edits. We therefore advocate defense-in-depth:
multimodal semantic consistency checks, edit-history moni-
toring, abnormal anchored content-drift detection, rate limits
for suspicious updates, and human-review escalation for high-
risk edits, while preserving legitimate seller updates.
Decision to Conduct and Publish the Research. We con-
ducted this research because MRSs are widely deployed in
e-commerce, sellers routinely edit listing images and descrip-
tions, and this normal workflow creates a realistic attack sur-
face. Existing AIP work focuses mainly on unimodal rec-
ommenders, leaving practitioners without principled ways to
assess worst-case risks in MRSs under realistic black-box
constraints. We publish because the risk arises from common
design choices and widely available multimodal tools, simi-
lar techniques are plausibly independently discoverable, and
responsible disclosure can help practitioners evaluate miti-
gations before abuse becomes widespread. We acknowledge
that dual-use risk cannot be eliminated and aim to maximize
defensive value while minimizing operational misuse.

Open Science

We follow the open-science principles encouraged by the
community and release our code in a public repository [66].
The repository contains the core implementation and scripts
needed to reproduce our public benchmark workflow. The
README.md in the repository provides step-by-step instruc-
tions for environment setup and running the workflow.
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Appendix
A  Human Evaluation Details

Participants and Stimuli. We recruit 3 professional content
inspectors from the e-commerce platform and 50 end users
who made more than two online purchases in the past three
months. One end-user participant is excluded according to
our quality-control criteria. We sample 100 items. For each
item, we prepare three anonymized listings: Original, Base-
line (strongest AIP baseline by exposure gain), and CREAM.
Each listing contains an image, title, and description.

Protocol. To avoid contrast and memory effects, each eval-
uator sees at most one version of each item. For end users,
each valid participant evaluates 30 real listings, with 10 list-
ings assigned to each of the three conditions: Original, Base-
line, and CREAM. Each participant additionally receives two

attention-check listings, which are used only for quality con-
trol and excluded from the analysis. This yields 1,470 valid
user evaluations in total, with 490 evaluations per condition.
For inspectors, we use a Latin-square assignment over the
three conditions. For each item, its three versions are assigned
to the three inspectors such that each inspector sees only one
version of that item. This yields 300 inspector judgments in
total, with 100 judgments per condition. All listings are pre-
sented in randomized order, and method identities are hidden.
Tasks. End users rate realism on 5-point Likert scales, and
provide a binary purchase intent. Inspectors provide a binary
suspiciousness decision (flag / not flag) with optional reasons.
Quality Control. We exclude responses that fail any attention-
check question or contain incomplete answers.

Results. User-rated realism (mean=+SE): Original 4.654-0.03,
CREAM 4.13+£0.05, Baseline 2.56+0.06. Purchase intent:
Original 404/490 (0.824, Wilson 95% CI [0.788, 0.856]),
CREAM 319/490 (0.651, [0.608, 0.692]), Baseline 35/490
(0.071, [0.052, 0.098]). Inspector flag rate: Original 1/100
(0.010, [0.002, 0.054]), CREAM 14/100 (0.140, [0.085,
0.221]), Baseline 93/100 (0.930, [0.863, 0.966]). CREAM
flags are mainly attributed to minor logo or textual alterations.

B Case Study: Examples

We present adversarial examples for visual reference. The
examples in Fig. 10 are drawn from the Baby and Beauty
datasets. Due to data sharing restrictions, examples from pro-
prietary datasets are not included. Each sample consists of
the original item content alongside adversarial variants gener-
ated by three image-only baselines, two text-only baselines,
and our proposed multimodal method, CREAM. We omit
the adapted multimodal baselines from visual display, as they
are constructed atop unimodal methods and thus exhibit simi-
lar visual patterns. By closely examining the adversarial im-
ages, we observe that all unimodal baselines introduce notice-
able noise. While such perturbations may be imperceptible at
smaller scales, they become visibly unnatural upon zooming
in. This could potentially alarm inspectors or customers. In
contrast, our method introduces subtle and visually impercep-
tible changes. A potential concern is that brand logos might
be unintentionally altered during this process. However, this
issue can be addressed with simple techniques such as logo
inpainting or cutout, which we leave as future work.

Regarding text modifications, adversarial texts generated
by TextSimu often include irrelevant or redundant details. Out-
puts from ATR are frequently confusing, as the model tends to
continue the original text rather than rewriting it, resulting in
incoherent messaging. In contrast, our proposed method pro-
duces more fluent rewritings. In some instances, it introduces
features not present in the original description. This may raise
concerns about false advertising. Nevertheless, such manip-
ulations remain difficult to detect in e-commerce scenarios
where the actual product cannot be directly inspected.
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Summer Infant Muslin SwaddleMe Blanket 3-Pack, Go Bananas Soft,
natural muslin wraps are perfect for swaddling your baby for peaceful sleep.
SwaddleMe Muslin Blankets are large (40”x40”) and stretchable for easy
swaddling and can be used as a nursing cover, stroller cover, or burp cloth.
100% cotton muslin is naturally breathable for baby’s comfort.

TextSimu

Summer Infant Muslin SwaddleMe Blanket 3-Pack, Go Bananas
Introducing the Summer Infant Muslin SwaddleMe Blanket 3-Pack, featuring
the delightful "Go Bananas" design! These soft, natural muslin wraps are the
perfect solution for swaddling your little one, ensuring they drift into a serene
and peaceful sleep. Each generously sized blanket measures 40"x40",
providing ample coverage while being stretchable for effortless swaddling.

ATR

Summer Infant Muslin SwaddleMe Blanket 3-Pack, Go Bananas safe
and hygienic for your precious baby, Swaddles are proudly made in the
U.S.A. and shipped to meet or exceed all applicable safety standards in
place at the time of p Sealed in a washable, easy-to-gift case, these
swaddleme blankets are made of polyester and contain no parabens,
phthalates, PVC, BPA, polyethylene or external coatings that may pose a
health risk to you

Ours

Original

Original

L'Oreal Paris Colour Caresse Lipstick by Colour Riche, Velvety Fuchsia,
0.10 Ounces Color riche caresse lipstick features a light feel system formula
that delivers pure color and shine without stickiness or heaviness.

TextSimu

L'Oreal Paris Colour Caresse Lipstick by Colour Riche, Velvety Fuchsia,
0.10 Ounces Experience the luminous allure of L'Oreal Paris Colour Caresse
Lipstick in Velvety Fuchsia—an essential addition to your beauty collection.
This luxurious lipstick offers a featherlight feel thanks to its innovative light
feel system formula, ensuring that you enjoy vibrant color and dazzling shine
without any sticky residue or heaviness. Perfectly pigmented, each application
glides on smoothly, enhancing your lips with a rich hue that speaks
sophistication and style. Whether you're heading to the office or out for a
night on the town, Velvety Fuchsia will keep your lips feeling soft and looking
stunning.

ATR
L'Oreal Paris Colour Caresse Lipstick by Colour Riche, Velvety Fuchsia,
0.10 Ounces formula glides on smoothly and wears for a long-lasting matte
finish.Non-greasy formula.Lipstick won&#x2019;t clog pores. Non-
thickening formula is non-irritating and is suitable for all skin types.
Lipcolour lasts all day and can be worn alone or layered to create a variety of
looks. Made in U.S.A. with no preservatives, parabens or fragrances

Graco DuoGlider Classic Connect Stroller, Dragonfly

TextSimu

Graco DuoGlider Classic Connect Stroller, Dragonfly Introducing the
Graco DuoGlider Classic Connect Stroller in the vibrant Dragonfly design —
the perfect companion for parents on the go! This beautifully crafted stroller
seamlessly blends style with functionality, offering a smooth ride for your
little ones while providing unbeatable convenience for you. Designed for two
children, the DuoGlider features a unique tandem seating configuration,
allowing siblings to sit comfortably together. The classic connect system
ensures easy attachment of compatible infant car seats, making your
transitions a breeze! With a lightweight frame, it’s effortless to maneuver
through busy streets or crowded spaces.

ATR

Graco DuoGlider Classic Connect Stroller, Dragonfly It's the only stroller
in the Rockstar lineup that has a rear-facing child seat, a 5-point harness,
and

Ours

Graco DuoGlider Classic Connect Stroller, Dragonfly With a convenient
footrest, the DuoGlider Classic Connect stroller is easy to use. Your child will be
cruising in comfort and style with Graco's sleek, modern design. As your child
grows, you can remove the footrest so your child can rest comfortably on the
seat without missing a beat. When your child is ready to graduate to full-size
strollers, there's an easy-to-use reclining seat with two reclining positions for
your child to enjoy.

Ours

Summer Infant Muslin SwaddleMe Blanket 3-Pack, Go Bananas Wrap your Ours
Ours baby in the comfort of the Summer Infant Muslin SwaddleMe Blanket. Designed Ours
iy to help ease stress and reduce sleeplessness, this soft, absorbent blanket is 100% L'Oreal Paris Colour Caresse Lipstick by Colour Riche, Velvety Fuchsia,
r.;.‘,g. cotton muslin with a luxurious polyester inner layer for softness and N 0.10 Ounces Discover a nourishing formula that gives lip color its long-
';J breathability. An easy-to-clean 100% cotton fleece cover on each side keeps the ! lasting shine. Color caresse lipsticks are formulated with hydrating botanicals
;oﬁ J blanket in place and dry, preventing skin irritation. [ ' ! 1 so they stay on lips long and truly lasting.
<
|
Original Original Original Original

SHANY Cosmetics Fuchsia 6 Color Blush Palette, 8 Ounce Fuchsia by
Shany is for blush lovers with combination of 6 peachy-pinky colors. Colors are|
great for everyday use and can be combined with any other Shany palette. Pans
are large enough to last you for a long time. Durable compact kit is great when
you are on the go and the kit fits in any purse. Color combination is unlimited,
s0 let your imagination run wild and blend your perfect color by fuchsia today.
Colors are highly pigmented and stored in temperature controlled facility so
that it wont crack, and wont melt. Try it today to see the difference.

TextSimu
SHANY Cosmetics Fuchsia 6 Color Blush Palette, 8 Ounce Elevate your
makeup game with the SHANY Cosmetics Fuchsia 6 Color Blush Palette!
This enchanting 8-ounce palette is a must-have for blush enthusiasts, featuring
a stunning array of six peachy-pink shades that are perfect for any occasion.
Whether you're aiming for a natural glow or a pop of color, these versatile
hues seamlessly blend with any other Shany palette, allowing you to create
limitless looks. Crafted with generous-sized pans, this durable compact kit is
designed for longevity and is easy to carry, fitting effortlessly in any purse for
on-the-go touch-ups.

ATR

SHANY Cosmetics Fuchsia 6 Color Blush Palette, 8 Ounce All the colors
you see in this palette are the same colors that you saw in other shany palettes.
The only difference is that the color of the blush is slightly darker than the one
in the mirror. This is a great way to show off your natural beauty and to give
you a look that will appeal to your friends, family and even yourself. All you
need to do is apply blush in a circular motion and it will be absorbed into your
skin. It will last for hours and is perfect for use on all skin tones. Comes

Ours
SHANY Cosmetics Fuchsia 6 Color Blush Palette, 8 Ounce This palette
comes with a palette of 6 blush palettes. All 6 blush colors are shimmery and
sparkly in color. The shimmery, long-wearing blush gives you a natural,
shimmery look without the heavy feeling of blush. The pearlized, satin finish
makes it easy to apply blush and can be used as blush concealer or bronzer.
Perfect for those who love to wear pink or aqua under their eyes.

Figure 10: Adversarial Examples from Baby and Beauty
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