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Abstract
While the CHERI instruction-set architecture extensions

for capabilities enable strong spatial memory safety, CHERI
lacks built-in temporal safety, particularly for heap alloca-
tions. Prior attempts to augment CHERI with temporal safety
fall short in terms of scalability, memory overhead, and in-
complete security guarantees due to periodical sweeps of the
system’s memory to individually revoke stale capabilities.

We address these limitations by introducing colored capa-
bilities that add a controlled form of indirection to CHERI’s
capability model. This enables provenance tracking of capa-
bilities to their respective allocations via a hardware-managed
provenance-validity table, allowing bulk retraction of dan-
gling pointers without needing to quarantine freed memory.
Colored capabilities significantly reduce the frequency of
capability revocation sweeps while improving security.

We realize colored capabilities in PICASSO, an extension of
the CHERI-RISC-V architecture on a speculative out-of-order
FPGA softcore (CHERI-Toooba). We also integrate colored-
capability support into the CheriBSD OS and CHERI-enabled
Clang/LLVM toolchain. Our evaluation shows effective miti-
gation of use-after-free and double-free bugs across all heap-
based temporal memory-safety vulnerabilities in NIST Juliet
test cases, real-world CVEs, only a small performance over-
head on SPEC CPU benchmarks (≈ 5% g.m.), less latency,
and more consistent performance in long-running SQLite,
PostgreSQL, and gRPC workloads compared to prior work.

1 Introduction

Capability Hardware Enhanced RISC Instructions (CHERI),
an instruction-set architecture (ISA) extensions which re-
places conventional pointers with capabilities, is a promi-
nent design for hardware support for memory safety. CHERI
has so far been adapted to the MIPS, RISC-V, and Armv8-
A ISAs and CHERI-enabled processors have been devel-
oped by Arm [33], Microsoft [11] and the RISC-V ecosys-

‡R.S. contributed to the research while at Ericsson Security Research.

tem. The baseline CHERI design inherently provides spa-
tial safety . Prior attempts to augment CHERI with temporal
safety [29, 65] fall short in terms of scalability, memory over-
head, and incomplete security guarantees, such as the exis-
tence of an use-after-reallocation/use-after-free gap (§ 2.3).
This paper and contributions. We propose colored capa-
bilities, an efficient mechanism for simultaneously retracting
(not fully revoking)1 entire classes of capabilities at once
(§ 5.1). Our insight is that the performance and permission
issues in CHERI’s temporal-safety enforcement—particularly
the use-after-reallocation/use-after-free mitigation gap—stem
from its complete removal of indirection: central points of
control for capability revocation. Colored capabilities intro-
duce a limited form of indirection for provenance tracking,
using a hardware-managed provenance-validity table (PVT)
for efficiently retracting dangling pointers.

Using colored capabilities, we design an improved
temporal-safety scheme for CHERI which eliminates the
use-after-reallocation/use-after-free gap. A key benefit is a
significantly reduced frequency required between capability-
revocation sweeps compared to prior work (§ 5.2).

To demonstrate the practicality of our approach, we present
PICASSO (Provenance Indirection-enabled CHERI Architec-
ture for Scarcely Swept Objects), our realization of colored
capabilities for the CHERI-RISC-V architecture. PICASSO
is implemented on a field-programmable gate array (FPGA)
softcore based on the speculative out-of-order CHERI-Toooba
processor and in the QEMU full-system emulator. We inte-
grate colored capabilities into the CheriBSD operating system
(OS) and software stack. In summary, our contributions are:
• A hardware-software co-design for colored capabilities

that extends CHERI with provenance tracking (§ 5).
• PICASSO: a realization of colored capabilities on the

CHERI-RISC-V-QEMU full-system emulator and in an
FPGA softcore based on the speculative out-of-order
CHERI-Toooba processor IP (§ 6.1).

1Retracting refers to disabling access for a set of capabilities at once,
whereas revocation refers to permanently invalidating specific capabilities.
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• Support for colored capabilities in the CHERI-enabled
Clang/LLVM compiler and CheriBSD OS (§ 6.2).
• Demonstrating PICASSO successfully detects use-after-

free and double-free defects in > 2800 NIST Juliet test
cases without false positives (§ 7.1).
• Showing the efficiency of PICASSO via the SPEC stan-

dard central processing unit (CPU) benchmark show-
ing small performance impact compared to the baseline
CHERI-RISC-V processor (≈ 5% g.m.) and real-world
SQLite, PostgreSQL, and gRPC benchmarks demonstrat-
ing less latency and more consistent performance com-
pared to prior work (3%–8% overhead on average, §7.2).

An extended version of this conference paper with sup-
plementary material is available at [35]. The open-source
PICASSO hardware and software stack is available at
https://github.com/orgs/coloredcapabilities and at [36].

2 Background

2.1 Temporal Safety
Temporal safety relates to memory locations containing differ-
ent data at different points in time during program execution.
For example, after heap memory is freed by the application,
accessing the memory as though the original data is there
leads to undefined behavior. This can happen if the program
holds a pointer to some memory, frees the memory but keeps
the pointer (dangling pointer) and later tries to access the
memory through the dangling pointer. The result is a use-
after-free (UAF) bug. If the application reallocates the mem-
ory, a subsequent dereference of the dangling pointer leads
to a use-after-reallocation (UAR) bug. UAF and UAR bugs
are associated with non-deterministic behavior and stem from
a confusion of allocation provenance: which distinct alloca-
tion a particular address to memory represents. In addition to
crashes, these defects can lead to security vulnerabilities. For
example, information leakage can occur if an object contain-
ing sensitive data overlaps with the dangling pointer; simi-
larly, arbitrary code execution may be possible if the dangling
pointer overlaps with an attacker-controlled address which is
inadvertently used in an indirect function call.

2.2 The CHERI Capability Architecture
CHERI is an ISA extension that augments conventional ISAs
with a capability-based hardware-software co-design for mem-
ory protection. Hardware-supported capabilities enforce spa-
tial safety for code or data pointers. The CHERI ISA specifi-
cation [63] defines capability representations in registers and
memory, along with instructions to manipulate them safely.

As shown in Figure 1, a CHERI capability is twice the
width of a native pointer type—128 bits on 64-bit platforms—
and includes one additional validity-tag bit ➀, stored sepa-
rately to prevent tampering by non-capability-aware instruc-

}
➀ 1-bit Validity tag

➁ Permissions ➂ Object type ➃ Bounds

➄ Baseline architecture address

Figure 1: In-memory representation of CHERI capabilities
adapted from Watson et al. [64]

tions. These tags are preserved by valid, capability-aware
instructions but are invalidated by unauthorized manipula-
tion or injection of arbitrary capabilities. In CHERI-enhanced
architectures, general-purpose and address registers are ex-
tended to hold full capabilities. Each capability includes:
• Permissions ➁: A bitmask defining allowed operations.
• Object type (otype) ➂: A signed integer enabling tempo-

rary “sealing” and “unsealing” of capabilities for opaque
pointer and fine-grained in-process isolation.
• Bounds ➃: The valid memory range relative to the baseline

architecture address ➄, using a compressed encoding [68]
to reduce the space taken by a capability at the cost of
stricter alignment for larger object allocations.

CHERI enforces spatial safety by associating each allocation
with a capability describing its valid range and permissions.
New capabilities are derived from existing ones, while main-
taining monotonicity that ensures that new capabilities cannot
exceed the permissions or bounds of their parent. Sealed capa-
bilities for compartmentalization and exception handling in-
troduce limited non-monotonicity. Extensions to CHERI have
also explored sandboxing [17], initialization safety [32, 34],
safe speculation [30, 31], and side-channel resistance [25].
Capability revocation. In capability systems, granted author-
ity must be revocable, rendering a capability permanently
unusable. Historical designs often use indirection to address
capability revocation [51]. Capability accesses in such sys-
tems occur through protected tables, providing a centralized
point from where capabilities used throughout the system can
be revoked. CHERI takes a different approach, avoiding indi-
rection tables. Instead, it uses validity tags ➀ stored either in a
dedicated memory region, or distributed throughout program
memory and CPU register files. A capability’s validity can
thus be determined without implicit indirection on memory
access, eliminating the performance bottlenecks associated
with a centralized protection table. This design choice opti-
mizes memory accesses over efficient revocation. Because
CHERI capabilities do not explicitly track their provenance,
revoking a capability (and all its derivatives) necessitates find-
ing their in-memory and register-file representations through
exhaustive search and invalidating the associated validity tags.
Capability sealing. A capability is “sealed” when its object
type (otype) ➂ is not -1 (all ones). A sealed capability is tem-
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Figure 2: Memory allocation lifecycle in Cornucopia.

porarily rendered unusable until it is “unsealed”. In CHERI
ISAv9, sealing is primarily used to protect control-flow trans-
fers between isolated, CHERI-enforced compartments.
CHERI-enabled software stack. CheriBSD is a CHERI-
enhanced version of the FreeBSD OS, supporting CHERI-
RISC-V both in emulation and hardware. It serves as a fully
functional prototype demonstrating CHERI integration in a
conventional OS. The CheriBSD kernel and userspace can be
built in “pure-capability” CHERI C/C++, where all conven-
tional memory pointers are replaced with capabilities by the
CHERI-LLVM compiler.

2.3 CHERI Temporal Safety
Cornucopia. Cornucopia [29] enforces deterministic C/C++
temporal safety for heap allocations. It is integrated into
CheriBSD via a shim layer, known as the malloc revoca-
tion shim (MRS), which sits on top of the underlying BSD
libc memory allocator, and a kernel-resident, concurrent re-
vocation service that periodically performs sweeping revoca-
tion—that is, periodically scans memory to revoke capabilities
referencing freed memory. Freeing memory in Cornucopia’s
memory lifecycle (Figure 2) involves three separate steps:

➀ Freed memory is placed into a quarantine buffer.
➁ Quarantined regions are marked at word granularity in a

shadow bitmap managed by the MRS.
➂ Once the quarantine buffer exceeds a user-defined thresh-

old, a revocation phase is triggered to find and invalidate
stale capabilities referencing the quarantined memory.

To prevent UAR exploits, memory is not reused until revo-
cation completes. However, this introduces several drawbacks:
1) Dangling pointers remain valid during quarantine:
while quarantining can reduce exploitability it also obscures
UAF defects. 2) Increased memory overhead due to delayed
reuse of freed blocks. 3) Performance trade-offs: more fre-
quent recycling reduces memory footprint and increases the ef-
fectiveness of the mitigation at the cost of higher performance
overhead. Immediate revocation on free() (revoke-on-free)
is, however, prohibitively expensive (Appendix C). 4) Stop-
the-world phase: despite concurrent sweeping, Cornucopia
halts all threads at the end to scan register files, recently mod-
ified pages, and kernel-held capabilities. This disrupts execu-
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Figure 3: Allocation lifecycle in CHERI +Memory Tagging.

tion and aborts active system calls. Cornucopia trusts the MRS
and allocator to maintain the quarantine buffer and bitmap.
These structures are protected by an internal API, requiring
the caller to hold a capability with the CHERI_PERM_SW_VMEM
permission. Allocators can derive such capabilities from a
higher-level “super” capability (e.g., via mmap() [14]), but
the permission is stripped before returning capabilities to un-
trusted userspace. Cornucupia is also employed by the internal
libc allocator and the thread-local storage memory manage-
ment area, following a similar approach. However, it holds its
own guaranteed memory and revocation mechanism.
Cornucopia Reloaded. Filardo et al. [29] identify Cornu-
copia’s long stop-the-world pauses as its main limitation.
Their Cornucopia Reloaded improves revocation concurrency
by introducing capability load barriers, which associate each
page table entry (PTE) with a revocation epoch. A new epoch
counter in CPU control registers tracks completed atomic
revocation sweeps. If a PTE’s epoch differs from the counter,
any capability load from that page traps, allowing the revoker
to complete revocation before the CPU processes the load.

Because sweeps are atomic, pages with recent capability
writes cannot retain stale capabilities, eliminating the need
for global pauses. Applications thus avoid major stop-the-
world events. However, within an active epoch, programs can
still hold, copy, or dereference pointers to memory freed in
that same epoch. Only allocations freed in earlier epochs are
guaranteed to be revoked. Consequently, memory added to
quarantine cannot be reused until at least a full epoch has
passed. As with the original Cornucopia, this leads to de-
allocation delays and increased memory usage.

Sweeping revocation inherited from Cornucopia remains
the most contested aspect of CHERI [50]. Alternatives involve
accelerating CHERI temporal-safety enforcement by combin-
ing Cornucopia with approaches not relying on sweeps.
Composing CHERI and Memory Versioning. Filardo [28,
29] proposes combining CHERI with memory versioning to
close the UAR/UAF mitigation gap. A variant of this approach
is included in CHERI ISAv9 [63, Appendix C.5]. As shown
in Figure 3, both the pointer and its allocated memory region
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are assigned a matching version ID (or “color”) ❶. On free,
the memory is recolored to invalidate stale pointers ❷, and
the freed color becomes available for reuse ❸. This blocks
dangling pointer use. However, the number of colors is limited,
as version IDs are stored in dedicated memory tags. Due to
performance constraints, architectures like Arm’s Memory
Tagging Extension (MTE) restrict tags to 4 bits, allowing only
16 unique IDs. Reusing colors risks collisions between valid
and stale pointers, yielding only probabilistic UAF detection.
To prevent this, once all version IDs are used ❹, freed memory
is quarantined, and the system falls back to Cornucopia-style
sweeping revocation ❺. A practical implementation for this
design concept is not yet available.

3 System and Threat Model

System Model. We assume the same system model as
CHERI [65] and that its spatial-safety properties hold. We rely
on the underlying allocator (Alloc) satisfying assumptions:

A1: Alloc is part of the trusted runtime.

A2: Alloc maintains correct bounds on capabilities it issues.

A3: Alloc can discern malformed input to free().

Threat Model. We assume an adversary (Adv) with the abil-
ity to manipulate program behavior through malicious input.
Due to flaws in the victim program, such as faulty input vali-
dation, Adv can influence it to invoke arbitrary sequences of
malloc() and free() calls (or C++ new and delete state-
ments). Thanks to CHERI’s architectural guarantees, Adv is
unable to produce arbitrary, counterfeit capabilities. Nor is
Adv capable of directly tampering with Alloc’s data struc-
tures, control-data, or code beyond interaction through the
malloc() and free() family of functions (A1). This is con-
sistent with the threat model employed by prior work [29,65].

CHERI capabilities are architecturally guaranteed to be
monotonically nonincreasing (§ 2.2); the permissions and
bounds set on a capability can be decreased by software (by
deriving a new, more narrowly bounded capability), but can-
not be increased beyond the parent capability permissions and
bounds. Thus, A2 implies that capabilities pointing to the heap
fall within the bounds of (once) heap-allocated objects. A3 in
turn ensures that capabilities not pointing to beginning of le-
gitimate heap-allocated objects are rejected by Alloc. Invalid
capabilities, as well as capabilities for non-heap-allocated
data, are rejected by the MRS (§ 6.2).

The exploitation of uninitialized reads of heap-allocated
memory objects are out of scope, but can be efficiently pre-
vented using previously proposed CHERI extensions [34] or
compiler-based uninitialized memory sanitization [19, 37, 43].

While temporal-safety concerns are also valid for stack-
based allocations (c.f. use-after-return [44]), they are eas-
ier to protect [21], significantly rarer compared to heap-

based use-after-free [69], and according to Lee et al. “un-
likely to be exploitable” [38]. Compiler-based escape anal-
ysis can verify that references to stack variables do not
outlive the enclosing stack frame and is widely-deployed
in modern C and C++ toolchains [57, 59]. In fact, mitiga-
tions dating back a decade expect that run-time temporal-
safety mitigation are only needed to dynamically allocated
heap memory [21, 29, 38, 65, 69]. Consequently, following
prior work [29, 65], we consider stack-based use-after-return
out of scope. Additionally, similar to prominent prior imple-
mentations of CHERI on application-class processors, our
threat model excludes transient-execution and other micro-
architectural attacks and side-channels [62]. We discuss the
gap with respect to safe speculation in § 9.2.

4 Goals and Challenges

Our goals are:

G1: Deterministically close the UAF/UAR gap.

G2: Allow the freed memory to be immediately reused.

G3: Reduce the frequency of CHERI revocation sweeps.

Deterministically closing the UAF/UAR gap. Designs that
compose CHERI with memory versioning (§ 2.3) can only
achieve probabilistic UAF mitigation if deployed without
quarantining due to their limited tag space—as low as 4 bits.
In contrast, we aim to achieve deterministic prevention of
UAF. The inherent challenge is scaling the ability to effi-
ciently track the provenance—which allocation a particular
address to memory represents—to millions of allocations.
Immediate reuse of freed memory. A common source of
memory overhead for each scheme discussed in § 2.3 is the
quarantine buffer. Quarantining memory delays its availability
for reuse until a revocation sweep occurs. This is necessary,
as the CHERI design lacks a mechanism for retracting ca-
pabilities, that is, disabling capabilities whose provenance
can be traced to particular allocation until their eventual re-
vocation. Quarantining instead ensures provenance validity
of capabilities by artificially extending the lifetime of the as-
sociated allocations beyond the free() call that de-allocates
them until a time when all capabilities to that allocation have
been revoked. Even though this is deferred until certain size
criteria are reached, it may be costly in terms of performance
and memory footprint for the application. For this reason,
production-grade memory allocators, such as LLVM’s Scudo,
disable quarantining by default [58]. Therefore we target im-
mediate reuse of freed memory without quarantine.
Reducing the frequency of revocation sweeps. Recall from
§ 2.2 that due to CHERI prioritizing the efficiency of mem-
ory accesses over the efficiency of revocation, the revocation
sweep is a “necessary evil” that is inherent to the CHERI
design. Our goal is not to fundamentally alter the core tenets
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of CHERI. Rather, we want to significantly reduce the fre-
quency of the necessary sweeps (without a quarantine buffer
G2). The challenge of how to achieve reduced revocation
frequency goes hand-in-hand with scaling the number of allo-
cation provenances for capabilities that can be simultaneously
tracked. By increasing the number of allocations that can si-
multaneously co-exist in a system while still being discernible
from each other, the system can operate without risking over-
lapping capabilities with different allocation provenance be-
ing confused with one another and necessitating revocation
of stale capabilities.

5 Colored Capability Design

Recall from § 2.2 that CHERI’s design disregards revoca-
tion implemented via table-based lookups or indirection on
pointer operations in favor of validity bits stored in tagged
memory. However, as discussed in § 2.3, § 4, and shown in
§7.2, revoking all capabilities for an allocation at the moment
that allocation is freed is prohibitively expensive in terms
of run-time overhead in CHERI. To achieve G1 to G3 out-
lined in § 4 we aim to decouple the validity of a capability’s
provenance—the allocation the capability represents—from
the validity of the capability itself. This requires introduc-
ing a form of limited indirection to the CHERI architecture.
While many historical capability systems, including the initial
design by Dennis and Van Horn [22], use table-based indi-
rection to manage all capability metadata, CHERI explicitly
has avoided such indirection as a design goal [63, 2.3.16].
The challenge we must overcome is introducing the necessary
indirection in a manner which limits its impact only on the
subset of capabilities whose provenances needs to be tracked,
and reduce the run-time impact of table-based lookups by
minimizing the information needed to validate provenance.

In this section we present the high-level idea behind the
colored capability design (§ 5.1), how we apply colored ca-
pabilities for temporal-safety protection (§ 5.2), and describe
the overall system architecture (§ 5.3).

5.1 High-Level Idea
Colored capabilities introduce a limited form of indirection
to improve temporal safety. Whereas historical indirection
designs centralize all capability metadata [22, 51], we demon-
strate that 1-bit of indirect metadata for a set of colored capa-
bilities is sufficient for accelerating temporal-safety enforce-
ment. This allows all capabilities in a set referencing a given
heap allocation to be retracted simultaneously. Retracted ca-
pabilities are disabled so that attempts to dereference them re-
sult in a CHERI fault (c.f. capability sealing, §2.2). Retracted
capabilities need to eventually be fully revoked, but do not
pose a risk for UAF in the interim, thus removing the need
for quarantining freed memory. Since CHERI’s direct revo-
cation aligns with the typical execution style of C-language
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Memory

Allocated
Memory

1 malloc() free()

revocation phase 
Provenance-validity table

000100 000…

3

Colors below 
threshold?6

0x4
Colored capability

0x4

4
5

2

yes, sweep 

Figure 4: Colored capabilities allocation lifecycle.

programs–where pointers freely propagate through memory
without enforced (capability-to-capability [51]) indirection–
we instead target a mechanism for indirect provenance track-
ing. Recall from § 2 that CHERI’s sealing encodes both the
sealing state and the object type directly in the capability (the
presence of a non-default object type doubles as both the in-
dicator of a capability’s sealing state and the conditions for
its unsealing). In contrast, colored capabilities decouple the
capability’s state from its type: the provenance identifier re-
mains embedded in the capability, but the provenance tracking
state is expressed by a provenance-validity bit (PVB) stored
separately in a provenance-validity table (PVT), indexed by
the provenance identifier. Colored capabilities only used to
track heap allocations; non-heap capabilities are unaffected.

Colored capabilities derive their name from the use of
“color” to distinguish allocation provenance in memory-
versioning schemes (§2.3). We use color to refer to the otype
of a capability while it represents a provenance identifier. We
reserve a portion of CHERI’s object type for conventional
sealing. Unlike memory versioning, we only assign a color
to colored capabilities, not the associated memory allocation.
Instead, each entry in the PVT holds a single PVB indicat-
ing whether all capabilities with that provenance identifier
are valid (the corresponding allocation is active). The prove-
nance identifier in the capability determines if the capability
is a colored capability or not. Hardware enforces provenance-
validity checks for any load or store using a colored capability
by looking up the corresponding PVB in the PVT. Any mem-
ory access using a colored capability, where the PVT indicates
that the color (provenance identifier) is invalid, faults.

5.2 Temporal Safety via Colored Capabilities

Using colored capabilities and provenance tracking, we design
the temporal memory safety scheme illustrated in Figure 4.
On allocation ➀, a unique provenance identifier, from a finite
pool, is assigned to the capability ➁, and its corresponding
PVB in the PVT is marked valid. On de-allocation ➂, this bit
is marked invalid ➃. As explained earlier, all load or stores via
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Figure 5: Colored capabilities overview

colored capabilities are subject to a hardware check against
the PVT. Once a provenance identifier has been invalidated,
the hardware ensures that all capabilities with that provenance
identifier cannot be dereferenced. This eliminates the need for
a quarantine buffer and shadow memory to track freed regions,
allowing freed memory to be safely reused immediately.

The provenance identifier pool supports over two million
entries per process with 128-bit capabilities (§ 6). In long-
running programs, this pool may eventually be exhausted. To
be able to retract and reuse previously assigned identifiers,
colored capabilities still need a mechanism to identify and
revoke such retracted capabilities. Once the identifier pool
is depleted up to a pre-determined threshold ➄, a revocation
sweep is needed ➅. Colored capability revocation is based on
Cornucopia Reloaded’s improved revocation sweep using ca-
pability load barriers and inherits the reduced stop-the-world
periods, but does not require capability sweeps to be atomic.
As provenance tracking already guarantees that capabilities
pointing to freed memory cannot be referenced, even the in-
kernel scanning for capabilities can occur asynchronously. A
revocation pass for a given provenance identifier has to simply
complete before that identifier is returned to the pool.

5.3 System Architecture

Figure 5 illustrates the high-level system architecture for a
colored capability-enhanced CPU and OS. At the application-
level, colored capabilities integrate with the regular malloc-
family of functions and free() through enhanced versions
of these memory management application programming inter-
faces (APIs) ❶, ❷ integrated via the malloc revocation shim
(MRS, §2.3). For brevity, we refer in Figure 4 and subsequent
figures simply to colored capability-enhanced malloc() in-
stead of the whole malloc-family of functions. When a new

colored capability is issued by malloc(), or a memory object
is freed by passing a colored capability to free(), the allo-
cator must keep track of assigned and still unassigned prove-
nance identifiers. The provenance-identifier management ❸
within the MRS is responsible for assigning each allocation
a unique provenance identifier which is retained by any ca-
pabilities derived from the issued colored capability. Recall
from § 3 that thanks to A2 and monotonically non-increasing
bounds (§ 2.2), any such derived capabilities are guaranteed
to point within the bounds of the allocated object. When an
allocation is freed, the free() implementation marks the
corresponding provenance identifier as invalidated via the
PVT ❹. This has the effect of simultaneously invalidating
all colored capabilities pointing to the the relevant allocation
since they share the corresponding provenance identifier.

Invalidated provenance identifiers are kept out of rotation
by the provenance-identifier management until all correspond-
ing capabilities have been revoked. This occurs when the
number of unused IDs fall below a predetermined threshold,
at which point any malloc() or free() call engages the ker-
nel’s revocation service ❻ by making a caprevoke() system
call ❺. Other system software not using colored capabilities
do not require modification (apart from adaptation to CHERI).

The colored capability-enhanced CPU core(s) is augmented
via a provenance-validity table register (PVTR) ❼ which
holds the virtual start address of the PVT available to the
colored capability-enhanced instructions ❽. Load (l[bhwd])
and store (s[bhwd]) instructions, when given a colored capa-
bility as operand, lookup its corresponding PVB in the PVT.

6 Implementation

In this section, we present Provenance Indirection-enabled
CHERI Architecture for Scarcely Swept Objects (PICASSO),
our implementation of colored capabilities for the CHERI-
RISC-V architecture. We implemented two versions of PI-
CASSO: 1) a QEMU-system-CHERI128 full-system emulator,
and 2) a softcore based on the CHERI-Toooba processor in-
tellectual property (IP). For brevity, we focus on the Toooba
implementation in the following sections, while the QEMU
implementation is detailed in Appendix A.

6.1 PICASSO Extension for CHERI-RISC-V
To add colored capability architectural support to the CHERI-
Toooba core, we modified 34 source files, totaling approxi-
mately 1,700 lines of changes spanning the build system, core
CPU, ISA, memory pipeline, and CHERI capability logic.
The most significant changes affect loads and stores.
ISA extension. Figure 6 illustrates our changes to the baseline
CHERI-Toooba processor. A new control and status register
(CSR) called the provenance-validity table register (PVTR) ❶
stores the base virtual address of the PVT ❷. Access to the
PVTR is restricted to kernel mode, ensuring only privileged
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Figure 6: PICASSO hardware architecture.

code can control the PVT location. A new ccsettype instruc-
tion assigns provenance identifiers ❸ to capabilities. Recall
from § 5.2 that Cornucopia requires allocator capabilities to
hold the CHERI_PERM_SW_VMEM software-defined permission.
Similarly, ccsettype requires this as a hardware-defined per-
mission to ensure that only the trusted allocator can modify
provenance identifiers. Loads and stores via capabilities with
a provenance identifier (colored capabilities) implicitly read
the corresponding 1-bit PVT entry, the provenance-validity
bit (PVB), at [PVTBase + ProvenanceID] and fault if the
PVB indicates the provenance is invalid, i.e., the correspond-
ing capabilities have been retracted.
Accessing the PVT. The CHERI-Toooba memory pipeline
consists of four main stages: Register Read, Address Calcu-
lation ➀, Address Translation, Issuing Load/Store ➁, ➃, and
Load/Store Response ➂, ➄. PICASSO extends the memory
pipeline to distinguish between regular and colored capabil-
ities. For colored capabilities, the provenance identifier is
extracted from the source capability register ❸, while the
PVT base address is read from the PVTR ❶. Address calcu-
lation ❹ for the PVT entry is performed concurrently with
normal address calculation ➀.
PVT address translation. To translate the physical address
for a PVB, PICASSO adds a dedicated provenance-translation

lookaside buffer (PTLB) ❺ to the memory pipeline. Access-
ing the PTLB introduces an additional pipeline stage ❻ with
a one-cycle latency. PVT address translation feeds into the
Load/Store Queue (LSQ) ➅. Rather than adding separate
LSQ entries for implicit PVT loads, each load or store entry
is augmented to track its associated PVT load, preserving
the existing queue structure. The PTLB is only used for ad-
dress translation in implicit PVT loads; writes to the PVT use
the standard store instructions and memory hierarchy (and
require a corresponding capability with privileges to modify
the PVT).
PVT buffer. To avoid PVT address translation and access for
all colored capability loads and stores, PICASSO introduces
a small PVT buffer ❼ that caches recently accessed 128-bit
PVT words with valid PVBs. The buffer is indexed directly
by the virtual PVB address, allowing it to bypass all of PTLB
translation ❻, PVT load ❽, response ❾, and PVB check ❿.
To maintain coherence, all buffer entries are invalidated on
fence instructions; correctness relies on fences accompany-
ing page-table updates and writes to the PVT. Each 128-bit
word in the PVT buffer can contain 128 PVBs. The buffer is
looked up combinationally to avoid adding latency to the com-
mon case and is therefore kept small: only 64 words, 4-way
set-associative. Despite its size, it can buffer PVBs for 8192
objects, and achieves high hit rates in practice (Appendix C).
Loads with colored capabilities. For colored capability loads
the data request and the PVT load to L1 data cache ➆ are is-
sued concurrently by the load-store unit (LSU). Although the
cache services only one access per cycle, the two requests are
independent and their latencies can overlap. A load can com-
mit only after both responses ➇ ❾ arrive, and PVB check ❿
succeeds. On mis-speculation, the LSU waits for outstanding
responses before freeing the corresponding LSQ entry.
Stores with colored capabilities. For stores, the PVT load is
issued early ❽, after address translation, but the store itself ➈
is delayed until the PVT response ❾ and the PVB check ❿
passes. This ordering prevents use-after-free writes. If a store
is squashed before issue, its LSQ entry must remain allocated
until the PVT response. This requires additional waiting logic
analogous to handling mis-speculated loads.
Supporting millions of allocations. In CHERI’s 128-bit ca-
pability representation 18 bits are reserved for the otype
which we reuse for provenance identifiers, allowing for 218

distinct allocation provenances to be tracked. In our current
design, applications benefit from a much larger provenance
identifier space, which extends the period between needed in-
vocations of the revocation mechanism. We extend the otype
field by adding one reserved bit and two unused software-
defined permission bits, resulting in a total of 221 allocations.
Compatibility with CHERI sealing. Recall from § 2 that
CHERI hardware prevents manipulation of any sealed capa-
bility. However, colored capabilities disallow de-referencing
of capabilities with an invalid PVB. To support both the seal-
ing mechanism and colored capabilities PICASSO provides a
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way to detect which feature is in use whenever an otype or
provenance identifier is set in a capability. PICASSO adds an
additional CSR, otype threshold (OTYPETH) 11, that deter-
mines if the capability is interpreted as a normal, sealed or
colored capability according to the following rule:

f (otype) =


unsealed capability, if otype = −1
colored capability, if 0 < otype < OTYPETH
sealed capability, if otype ≥ OTYPETH

.

This ensures that PICASSO is fully compatible with CHERI
ISAv9 sealing and compartmentalization [63].

6.2 PICASSO Software Stack
We integrated colored capabilities into CheriBSD 25.03, re-
sulting in ≈3 500 changed lines of code over 57 distinct files.
Provenance Validity Table. To efficiently track which prove-
nance identifiers are valid, we map a PVT into each process’s
address space during the execve() system call. The PVT
is placed directly under the stack, at a fixed virtual address
determined when the kernel initializes based on the address
space size. The virtual address of the PVT is stored in the
PVTR, enabling the hardware to reference the PVT during
load or store instructions. By using a fixed virtual address
across all processes, we eliminate the need to update the
PVTR during context switches. Cornucopia introduces the
cheri_revoke_get_shadow() system call to provide a ca-
pability for its shadow bitmap to userspace; we augment this
with a new flag that allows the colored-capability-enhanced
MRS to request a capability to the PVT instead.
Provenance-identifier management. The MRS tracks which
provenance identifiers are valid, which are in use, and which
can be assigned to new capabilities. This requires it to keep
track of 221 (≈ 2 million) provenance identifiers in order to
efficiently find and claim the first available one. When the
number of unclaimed provenance identifiers reaches a user-
defined threshold, less than 1% by default, the MRS releases
the provenance identifiers associated with freed memory. The
number of reclaimed IDs is program-dependent; however, a
single sweep can release up to 99% of reserved provenance
identifiers. Completely exhausting the provenance identifiers
pool prevents further allocations until IDs can be reclaimed.

We use the BSD unit number (unr) allocator, alloc_unr,
a mechanism used in the FreeBSD kernel for efficient alloca-
tion of integer identifiers by utilizing a doubly linked list of
heap-allocated unr objects. It stores a compressed represen-
tation of provenance identifiers, keeping track of consecutive
sequences of identifiers as runs instead of individual numbers.
We optimize alloc_unr to batch provenance identifiers that
are to be released and make corresponding changes to the unr
data structure over a single iteration. For further details our
modified implementation, refer to Appendix B. The BSD unr
is a kernel-space facility. We adapt our design for userspace
to avoid issuing system calls to manage unrs.
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Userspace memory allocator. We modify the CheriBSD
MRS to support our allocation-provenance tracking mech-
anism similar to [29, 65]. Figure 7 shows how we assign
provenance identifiers to newly allocated memory objects.
Any malloc() call first invokes MRS ➀. After the memory is
allocated, the unr allocator ➁ claims an available provenance
identifier ➂ and assigns it to the newly created capability via
ccsettype ➄. This mechanism is also integrated into the
internal libc and thread-local storage allocators.

Figure 8 shows our approach to invalidate provenance iden-
tifiers when memory is freed. When a free() call is made, it
invokes MRS ❶, similar to malloc() calls. Unlike Cornu-
copia, we do not quarantine the memory. Instead, we read
the provenance identifier from the capability ❷ and invalidate
the corresponding PVB in the PVT ❸. Prior to invalidation,
the MRS checks whether the PVB is already invalidated. This
allows detection of double-free (DF) violations regardless of
the underlying allocator. After that, the memory is freed ❹
and ready to be reused. However, the provenance identifier
remains reserved by the unr to prevent capabilities to a new
memory object from using an invalidated provenance identi-
fier ❺. By default, the CheriBSD MRS rejects invalid capabil-
ities (A3 § 3); our extension validates any capability passed
to free has a provenance identifier, ensuring that capabilities
pointing to non-heap-allocated data are rejected.
Revocation. While PICASSO removes the need for a quaran-
tine buffer, the finite number of provenance identifiers still
requires periodic revocation in long-running programs to re-
claim invalidated identifiers for reuse in the unr. Figure 9
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shows how we implement this revocation step to release in-
validated provenance identifiers. During each memory allo-
cation, the MRS monitors the population of reserved prove-
nance identifiers against a predefined threshold ➀. Exceeding
this limit triggers a caprevoke() system call ➁ to initiate
a kernel-level revocation sweep. The kernel then creates a
snapshot of the current PVT ➂ to establish a definitive set
of provenance identifiers that are invalidated at that moment.
Any provenance identifiers that become invalidated after this
snapshot are excluded from the current revocation cycle and
will remain in their invalidated state upon its completion. The
kernel subsequently spawns a kernel thread to asynchronously
revoke all invalidated capabilities ➃. We employ the same re-
vocation method ➄ as described in Cornucopia Reloaded [29],
with the exception that, rather than using a shadow bitmap,
we inspect the copy of the PVT to determine whether the
provenance identifier of the capability is marked as invali-
dated. Any subsequent malloc call will then poll the kernel
to determine if the caprevoke() is finished. Once done, we
clear the corresponding bits in the PVT that represent the
provenance identifier values involved in the revocation ➅.
Then perform a batch release of all invalidated provenance
identifiers within the unr ➆ (Appendix B).
PTLB page fault handling. PVT pages can be evicted from
physical memory to swap. De-referencing heap objects via
colored capabilities can trigger page faults accessing the corre-
sponding provenance identifier entry. User-space page faults
are handled as usual, but colored capabilities passed to system
calls can trigger provenance identifier check in kernel code.
As the kernel does not expect memory accesses in privileged
code to fault, we extend the CheriBSD page-fault handler to
support faults for the PVT even in privileged mode.

7 Evaluation

We evaluate PICASSO across four dimensions: functionality,
security, performance, and hardware area cost. For the perfor-
mance evaluation we use the BESSPIN-GFE security evalua-
tion platform, which provides out-of-the-box support for the

CHERI-Toooba softcore. We replace the standard core with
our PICASSO CHERI-Toooba, an extension of the CHERI-
RISC-V Toooba FPGA softcore(RV64ACDFIMSUxCHERI)
built on the open-source Bluespec RISC-V 64-bit Toooba
core. We synthesize the system-on-chip (SoC) at 25MHz
(default for BESSPIN-GFE) targeting the Xilinx Virtex Ultra-
Scale+ VCU118 FPGA. Functional and security evaluations
are conducted using the hardware platform and a colored-
capability–enhanced QEMU-system-CHERI128 full-system
emulator. We answer the research questions:

RQ1: Can PICASSO reliably detect UAF conditions?

RQ2: How does PICASSO impact the baseline processor in
terms of hardware cost and performance?

RQ3: What is the performance and memory overhead of
enforcing temporal-safety with PICASSO?

RQ4: To what extent does PICASSO reduce the frequency of
CHERI revocation sweeps?

7.1 Security Evaluation
To answer RQ1, we evaluate PICASSO using version 1.3 of
the U.S. NIST SARD Juliet Test Suite [13]. Juliet contains
thousands of C/C++ test cases illustrating common program-
ming flaws that can lead to memory vulnerabilities. The tests
are organized by common weakness enumeration (CWE) cat-
egories, with “bad” cases containing known flaws and corre-
sponding “good” cases representing the patched versions. We
focus on CWE-416 (Use After Free) and CWE-415 (Double
Free), encompassing 1385 vulnerable (“bad”) and as many
fixed (“good”) C and C++ test cases. PICASSO detects all
bad cases without false positives. Cornucopia fails to de-
tect any bad CWE-416 cases in its default configuration, but
achieves full success rate with revoke-on-free (RoF, § 2.3).
RoF, however, comes with an impractical performance cost
(Appendix C). Cornucopia detects all CWE-415 bad cases.

We additionally confirm PICASSO‘s efficacy in pre-
venting real-world CVEs in BZip2 (CVE-2016-3189), li-
biberty (CVE-2016-4487), nasm (CVE-2017-10686, CVE-
2019-8343), libzip (CVE-2019-17582), NGINX (CVE-2020-
24346), LibreDWG (CVE-2022-35164), Lua (CVE-2019-
6706), and other issues reported in mjs (issues 73 and 78) and
yasm (issue 91) reproduced from the test suites in [5, 46].

7.2 Performance Evaluation
Impact on baseline CHERI-Toooba processor. To an-
swer RQ2, we synthesize PICASSO CHERI-Toooba for the
VCU118 FPGA. We also evaluated the design without the
PVT buffer to isolate the logic overhead introduced by the
optimization. Table 1 shows power and resource utilization re-
ported by Xilinx Vivado 2019.1. Without the PVT buffer, the
overheads are minimal (≈3% in logic and ≈4% in registers)
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Table 1: Area and power costs on VCU118 @ 25MHz expressed in number of LUTs and registers, and Watts respectively.

logic ∆(%) memory ∆(%) registers ∆(%) power ∆(%)

CHERI-Toooba 688096 - 20113 - 419300 - 6.471 -
PICASSO CHERI-Toooba without PVT buffer 709869 21773(+3.16) 20079 -34(-0.17) 436574 17274(+4.12) 6.478 0.01
PICASSO CHERI-Toooba with PVT buffer 720347 32251(+4.69) 21611 1498(+7.65) 445129 25829(+6.16) 6.515 0.04
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Figure 10: SPEC CPU 2006 performance overhead for PICASSO (1.05× g.m.) and Cornucopia (1.11× g.m. in single-core, and
1.08× g.m. in 2-core configuration), and memory overhead of PICASSO (1.08× g.m.) and Cornucopia (1.34× g.m.).

compared to unmodified CHERI-Toooba. Incorporating the
PVT buffer increases the overheads to ≈4.7% in logic ≈8%
in memory and ≈6% in registers, a moderate impact justified
by the performance tradeoff of the PVT buffer (Appendix C).

We investigated the performance overhead of our memory
pipeline changes when not using the colored capabilities fea-
tures caused by the additional pipeline latency introduced by
PTLB lookup (❻ in Figure 6, § 6.1). This overhead is not fun-
damental to the approach, but is nevertheless an artifact of the
current prototype. EEMBC CoreMark [24] incurred between
3.67% and 6.07% overhead depending on compilation mode
on the VCU118, and MiBench incurred 1.32% overhead on
average in simulation (see Tables 3 and 5 in Appendix C).
Overheads in larger benchmarks were not as pronounced.
Performance and memory overhead of enforcing tempo-
ral safety. To answer RQ3, we measure the overhead of PI-
CASSO relative to the CHERI-enabled memory allocator in
CheriBSD 25.03, which is based on the Cornucopia Reloaded
design. Unlike the allocator described by Filardo et al. [29],
the CheriBSD implementation performs the caprevoke()
system call asynchronously by spawning a new kernel thread
that handles the revocation sweep. We utilize the Cornucopia
configuration, where the quarantine limit is set to one-fourth
of the total allocated memory. For brevity, we refer to the
CheriBSD 25.03 allocator implementation as “Cornucopia”.

We use a single-core CPU configuration, our results in-

clude the full cost of revocation: preempting the application
by the revocation thread results in stop-the-world behavior.
On multicore systems, this overhead could be reduced by
overlapping the revocation sweep with application execution.
The overhead we report is therefore an overestimate but en-
ables a conservative assessment of the total system overhead
introduced by the mechanism.

We instrument caprevoke() to collect revocation counts,
measure peak memory overhead using time -l in CheriBSD,
which reports the maximum resident set size during execution,
and collect hardware performance metrics using CheriBSD’s
minimal_counts_stats tool. We evaluate PICASSO’s per-
formance impact across the following benchmarks:
SPEC CPU2006 INT. We run the subset of the SPEC
CPU2006 INT benchmarks [2] that execute on the baseline
CHERI system without code modifications [52]. Similar to
prior work [52], we use the train input set, as even these
inputs per configuration require over 24 hours to complete
on FPGA. Figure 10 shows the overall cycle and memory
normalized overhead, for the CheriBSD allocator on the un-
modified CHERI-Toooba core (Cornucopia) and for PICASSO.
In 7 out of 8 INT tests, the number of allocations is too few
to trigger revocation in PICASSO, however, it triggers in most
cases for Cornucopia. In four tests, Cornucopia achieves bet-
ter performance than the baseline since it postpones memory
deallocation and instead places freed objects into the quaran-
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tine buffer, which involves less bookkeeping than reclaiming
the memory. For omnetpp, PICASSO and Cornucopia trigger
the revocation mechanism 76 and 2792 times, respectively,
resulting in a worst-case overhead of 38% and 268%. To
understand the impact of parallelizing revocation, we obtain
measurements for the SPEC CPU 2006 INT benchmarks on
an unmodified CHERI-Toooba in a 2-core configuration from
the Cambridge Computer Laboratory. Parallelizing revocation
reduces the Cornucopia overhead to 90% relative to our base-
line for omnetpp but has no effect in cases where revocation
less frequently triggers. PICASSO in a single-core configura-
tion still outperforms Cornucopia in the 2-core configuration.
PICASSO shows negligible memory overhead in most cases.
However, unlike Cornucopia, whose memory consumption
peaks as the quarantine buffer grows to its maximum size,
PICASSO’s memory usage increases during revocation due
to handling two PVT tables and the memory consumed by
the unr allocator (§ 6.2). We observe a worst-case memory
overhead in PICASSO of 80% during revocation in omnetpp,
lower than Cornucopia’s in all benchmarks. To quantify the
impact on DRAM, we collect hardware counters that char-
acterize DRAM traffic. PICASSO increases DRAM traffic by
21% (g.m.), whereas Cornucopia increases it by 65% (g.m.)
(see Figure 15 in Appendix C).
SQLite. We further evaluate PICASSO using SQLite
3.22.0 [3] with its built-in speedtest1 benchmark, which con-
sists of multiple phases of database operations such as create,
insert, reorder, and delete. A complete list of benchmark phase
descriptions can be found in Table 8 in Appendix C of [35].
Figure 11 illustrates the performance overhead across these
distinct operational phases. Overall, PICASSO incurs a 8%
performance overhead on average, while Cornucopia incurs a
11% average performance overhead and Cornucopia exhibits
a 99% memory overhead, whereas PICASSO incurs no ob-
servable memory overhead. Unlike Cornucopia, which suffers
performance spikes up to 62% during revocation, PICASSO
maintains a consistent profile with a peak overhead of only
12%. In the SQLite speedtest1 benchmark, Cornucopia
triggers 272 revocations while PICASSO triggers zero.
PostgreSQL pgbench. To evaluate PICASSO impact on la-
tency we run the PostgreSQL server [1, 20] on the CHERI-
Toooba core with pgbench executed on a separate host con-
nected over the local network. We configure a scale factor
of 10 and execute 103 transactions with a single client. To
reduce I/O overhead and ensure single-threaded execution
suitable for the single-core CHERI-Toooba processor, we dis-
able fsync, synchronous commit, full page writes, statistics
collection, and parallel workers. As illustrated in Figure 12,
which plots individual transaction latencies, Cornucopia ex-
hibits periodic latency spikes occurring approximately every
20 transactions (60 allocations per transaction). Each latency
spike represents a tail-latency penalty, with p99 latency in-
creasing by over 300%, due to the non-concurrent revocation
sweep in a single-core environment (see Figure 12 in Ap-

pendix C). Overall, PICASSO degrades transactions per sec-
ond (TPS) by 6.2%, compared to 23.1% for Cornucopia. We
measure that PICASSO requires revocation only once every
66×103 transactions (vs. once every 20 in Cornucopia). For
a production-speed core similar to Arm Morello (2.5GHz),
we estimate this corresponds to one revocation every 2.5 min
vs. one every 71.4 ms for Cornucopia [29].
gRPC QPS. We run a gRPC 1.54.2 QPS [60], client-server
workload. Similar to pgbench setup, we run the server on the
FPGA, and run the clients on a separate host. To isolate and
measure only gRPC server overhead, we use a custom gRPC
scenario: transport security is disabled, each of the client
and server is a single process, both client and server are syn-
chronous and apply latency-focused tuning to a minimal stack,
the client opens 1 gRPC channel with 8 outstanding messages.
The client sends messages to the server and awaits responses,
while measuring throughput and latency percentiles. Each run
lasts 120 seconds with an initial 15-second warmup, and each
configuration is executed twice with 0-byte request sizes. Fig-
ure 13 shows the different latency percentiles. For p50 latency,
PICASSO incurs a 3% overhead, while Cornucopia incurs a
7% overhead. At p99, PICASSO incurs only a 5% overhead,
whereas Cornucopia exhibits a 3.7× increase due to revoca-
tion. Overall, PICASSO introduces a 3% Queries Per Second
(QPS) degradation, while Cornucopia incurs a 15.6% degra-
dation. To further evaluate when PICASSO triggers revocation,
we run the same benchmark for 8 hours, more than 8 million
allocations, resulting in a total of four revocations. These four
revocations over 8 hours do not affect any latency percentile,
even up to p999. In comparison, Cornucopia triggers seven
revocations within just 120 seconds.
Performance and memory overhead analysis. PICASSO
overhead is bounded by the revocation frequency, determined
by the ratio of allocations to frees. For example, omnetpp
revocations reclaim ≈80% of provenance identifiers on aver-
age. As the number of allocations increase, revocation counts
scale proportionally but given a comparable reclamation rate
of provenance identifiers the per-revocation cost remains sim-
ilar. PICASSO can fall back to Cornucopia non-provenance-
tracked allocations if provenance identifiers are exhausted. As
revocation rate scales with available provenance identifiers,
PICASSO ’s advantage widens relative to Cornucopia under
allocation/free pressure as Cornucopia’s revocation frequency
depends on the amount of quarantined memory. PVT memory
overhead is 256 KiB per process (§ 6.1, § 6.2) independent
of the amount of heap memory consumed since PVBs are
associated with capabilities, not allocations. Fragmentation of
provenance identifiers also contribute to PICASSO’s memory
overhead due to memory consumed by the unr allocator.
Reduction in revocations. To answer RQ4, we collect statis-
tics on the number of allocations and revocations as discussed
for each individual benchmark above. As shown in Table 2,
PICASSO does not trigger revocation in the majority of bench-
marks. Our further experiment with long-running PostgreSQL
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Figure 13: gRPC QPS latency percentile. Raw data are avail-
able in Table 6 in Appendix C.

and gRPC shows that PICASSO reduces the revocation time
significantly without increasing the latency percentile even
with p999. This demonstrates that PICASSO eliminates fre-
quent revocation sweeps for long-running software, signifi-
cantly reducing overall system load and overhead.

8 Related Work

Research on UAF broadly follows two strategies: detection,
which identifies violations during program execution, and
prevention, which blocks exploitation of freed memory.
Detection. “Lock-and-key” schemes [15, 18, 23, 40, 45] pair

Table 2: Allocations and revocations for § 7.2 benchmarks.

# Revocations

Benchmark # Allocations Cornucopia PICASSO

bzip2 87 3 0
gobmk 121361 17 0
hmmer 170126 16 0
sjeng 5 0 0
libquantum 108 1 0
h264ref 38270 12 0
omnetpp 129620400 2792 76
xalancbmk 1057345 2 0
SQLite 224917 272 0

Benchmark # Transactions Cornucopia PICASSO

PostgreSQL ≈66000 ≈ 3300 1
gRPC ≈100000 ≈ 400 1

each pointer with a “key” and each memory object with a
“lock”. When an object is freed, its lock is invalidated. At
dereference, the key and lock are compared to detect temporal
violations. These methods resemble PICASSO’s provenance-
based detection but require complex static data-flow analysis
and run-time instrumentation of pointer dereferences, lead-
ing to high run-time overhead (e.g., CETS [45] incurs 48%).
PTAuth [27] applies a similar scheme using Arm pointer
authentication [49] by creating an authentication between a
pointer and its object using a random ID, but suffers from
costly base-address lookups for interior pointers (pointers to
the middle of objects). DangNull [38] automatically nulli-
fies all pointers to freed objects by tracing pointer references
through run-time instrumenting, at a steep 80% run-time over-
head. In contrast, PICASSO is a hardware feature that detects
UAF without compiler transformations or pointer analysis.
Another class of detection relies on page-permission–based
schemes [21, 61]. In these schemes each heap object is al-
located on a separate virtual page. When an object is freed,
access to the corresponding page is revoked. Any dangling
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dereference immediately triggers a hardware fault, avoiding
the need to instrument dereference sites.

Tag-based memory versioning assigns matching tags to
pointer and objects and reassigns new tags to objects when
they are freed. This is probabilistic due to tag collisions, es-
pecially with small tag spaces (e.g., ARM MTE’s 4-bit tags).
Combining CHERI with memory versioning (§ 2.3) mitigates
the “reallocation gap” by reassigning tags before quarantin-
ing freed memory. However, with 4-bit versioning, they can
track only 16 distinct allocations before memory tags col-
lide. In contrast, PICASSO supports over two million unique
allocation-provenance identifiers without relying on memory
tagging thus enabling better scaling, deterministic protection.
Prevention. Prevention approaches avoid reusing memory
until all references to freed regions are eliminated [6, 26, 42,
48, 61], or reduce the likelihood of successful exploitation
by delaying reuse of freed blocks [9, 12, 41, 47, 55, 56]. An-
other strategy employs virtual address–based allocators [5,66],
exploiting the abundant 64-bit address space to ensure each al-
location receives a unique virtual address and is never reused
at the same location. These techniques do not detect developer
mistakes, but can block UAF-based attacks outright. These
schemes also assign unique identifiers to every allocation to
prevent temporal aliasing. This makes their memory overhead
scale with application memory usage. In contrast, PICASSO’s
main source of memory overhead stems from the PVT; a fixed
cost per process since provenance identifiers are associated
with capabilities and PVBs describes whether the allocation
which provenance the corresponding capabilities relate is still
is valid; they do not enumerate unique allocations.
Temporal-safety solutions for CHERI. Apart from
quarantine-based approaches (§ 2.3) , temporal-safety solu-
tions for CHERI also include the CHERIoT real-time oper-
ating system (RTOS) [10, 11]. CHERIoT is geared towards
embedded systems without virtual memory that use a “flat”
physical memory space shared between programs (tasks) on
the device. These systems avoid heap allocation and preallo-
cate all needed memory, requiring total memory equal to the
sum of all component’s peak memory usage. C++ new and
delete operators are likely to still use the malloc-family
of functions for dynamic allocations. CHERIoT enables safe
reuse of memory across RTOS tasks. All allocations/frees
require an allocator capability tied to a specific quota, and
pointers can only be freed using the same capability that
allocated them, preventing unauthorized releases. A revoca-
tion bitmap (1-bit per 8 bytes heap, similar to Cornucopia’s
shadow bitmap § 2.3) tracks freed objects. When capabilities
load from memory to registers, a load filter checks the revoca-
tion bit associated capability’s base and clears the validity tag
if the capability points to freed memory, preventing dangling
pointers. Freed objects are quarantined while periodic revo-
cation sweeps to invalidate any lingering stale capabilities.
Because the load filter prevents new invalid pointers from
forming, this sweep can be done safely in the background.

Unlike §2.3 approaches, CHERIoT deterministically prevents
de-referencing dangling pointers. However, this requires the
hardware-managed load filter check every capability load
against a bitmap of freed memory, making the CHERIoT ap-
proach only suitable for resource-constrained devices with
limited memory (and manageable revocation bitmap sizes).
Further, unlike PICASSO, CHERIoT still relies on quarantin-
ing memory.
In Summary. PICASSO addresses the UAF/UAR gap, can
extend the revocation period without requiring any memory to
be quarantined, and can detect the UAF bugs deterministically,
without any compiler instrumentation and pointer analysis.

9 Discussion and Future Work

9.1 Historical and Current Relevance
Rethinking indirection. Hennessy and Patterson [4] re-
flected on how early security concepts from the 1970’s, in-
cluding protection domains and rings, as seen in systems like
Multics [53], and even capabilities [39], ended up underused,
partly due to a lack of architectural techniques necessary
to make them sufficiently fast and performant. Today, with
the resurgence of capabilities through CHERI, it is timely to
revisit these historical ideas using modern design tools.

As noted in §2.2, CHERI avoids table-based indirection for
revocation, opting instead for tagged memory to track capa-
bility validity. CHERI ISAv9 [63, Appendix C.7.2] discusses
indirect capabilities as an experimental feature, favoring lim-
ited tagging for performance reasons. With colored capabili-
ties and PICASSO, we argue that rejecting indirection outright
also lead to suboptimal designs. While indirection on every
capability access is costly, our approach shows that selective
indirection, applied only where beneficial, combined with
microarchitectural optimizations, can minimize overhead.
Applicability to other processors. PICASSO targets applica-
tion processors whereas embedded systems are better served
by CHERIoT’s load filter [10, 11]. CHERIoT’s revocation
bitmap, however, scales poorly to virtual-memory systems
since its size depends on the total available memory whereas
PICASSO’s PVT scales with numbers of provenance iden-
tifiers reserved from otype. PICASSO ’s ISA-level design
(PVTR, ccsettype, PVB check) can be applied to any
core. Our implementation of colored capabilities on CHERI-
Toooba with the microarchitectural PVT buffer and PTLB
optimizations demonstrate that our design can be applicable
to superscalar, out-of-order CHERI processors.
Relevancy for CHERI standardization. CHERI is in a pre-
commercialization phase and is being standardized by the
CHERI Task Group within RISC-V International, under the
proposed “Y” extension (called “Zcheri” during develop-
ment). 64-bit RISC-V (RV64Y) is receiving additional ex-
tensions [7, 8] enabling temporal-safety enforcement similar
to Cornucopia Reloaded. Unlike CHERI ISAv9, which uses
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five bits for capability load/store barrier controls [63, 4.3.12],
RV64Y simplifies the encoding due to limited available free
PTE bits. This, however, requires changes to the revocation
state machine and may degrade Zcheri revocation perfor-
mance compared to CHERI ISAv9.
PICASSO is orthogonal to optimizing the revocation sweep;

it reduces how often revocation is needed. Furthermore, PI-
CASSO does not require changes to the PTE. Consequently,
PICASSO-style improvements are potentially interesting to
future CHERI standardization as a complement for improving
temporal-safety enforcement performance. We believe col-
ored capabilities are compatible with the currently available
work-in-progress drafts of the Zcheri specification, although
otype has not yet been ratified as a Zcheri feature. As fully
compatible CPUs design are not yet readily available we leave
integrating PICASSO into Zcheri as future work.

9.2 Limitations and Future Work

Safe speculative execution. It is possible for PVT checks that
miss the PVT buffer to be bypassed in transient execution in
our current Toooba implementation, as the PVT and data loads
are issued in parallel. Stores are delayed until after the check
and cannot be bypassed (see in § 6.1). Future work could ex-
plore the security/performance tradeoff of adapting defensive
specification, as in Capability Speculation Contracts [30, 31],
or integration with state-of-the-art taint tracking [25, 70] to
selectively delay loads until after PVT checks.
PVT coherence on multi-core. PVT coherence in core-
private caches is maintained by the cache coherence protocol.
Furthermore, free() applies fence instructions to discard PVBs
cached in the PVT buffer (§ 6.1). In multi-core scenarios, our
current implementation would require all cores to perform
a fence before a PVT update is guaranteed to be seen by
all cores. Future work would add a hardware mechanism
to broadcast invalidated colors to other cores to selectively
“shootdown” modified entries.
Software-Design Optimization. We observe that high frag-
mentation within the provenance identifiers space causes
memory bloat in the unr allocator. To address this, future
work could explore alternative allocators, such as those used
in GCC [16] or the Linux ID allocator [67]. Another approach
involves the direct use of a bitmap accelerated by RISC-V
hardware extensions such as Bitmanip [54] or Vector [71]
for efficient provenance identifier searching. Additionally, the
current revocation process requires a full copy of the PVT.
Implementing a Copy-on-Write (CoW) strategy would signif-
icantly reduce this memory overhead and avoid unnecessary
duplication during the revocation cycle.
Dynamically-adjustable PVT. The favorable performance
trade-off of colored capabilities depends on how many prove-
nance identifiers can be encoded in the capability format.
In § 6 and § 7, we describe PICASSO with a 21-bit prove-
nance identifier on CHERI-Toooba. A larger identifier space

allows more allocations between revocation sweeps, further
improving overall system performance. However, it also has
costs: 1) It consumes finite bits from the capability representa-
tion, competing with other CHERI extensions, 2) It increases
memory usage for the PVT and unr storage, 3) It raises re-
vocation overhead due to more unr entries. For example,
CHERI-RISC-V with pointer masking [71] could support up
to 237 provenance identifiers, but would require a 16 GiB
PVT—impractical for most use cases. To address this, we
envision allocating a small PVT at process startup, which can
grow dynamically when more identifiers are needed. This is
especially beneficial for short-lived programs which use only
a fraction of available identifiers. Smaller initial PVTs reduce
memory footprint without impacting performance.

10 Conclusion

We introduce colored capabilities, a novel hardware-software
co-design that enhances CHERI’s temporal memory safety
through efficient, bulk retraction of capabilities. By adding
limited indirection to CHERI’s capability model, colored ca-
pabilities addresses key shortcomings of existing revocation-
based approaches–notably, mitigating UAF vulnerabilities
without requiring quarantining memory management. Our
implementation, PICASSO, demonstrates the practicality of
this approach by integrating colored capabilities into CHERI-
RISC-V, the CheriBSD OS, and the LLVM toolchain. Evalua-
tion on thousands of NIST Juliet test cases, real-world CVEs,
SPEC CPU benchmarks, and latency-sensitive real-world
benchmarks confirm that colored capabilities improve tempo-
ral safety with reasonable performance overhead (3%−8%
overhead on average).

11 Ethical Considerations

We identify three stakeholder groups affected by this research:
hardware/software vendors implementing CHERI systems,
CHERI system users, and malicious actors.

Vendors could face harm if vulnerabilities are exploited
before patches are deployed. We mitigated this risk by relying
on synthetic software benchmarks with known flaws, namely
the NIST SARD Juliet Test suite, and previously known CVEs
for our security evaluation. The Juliet Test Suite contains only
artificial code, curated for the specific purpose of test secu-
rity scanners. Further, the shortcomings of prior approaches
to CHERI temporal safety are previously known and well-
documented by prior research. Consequently, we expect no
potential harm to vendors from research that aims to address
these shortcomings.

Users could experience security breaches if temporal-
safety vulnerabilities (e.g., use-after-free) are exploited. Our
colored capabilities approach helps vendors detect and pre-
vent such vulnerabilities, enhancing user security. All testing
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was performed on dedicated test systems without involving
production user devices. Since CHERI is predominantly de-
ployed in pre-production hardware platforms, such as proto-
type systems, development boards, and FPGA testbeds, we
expect no potential harm to end users.

Malicious actors might theoretically misuse our methods
for vulnerability discovery. However, executing PICASSO on
the FPGA platform supported by our artifact is orders of mag-
nitude slower than alternative software-based approaches for
vulnerability detection, such as sanitizer-instrumented bina-
ries. Consequently, the PICASSO artifact does not provide
additional capabilities beyond existing tools. We encountered
no unexpected ethical issues during the research.

Decision: We reached the decision to proceed with and
publish the research since we did not identify potential harms
to the stakeholders we identified.

12 Open Science

Our artifact can be accessed at: https://github.com/
coloredcapabilities/colored-artifact and at
https://doi.org/10.5281/zenodo.20353117 [36].
PICASSO can be evaluated in three evaluation environments:
• Bluespec Simulator: Reproduces the results in Table 3

in Appendix C. Detailed instructions are available in
Bluespec_simulation.md.
• QEMU: Reproduces the security evaluations in § 7.1.

Documentation is provided in QEMU.md.
• FPGA: Reproduces security evaluation in § 7.1 and

all other performance results. § 7.2 requires a Xilinx
VCU118 FPGA (UltraScale+ Virtex) and a Vivado li-
cense (version 2019.1). See FPGA.md for setup details.
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A QEMU Implementation

We implemented a functional model of PICASSO in QEMU-
system-CHERI128 to enable kernel development and func-
tional validation prior to hardware development. The QEMU
implementation mirrors the hardware ISA extensions, includ-
ing the PVTR and the ccsettype instruction, as well as the
compressed capability format modifications, the expanded
21-bit object type field identical to the hardware implemen-
tation. The primary architectural difference lies in the PVT
access model. Whereas Toooba has its own translation looka-
side buffer (TLB) and buffer, QEMU performs PVT lookups
equentially during capability validation. When a load or store
uses a provenance identifiers, the emulator computes the PVB
address and reads the corresponding PVT word from emu-
lated memory before the instruction completes. To optimize
the common case, QEMU first probes its software TLB for
a cached translation. If found, the PVT word is read directly
from host memory, avoiding full address translation. On a
TLB miss, the emulator falls back to complete guest address
translation with proper exception handling.

B Optimized unr allocator

As described in section 6.2, we utilize the unr from FreeBSD
to manage both claimed and available provenance identifiers.
This approach enables us to store the state of all provenance
identifiers in a compressed form, implemented as a linked
list of unr objects. These objects can represent either a run
or a bitmap. A run is a series of claimed or available num-
bers represented by a type (claimed or available) and a length.
For example, 50 consecutive allocated numbers can be rep-
resented in an efficient way using: {state = “claimed”, len =
50}. To save memory, multiple small runs can be combined
into one bitmap representation of a fixed size (in our case
512 bits), for example: {state = “claimed”, len = 3} + {state
= “available”, len = 2} + {state = “claimed”, len = 3} =
“11100111”. These bitmaps are formed where they replace at
least three runs, because this is the point where the bitmap
takes up less memory then the runs it replaced.

The approach of leveraging runs of claimed and available
provenance identifiers offers two advantages. Firstly, it op-
timizes memory usage by representing consecutive claimed
or available IDs as a single run rather than tracking each
ID individually. This compression is effective because, when
claiming the first available provenance identifiers sequentially,
long runs of claimed IDs naturally form. Secondly, finding
the first available number is efficient because the sequence of
claimed numbers will always start with a consecutive run from
the beginning. This ensures that the first unclaimed number
immediately follows this claimed run.

However, releasing numbers incurs significant overhead,
which becomes problematic when releasing more than 1 mil-
lion provenance identifiers simultaneously. This overhead
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arises from the three steps involved in releasing an ID. First,
the system iterates over the doubly linked list to find the unr
objects that contain the to be released ID. Second, it restruc-
tures the data to indicate that the number is now available by
resizing the current and/or neighboring unr objects. Finally,
it optimizes memory usage by searching for any new bitmaps
that can be formed.

To optimize the batch-releasing process, we eliminate the
overhead of the first and last steps by releasing IDs in sorted
order and scanning the allocator exactly once. As we traverse
the allocator, we free each number on the fly, avoiding a sep-
arate search for every release. Simultaneously, we look for
opportunities to form a “first good bitmap” rather than wait-
ing to compute the absolute optimal bitmaps. Whenever the
current layout yields any memory savings by switching from
runs to a bitmap, we convert immediately, even if it’s not the
maximal compression. This approach reduces memory usage
with minimal additional overhead.

C Complementary Evaluation

PICASSO PVT Buffer Optimization. We evaluate the perfor-
mance impact of the PVT buffer using the SPEC CPU2006
bzip2 benchmark. While bzip2 includes three distinct in-
puts for the train workload, we utilize a single representative
input for this evaluation. The workload performs 29 alloca-
tions, executing compression and decompression operations
on each. Figure 16 illustrates the normalized hardware perfor-
mance counter overheads, comparing PICASSO without the
PVT buffer against the optimized design, both normalized
to the baseline. Without the PVT buffer, PICASSO incurs a
1.7× cycle overhead, primarily due to a 2.39× increase in data
cache loads. This is due to the frequent memory accesses
required to verify allocation-provenance validity (PVBs). In
contrast, with the PVT buffer enabled, the overhead drops
to 1.002×. The buffer effectively eliminates the performance
penalty of PVT lookups by caching recently accessed PVBs.
PICASSO Comparison with Cornucopia-revoke-on-free
(RoF) on SQLite.: To address the UAF, Cornucopia can be
configured in a revoke-on-free mode, which triggers a global
revocation sweep upon every free operation. From a security
standpoint, PICASSO and Cornucopia-RoF provide equivalent
protection against UAF/UAR. However, a key mechanical
distinction remains: PICASSO does not perform a full mem-
ory scan upon deallocation; instead, it retracts the capability,
deferring the computationally expensive global sweep until
the provenance identifiers space is exhausted. We evaluate
Cornucopia-RoF using the SQLite speedtest1 benchmark
under the same configuration described in § 7.2. Figure 14
shows the cycles, instruction and memory overhead for Cor-
nucopia, Cornucopia-RoF and PICASSO. Our results demon-
strate that while Cornucopia-RoF reduces memory overhead
from 1.99× to 1.1× (by eliminating the quarantine buffer)
compare to Cornucopia, this comes at a prohibitive perfor-

mance cost of 6.10× overhead relative to the baseline. In
contrast, PICASSO achieves equivalent security guarantees
without the penalty of frequent memory scans.

Table 3: PICASSO overhead on MiBench
Benchmark Baseline PICASSO Overhead (%)

adpcm_decode 3325012 3380972 1.68%
adpcm_encode 3048620 3083658 1.15%
aes 74548 75133 0.78%
bitcount 2632864 2632886 0.00%
blowfish 1393763 1465512 5.15%
crc 14435 14509 0.51%
dijkstra 1427512 1432030 0.32%
limits 4434 4436 0.05%
patricia 1610777 1632902 1.37%
picojpeg 2038299 2074049 1.75%
qsort 514081 513281 -0.16%
randmath 38221 38601 0.99%
rc4 67938 68072 0.20%
rsa 49450 52004 5.16%
sha 1464582 1474223 0.66%

Average 1.31%
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Figure 16: SPEC CPU 2006 bzip performance overhead for PICASSO without PVT buffer and PICASSO with PVT buffer.

Table 4: PostgreSQL pgbench: TPS and transaction latency percentiles (ms) with overhead vs. baseline

Scenario TPS P50 P90 P99 P99.9

Baseline 2.10 463.3 519.1 538.8 1129.9
PICASSO 1.97 (-6.2%) 494.6 (+6.7%) 554.7 (+6.9%) 573.5 (+6.4%) 1165.1 (+3.1%)
Cornucopia 1.61 (-23.1%) 538.9 (+16.3%) 606.8 (+16.9%) 2182.3 (+305.0%) 2291.3 (+102.8%)

Table 5: Performance cost on VCU118 @ 25MHz expressed as CoreMark test results for 5x103 iterations. The CoreMark score
for a processor is reported as CoreMark-iterations-per-second-per-core-MHz. The ∆ is relative to CHERI-Toooba Core results.

Total ticks ∆ Total time (sec) ∆ Iterations/sec ∆ Score

CHERI-Toooba
baseline (nocap) 938984056 – 37 – 135 – 5.4

purecap 954633763 +15649707 +1.67% 38 +1 +2.70% 131 -4 −2.96% 5.24

PICASSO CHERI-Toooba
baseline (nocap) 973452912 +34468856 +3.67% 38 +1 +2.70% 131 -4 −2.96% 5.24

purecap 995997744 +57013688 +6.07% 39 +2 +5.41% 128 -7 −5.19% 5.12

Table 6: gRPC benchmark: QPS and latency percentiles with overhead vs. baseline

Scenario QPS P50 (ms) P90 (ms) P95 (ms) P99 (ms)

Baseline 15.24 515.1 569.0 580.4 598.0
PICASSO 14.80 (-2.9%) 530.7 (+3.0%) 586.2 (+3.0%) 604.0 (+4.1%) 628.5 (+5.1%)
Cornucopia 12.87 (-15.6%) 552.3 (+7.2%) 634.8 (+11.6%) 687.4 (+18.4%) 2202.0 (+268.2%)
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