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Abstract
Capturing provenance usually involves the direct observation and
instrumentation of the execution of a program or workflow. However, this approach restricts provenance analysis to pre-determined
programs and methods. This may not pose a problem when one
is interested in the provenance of a well-defined workflow, but
may limit the analysis of unstructured processes such as interactive desktop computing. In this paper, we present a new approach
to capturing provenance based on full execution record and replay.
Our approach leverages full-system execution trace logging and replay, which allows the complete decoupling of analysis from the
original execution. This enables the selective analysis of the execution using progressively heavier instrumentation.
Keywords provenance, introspection, reverse engineering

1.

Introduction

A key challenge when developing provenance aware systems is deciding what provenance should be captured during the execution of
that system. Developers need to ensure that enough provenance is
captured such that future analysis will be able to be performed. If
a developer fails to foresee the need for a particular kind of provenance to be captured (e.g. not capturing the loading of libraries),
then subsequent analysis will be difficult and would require one to
attempt to reconstruct the missing provenance [11, 16, 23].
One answer, then, is to capture all relevant provenance information. However, we may not be able to determine this a priori.
In some cases, an entire system is deterministically replayable and
all operators of importance are known in advance. This is an approach adopted within database systems [6, 14] where the operators in question are well-known and have clear semantics. Such
a replay centric approach has also be recently applied to big data
analysis systems [21]. However, many systems, for example desktop computing environments, have operations which are complex
or unknown beforehand and thus thus have unclear semantics.
For other applications, one could apply software methodology
to help make informed decisions upfront about what provenance
information should be captured and the level of instrumentation
required for that. Miles et al. created such software methodology
called PrIME [22]. Unfortunately, even such a systematic approach
cannot foresee every possible analysis.
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Finally, lightweight always-on provenance capture can be employed. The runtime overhead of provenance capture can vary between 1-100% depending on the system used [2]. For operating
system based capture, state of the art systems have roughly a 10%
overhead [12]. While the runtime overhead can be kept relatively
low, several compromises have to be made to achieve this: a) manual instrumentation effort may be required for each application;
b) the produced provenance may not semantically rich [31]; c) virtually, no analysis flexibility is offered; and d) intensive provenance
analysis [25] is precluded.
In this work, we eliminate the need for developers to decide a
priori what provenance needs to be captured. We do this by leveraging full system execution trace logging and replay, which can
be done at a fixed, relatively small overhead. In essence, our approach replays exactly what a system performs adding provenance
instrumentation needed for a particular analysis after the fact. More
importantly, our approach enables iterative/user-driven provenance
analysis during replay, using progressively heavier instrumentation.
The user or analyst can use provenance queries to find portions of
the execution trace to focus on and to request such additional instrumentation.
The contributions of the paper are as follows:
• A 4-stage methodology for selectively and progressively apply-

ing provenance capture instrumentation in the context of an execution record/replay environment.
• Two plugins for the PANDA record/replay environment which

can be used for provenance analysis using our methodology.
• A demonstration of the application of the system using a case

study.
The rest of the paper is organized as follows. We begin by
describing our methodology and system. This is followed by a
case study description. We then discuss the ramifications for overall
system performance and alternative methods of record and replay.
Finally, we conclude.

2.

System and Methodology

Our system is based on the following, 4-stage methodology:
1. Execution Capture: At runtime, a self-contained replayable
execution trace is captured.
2. Application of instrumentation: In this stage, depending on
goal of the analysis, an instrumentation plugin is selected to
process the execution trace. Through this process, a provenance
graph is generated.
3. Provenance analysis: In this stage, the user interrogates the
provenance graph using a query language to focus on and/or
select portions of the graph.

4. Selection and iteration: Based on the provenance analysis,
the user can select a portion of the execution trace to apply
additional, more intensive, instrumentation on. To do this, the
user starts again from stage 2.
Before describing our system, we provide a brief background
on execution record and replay that is at the heart of our system.
2.1

Full System Record and Replay

Recording and replaying of full system executions became popular
in the early years of this millennium with applications almost exclusively related to debugging and security/intrusion analysis [10, 27].
After all, the ability to replay an execution with limited overhead is
ideally suited to finding rare and non-deterministic error conditions
and for analysing attacks as they occur. Moreover, by decoupling
the analysis from the execution the overhead can be kept to a minimum [4, 24]. The functionality became so popular that VMware
started shipping it in some of its products [28]. Over time the techniques became more efficient [3], but the application domains remained the same. Here, we show the usefulness of these techniques
in the field of provenance.
2.2

The PANDA analysis framework

The Platform for Architecture-Neutral Dynamic Analysis (PANDA) [9]
is an open source framework for full-system analysis based on execution record and replay. It is based on the QEMU emulator [1].
PANDA recording works by taking a snapshot of the guest memory and subsequently recording all the non-deterministic inputs to
the guest CPU. The recorded information enables the deterministic
replay of all the execution at any later time.
Because recoding happens at the “boundaries” of the virtual
CPU, execution traces recorded with PANDA cannot be used to
“go live” as they do not include the state of the emulated hardware
devices. This is a conscious decision in the design of PANDA, as
it is meant as an analysis framework rather than a generic VM.
Another property of PANDA execution traces is that they are selfcontained (i.e. you can replay and analyze a trace without having
access to the VM image that was used to record it).
One key feature of PANDA is its plugin architecture which
allows writing analysis modules in C and C++. The plugins can
insert instrumentation at different granularities: per instruction, per
memory access, per context switch etc. More importantly, PANDA
offers a framework for the plugins to interact with each other. This
allows implementing complex analysis functionality by composing
it from several smaller plugins. This approach follows the Unix
philosophy of relying on combining a plethora of small tools,
rather than building monolithic end-all, be-all tools. PANDA allows
plugins to either invoke functionality of other plugins through API
calls, or register plugin-specific callbacks.

1. Registering for notifications on the creation/destruction of processes. The callback mechanism is implemented by the osi plugin.
2. Retrieving process information from guest OS memory for each
new process. The guest OS introspection is implemented by the
osi_linux plugin.
3. Decoding and keeping track of the performed system calls. This
functionality is embedded in prov_tracer plugin.
4. Doing book-keeping on the file usage, reads and writes performed by processes and emitting the respective provenance
along the way.
In principle, PROV-Tracer works similar to existing provenance systems that monitor the OS-process interface for provenancerelated events [11, 13, 17]. However, in contrast to those systems,
PROV-Tracer does not have primary access to these events. Instead, it has to construct them from lower level semantics. E.g. a
write to the CR3 register signifies a context switch, which may (or
may not) coincide with the creation of a new process.
PROV-Tracer emits provenance in a compact intermediate format. This choice was made to reduce the complexity of the required
book-keeping. E.g. deduplication of the produced provenance relations is much easier to perform after the analysis has completed. A
python script (raw2ttl.py) is used to convert the provenance to
PROV serialized as Turtle RDF.
2.4

The ProcStrMatch plugin

The ProcStrMatch plugin monitors all memory accesses in the
guest VM, waiting for a specific text string to appear. Its functionality is clearly simpler than that of the prov_tracer plugin.
Although this type of analysis would not be adequate on its own
for fully-fledged provenance analysis, it can prove very useful in
enriching already extracted provenance. This is a demonstration of
how our methodology enables the use of more intensive techniques
not traditionally associated with provenance analysis.
The plugin is implemented on top of the stringsearch plugin, which offers the string matching functionality and the osi,
osi_linux plugins which provide information about the currently
running process at the time a match occurs. Because of the use of
the stringsearch plugin, ProcStrMatch is particularly heavyweight in its analysis. The reason is that while stringsearch has
carefully been designed to match strings as efficiently as possible
(see [8]), it is still very heavyweight to use. This is because a) it
has to be invoked very frequently – on every memory access, and
b) some QEMU runtime optimizations have to be turned off to enable this. The plugin emits any matches as :hasMemText triples
which can be merged with the results of PROV-Tracer and subsequently be queried in a unified way (see Section 3.4.1).
2.5

User-driven Provenance Analysis

PROV-Tracer is the central PANDA plugin we developed for
supporting provenance analysis. The plugin taps on osi and
osi_linux plugins for some functionality. Most of this functionality was developed from scratch to support PROV-Tracer but it
was modeled as separate plugins because it was not provenancespecific. In fact we have reports of researchers using it for other
types of analysis.
The operation of PROV-Tracer can be summarized as:

As discussed previously, provenance produced by the system is represented using the W3C PROV recommendations[15] and serialized using Turtle RDF. This enables us to leverage existing Semantic Web infrastructure for provenance analysis. The integration with
this generic infrastructure is done by specifying query result formats for obtaining parameter values that can then be fed back into
the replay and instrumentation system (i.e. PANDA). For instance,
to define a particular time range for future analysis, the SPARQL
query returns a start and end time. An example query would be as
follows:

The captured inputs include CPU port I/O, DMA, hardware interrupts.
Source code available on:
https://github.com/m000/panda/tree/prov_tracer/

The prefixes used in the SPARQL queries reported here are defined by the RDFa Core Initial Context - http://www.w3.org/2011/
rdfa-context/rdfa-1.1. We also define or own predicates in the dt:
namespace.

2.3

The PROV-Tracer plugin

SELECT ?stime ?etime WHERE {
<file:/home/panda/letter.txt>
prov:wasGeneratedBy ?act.
?act prov:startedAtTime ?stime .
?act prov:endedAtTime ?etime .
}

This finds the activity that generated the letter.txt file and retrieves the start and end times of the activity. The use of SPARQL in
combination with PROV provides a full featured language for users
to interrogate and analyze the provenance produced by PROVTracer. Note, in the case study that follows we used the Stardog
triple store, which supports SPARQL 1.1.

3.

Case Study

To demonstrate the applicability of our approach, we apply our
approach to the following scenario.

SELECT ?file WHERE {
<file:/home/panda/work/camelidae-new.tar>
prov:wasDerivedFrom ?file .
FILTER regex(str(?file), "txt")
}
Results:
file
file:/home/panda/work/alpaca.txt
file:/home/panda/work/bactrian.txt
file:/home/panda/work/guanco.txt
file:/home/panda/work/llama.txt
file:/home/panda/work/camelidae-report.txt

This verified that the camelidae-report.txt file edited on
Alice’s machine was indeed included in the archive submitted to
Bob.
3.3

3.1

Scenario

Alice has been tasked by Bob to write a report on Camelidae.
The sources of the report are sent to her as a tar archive named
camelidae.tar.
1. The archive is extracted and four text files are generated:
alpaca.txt, bactrian.txt, guanco.txt, and llama.txt.
2. Alice creates a new file with vim text editor. Some text is typed
and the first three of the files are read into the buffer. The buffer
is saved as camelidae-report.txt
3. Alice now edits llama.txt and adds some text to it before
appending it to report. But Alice is now getting hungry, so she
closes her editor and goes out to lunch.
4. Taking advantage of the author’s absence, Mallory edits llama.txt
adding the text: “Llamas are lame!”.

We now have an entry point to the part of the provenance graph
of interest. Using this, the full execution trace can be trimmed
down to only cover the time when processes interacting with the
above files were active. For trimming down the trace, we use the
pseudo-timestamps produced by PROV-Tracer (see Section 2.3).
The pseudo-timestamps are extracted from the provenance trace
using a SPARQL query. The following query extracts the relevant
start and end positions of the editing sessions that touched the files
in question.
SELECT (MIN(?startTime) AS ?s)
(MAX(?endTime) AS ?e) WHERE
{
<file:/home/panda/work/camelidae-new.tar>
prov:wasDerivedFrom ?file .
FILTER regex(str(?file), "txt")

5. Alice resumes editing and appends file llama.txt to it, without noticing the inserted text.
6. The report and its sources are packed into a new archive
(camelidae-new.tar) and sent to Bob for proof-reading.
During proof-reading, Bob detects the inserted text and requests
an analysis to identify the source. Fortunatelly, the whole editing
process had been recorded in the execution trace alice.et.
3.2

Initial Provenance Analysis

To start the analysis, a quick full-system provenance analysis was
produced by PROV-Tracer:
$ qemu -replay alice.et -panda
"osi;osi_linux;prov_tracer"
$ ./raw2ttl.py < prov_out.raw > alice.ttl

We can see that PROV-Tracer stacks on top of two other
PANDA plugins. The osi plugins enable it to introspect the running OS and get information on the running processes. On top of
that, PROV-Tracer decodes all the system calls that were executed
and associates them with a process, as described in Section 2.3.
Because all the running processes are tracked, the quick analysis
of PROV-Tracer tends to produce unwieldy provenance graphs,
even for a short scenario like the one we study. The provenance
graph produced by the plugin for this scenario has 3063 triples and
222 unique prov:Activities.
As a first step, a query was written to see the text files from
which camellidae-new.tar was derived:
http://stardog.com
As an aside, Stardog is a versioned database that supports querying over its
revisions using W3C PROV.

Selective Analysis

}

?file prov:wasGeneratedBy ?activity .
?activity a dt:Editor .
?activity prov:startedAtTime ?startTime .
?activity prov:endedAtTime ?endTime .

Results:
s
e
705412095 990055363

Note, the above query shows the advantages of using an existing
query language. We are able to make use of the existing aggregation
and filtering functionality built into SPARQL. The results of the
query can then be used to retrieve a portion of the trace using the
scissors PANDA plugin.
$ export s=705412095 e=990055363
$ qemu -replay alice.et -panda
"scissors:start=$s,end=$e,name=report.et"

The resulting execution trace report.et contains the smaller
slice.
3.4

Progressive Analysis

Now that we have a more compact execution trace, it becomes possible to start applying more heavyweight instrumentation methods,
which enable more detailed provenance analysis. The intensiveness
of these methods stems from the fact that they apply instrumentation on a finer granularity (e.g. per memory access) than the initial
quick analysis which operates on a per context switch granularity.
We note that we have broken the semantics of prov:startedAtTime and
prov:endedAtTime as this should be an XML Schema date time. In future
revisions, we will make changes to the correct formatting.

3.4.1

String Matching

One particularly heavy analysis is offered by the stringsearch
PANDA plugin. The plugin instruments all the memory accesses
in the trace (reads and writes) and attempts to match them against
a list of strings, read from file. However, by itself the plugin does
not provide high level process semantics. For this, we do not use
it directly, but rather through the psstrmatch plugin which combines information from different sources to tell us the name of the
processes that read/wrote a specific string to/from memory.
$ echo '"Llamas are lame"' > search_strings.txt
$ qemu -replay report.et -panda
"osi;osi_linux;callstack_instr;stringsearch;psstrmatch"

By running this, we can determine the processes that wrote the
infringing string to memory. The plugin outputs this information in
file smatch.ttl which is in Turtle RDF format. As such, the new
information can be loaded in the same triple store with the original
trace to augment the existing graph. This is another benefit of using
RDF, which allows for the incremental addition of data. After this
update, we can query the provenance to retrieve the first of these
processes using the following SPARQL query:
SELECT (MIN(?st) as ?min) ?vi WHERE
{
?vi dt:hasMemText "Llamas are lame".
?vi prov:startedAtTime ?st
} GROUP BY ?vi
Results:
min
705412095
782648505
857809758
963886071

vi
exe://vi~3547
exe://vi~3557
exe://vi~3570
exe://vi~3595

The first of these processes is the one which introduced the
infringing text into the report editing pipeline. The process can be
easily mapped to Mallory’s username. This result is not presented
in the query output because it is not currently supported by the
PANDA osi_linux plugin. It is however straightforward to extend
the osi_linux plugin so that this information is made available to
PROV-Tracer.
With this case study, we have demonstrated the application of
our methodology and the potential benefits of a progressive and
decoupled analysis.

4.

Discussion

4.1

Additional Analysis

With our analysis described, we managed to track the source of the
infringing text back to a vi process belonging to Mallory. However
can we be sure that Mallory hasn’t introduced any other text in the
report? This kind of question could be answered by applying taint
analysis on the captured execution trace, as proposed in [25].
Taint analysis in general is prohibitively expensive for runtime
application. Chow et al. [4] quote a 100x slowdown on their system,
also based on QEMU. More recently, for security applications, Kemerlis et al. [19] have managed to reduce the overhead of taint analysis to the 4x-6x range for analysis of individual CPU-bound processes. For taint analysis tailored for provenance, as implemented
in [25], the overhead is in the O(100x) range.
By applying taint analysis, very fine grained provenance can
be produced, attributing the source of each byte in the final report
back to a specific input source. This would help verify that Mallory
didn’t introduce any additional text that went unnoticed. It would
also help to selectively “clean-up” the original provenance graph
from potential false-positives. We are currently investigating the

integration of the existing taint-analysis module of PANDA into
our provenance analysis.
Another potential fine grained analysis is the application of
program slicing to infer hidden provenance relationships [30]. As
with taint tracking this approach allows for the elimination of false
positives but is too expensive to be applied at runtime, with a
reported 7x-40x slowdown.
In addition, to these analyses, one can imagine the addition of
post hoc instrumentation to output additional semantics as we have
have done by outputting that vi activities are a type of editing
activity.
4.2

Performance

In a record/replay environment, the primary performance concern
is low overhead during recording. Speed of replaying and analysis
are of secondary importance, as they take place offline. The performance of PANDA proved adequate for paced user interaction with
the VM. Yet, it still is insufficient for deployment in a production
day-to-day environment. The reason for the subpar performance is
mainly the QEMU platform which incurs a 5x slowdown compared
to native execution. On top of that, PANDA recording imposes an
additional 10-20% overhead [8].
However, after paying this “startup cost”, arbitrary types of
provenance analysis may be explored. E.g. taint analysis for capturing provenance can easily incur an O(10x) slowdown. However, it has been argued [9] that performance of PANDA can be
significantly improved by enabling KVM acceleration [20] on
QEMU. However, this means that recording would have to be reimplemented inside the KVM module – a substantial undertaking.
It is important to note that even in full-system execution
record/replay systems based on platforms more efficient than
QEMU, the dominant slowdown factor is still the virtualization
itself. For ReVirt [10], Dunlap et al. report a 1.58x slowdown due
to UML virtualization [7] plus an 8% overhead due to logging.
Therefore, in environments that are already virtualized, execution
trace-based provenance analysis could offer flexibility at a cost that
is comparable to runtime provenance analysis [2, 12].
4.3

Space Requirements

Another concern for whole-system execution recording is the space
required to store the captured execution trace. The raw trace produced by PANDA for our case study scenario was roughly 160MB.
This breaks down to a 111MB initial memory dump and a 49MB
log of the non-deterministic inputs. We would expect the size of
the non-deterministic input log would be much bigger in a loaded
multi-tasking system. Although a more detailed study is needed to
explore the exact space requirements for different types of systems,
we believe that these requirements would still be within reach of todays’ technology. Furthermore, several approaches could be taken
for managing or reducing the space requirements for storing execution traces.
Compression: PANDA already includes a packing script for reducing the size of the captured execution traces and making sharing
them easier. The script utilizes XZ compression [5] and provides
substantial gains in terms of the space required to store the trace.
For our case study, the total size of the trace was reduced to 32MB.
Hard disk rotation: The space required to capture the whole
execution trace for a working-day session seems to fall well within
the limits of today’s desktop drive technologies, where 2TB-3TB
drives are commonplace. This means that by adopting a hard disk
drive rotation scheme (similar to rotating backup tapes), it would
be possible to store several days worth of execution history at an
affordable cost.

VM snapshots: An important design decision in the development
of PANDA was that the produced traces must be self-contained
in order to enable sharing among the research community. This
decision has as consequence that the non-deterministic input log
must also include any data read from the VM disk. If we don’t need
to share the produced traces, we could make them more compact by
associating them with a VM disk snapshot. This would allow us to
exclude any data read from disk from the non-deterministic input
log. On the downside, this would add significant complexity to
PANDA, as now it would also have to deal with the disk emulation
code of QEMU.
4.4

Alternative VM Introspection Methods

In order to introspect the guest VM, our prototype system relies
on knowing the memory layout and data structures of the Linux
kernel. Using this knowledge, the current state of the running OS
can be reconstructed. However, because the kernel contains several
conditionally compiled code fragments, the exact layout of its data
structures (i.e. the exact offset of each member of the data structure)
depends on the compile-time configuration of the kernel. These
offset values can be easily acquired for the kernels of all popular
distributions and loaded as a kernel offsets profile to our system.
A similar profile-based approach is used by the Volatility memory
forensics framework [26].
A different approach to introspection is employed by the TEMU
[29] analysis framework, which uses a guest driver to export information from the guest OS. However, this approach is not applicable in our system, because PANDA cannot “go live” so that we can
query the driver for the desired information.
Finally, Jones et al. [18] present a low-overhead method for
detecting process creation in the guest OS. Their method however,
is limited to the retrieval of the address space identifiers (ASIDs)
of the processes. As such, it is of limited use for our system as we
seek to extract much richer information.

5.

Conclusion

In this paper, we have shown how the application of record and replay techniques allows provenance analysis to be decoupled from
execution. We described a four stage methodology for the interweaving of provenance analysis and progressively more detailed
instrumentation. This methodology is realized in a system implemented using the combination of provenance specific PANDA
plugins and Semantic Web infrastructure. The resulting system is
demonstrated against a case study run in a desktop computing environment.
There are several avenues for future work. The application of
provenance analysis to real world execution traces, for example
those available at PANDA Share, to discover regularities. The improvement of the system through the development of additional
plugins, more seamless integration of querying and instrumentation as well as performance improvements. On the usability side, it
would be interesting to explore building a GUI shell over the current prototype. This would both make the system more accessible
to analysts with little experience with SPARQL and would allow
the visualization of provenance and debugging any anomalies. Finally, we aim to investigate the role that offline or cloud processing
of provenance can play based on execution traces.
Overall, we believe that record/replay provides a powerful infrastructure for provenance capture and analysis that frees developers from upfront instrumentation concerns.
http://www.rrshare.org
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