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Abstract

Generated passwords remain a powerful tool for account
security, yet they are often avoided due to fear of manual
entry. Developing better generated passwords requires a
fine-grained understanding of how they are entered in
practice, but no such public dataset currently exists. We
contribute the first such dataset, containing nearly 80,000
keystrokes from 4,916 password entries collected from 99
participants using five different input modalities. Our
analysis reveals that generated password entry is driven by
physical kinematic costs, such as layout switching, rather
than the interface-level treatments in our study. Using these
insights, we design two novel device-aware password
generation algorithms as proof-of-concept models optimizing
for travel distance and rhythmic entry flow. We then leverage
machine learning models trained on our dataset to
analytically validate these algorithms, finding that they
reduce the predicted entry time by 27.55% and 31.28%
respectively compared to standard randomly generated
passwords while maintaining sufficient cryptographic
entropy. We release our research artifacts to promote the
development of new password generation algorithms, and
discuss the how these insights can inform better password
authentication designs.

1 Introduction

Passwords are ubiquitous despite their well-known
issues [7,10, 16,20, 38], driven in part by their key role as a
backup authentication method and their default status in
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many systems. Even with password-less alternatives such as
passkeys and Single Sign-On (SSO), passwords remain the
default for many platforms, especially Internet of Things
(IoT) devices and legacy systems, which may lack support
for password-less authentication.

Yet passwords carry their own costs, such as the difficulty
of remembering strong passwords, leading users to create
weak passwords or reuse them across accounts. Password
managers aim to address these issues by replacing weak,
human-chosen passwords with strong, randomly generated
ones, ideally obviating direct interaction with those passwords.
Unfortunately, while research has shown that users appreciate
password storage and autofill [13,39,41], measurements have
shown that users rarely adopt generated passwords [31,37,39].

Research has suggested this rejection is due to the
difficulty of entering them on devices where autofill is
unavailable [37]. Prior work has shown that users still rely on
manual password entry at least semi-regularly [43]. This
includes mobile devices, where password managers are
considered unreliable [37,44], as well as game consoles and
smart TVs, where entry is slow and tedious [43].

One promising approach is to build password generation
algorithms that account for the physical constraints of the
devices on which they will be entered. However, building
device-aware password generation algorithms is hindered by
the lack of data on how users enter generated passwords on
these devices. To bridge this gap, we collect the first fine-
grained dataset of how users enter generated passwords and
leverage our findings to construct and validate novel password
generation algorithms that balance security and usability.

To collect our dataset, we conducted an in-person user
study in which 99 participants entered 4,916 generated
passwords across five input modalities:  keyboard,
touchscreen, air mouse, TV remote, and game controller. We
release this dataset at
https://zenodo.org/records/18711498.
Complementing this dataset, we also release the source code
for our machine learning models, allowing researchers to use

USENIX Association

Twenty-Second Symposium on Usable Privacy and Security 41


https://zenodo.org/records/18711498

these models to predict password entry time without new
user studies.

We then analyze our dataset to address three research
questions:

¢ RQ1: What are the input characteristics of entering
generated passwords on various devices?

¢ RQ2: How does password composition impact the above
characteristics?

¢ RQ3: To what extent do specific interface interventions
(i.e., coloring the password character classes, deleting
wrong entries) impact the authentication experience and
input characteristics?

Key findings from our analysis include:

1. On keyboards and touchscreens, generated password
entry is fast and error-resistant. While entry errors are
relatively common on these devices, the speed of entry
makes such errors a minor inconvenience. This fact,
along with the community’s focus on desktop devices,
may explain why little effort has been applied to creating
more usable password generation algorithms.

2. On air mice, TV controllers, and gamepads,
generated password entry is slow, with errors
uncommon. An exception to this is generated
passphrases, which are both slow and prone to entry
mistakes. This demonstrates the importance of creating
device-aware generation algorithms, as schemes that
work well on desktops (i.e., passphrases) can be quite
problematic on non-desktop devices.

3. Lowercase passwords are the fastest option across all
devices. This holds true even when accounting for the
additional length needed to match the security of more
complex compositions. This is a promising direction for
improving generated password usability on non-desktop
devices.

4. The tested password entry interface treatments had
a negligible impact on generated password entry. For
example, color-coding generated passwords to
differentiate look-alike characters did not improve entry
time or reduce mistakes. This is a surprising result, as
many password managers and websites implement these
features.

5. Device-aware password generation can overcome
device constraints. We present two novel device-aware
password generation algorithms as proof-of-concept
demonstrations: a physics-constrained foraging
algorithm that uses spatial heatmaps to ensure
ergonomic coverage without local minima, and a kinetic
chain generation algorithm that optimizes for rhythmic

motor flow using probabilistic “soft constraints.” We
use machine learning models trained on our dataset to
show that these algorithms reduce the expected entry
time by 27.55% and 31.28% respectively compared to
standard random generation baselines, confirming that
device-aware generation can meaningfully improve
usability without sacrificing security.

2 Related Work

We first discuss the broader authentication landscape, then
organize related work by research question.

2.1 Passwords and Authentication

While typically associated with desktops and laptops,
passwords are still widely used across a variety of devices,
such as smart TVs and game consoles [43]. Research has
explored different authentication approaches on these
devices, with cross-device authentication—where a
secondary device is used to authenticate on the primary
device—being a prominent approach for many use cases [56].
Similarly, FIDO2-based passkeys have emerged as a
promising cross-device, password-less alternative [32, 53],
though they lack widespread adoption and suffer from their
own usability issues. Because these mechanisms are
inherently platform-dependent, users cannot always control
their availability—and when they fail or are unavailable,
passwords remain the de facto fallback. Empirical evidence
confirms this occurs even among password manager
users [43], suggesting manual password entry on
non-desktop devices is a persistent interaction worth closer
examination.

2.2 RQI1: Input Characteristics

Two fundamental laws of text entry frame our analysis. Fitts’
Law [15] models the time required to move to a target area.
On a game controller or remote, the “distance” to a key is
measured by the number of button presses required to
navigate the grid. Therefore, layout switching, which
involves navigating to a specific button to change the
character set (e.g., from letters to symbols), incurs a
significant penalty. Hick’s Law [21] states that decision time
increases with the number and complexity of choices. For
users searching for characters on unfamiliar virtual
keyboards, especially special characters, this elevates
cognitive load and slows entry time.

These physical costs are compounded by well-documented
user behavior: research has consistently shown that users
trade security for usability when selecting passwords [43],
selecting weak passwords when the password policy allows
it [11,16,35,50]. This focus on usability also holds true for
password managers [2, 13, 25, 39, 41], causing users to
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eschew generated passwords [31,37,39]. Users attribute this
behavior to concern over needing to manually enter
generated passwords when autofill is unavailable, and our
prior work [43] confirms that manual password-based
authentication on non-desktop devices still occurs
semi-regularly.

We found only a single instance of research focusing on
improving the usability of generated passwords: Greene et
al. [17, 19] explored grouping characters by class, finding
users preferred these modified passwords over randomly
generated ones. However, further progress in this area is
hindered by the lack of entry data—while some data exists
for user-selected passwords on keyboards and touchscreens,
there is no public dataset on the input characteristics of
generated passwords on any device, including Greene et al.’s
own work [17, 18]. Our work is the first publicly available
dataset on input characteristics of generated passwords.
Given this, we summarize relevant text entry research for
each device in our study below.

Keyboards Research has shown that  typing
decisions—such as finger choice and navigation between
characters—significantly impact entry speed [12, 14, 30].
Interestingly, non-traditional typists type as automatically as
traditional touch typists, but it is the degree to which they
balance Fitts’ law [15] and Hick’s law [21] that results in
their subpar typing speed and accuracy [30].

Touchscreens Compared to desktops, users create weaker
passwords on mobile devices, taking longer to enter them
and incurring a higher error rate when doing
so [19, 28, 36, 54]. Prior work has explored improving
touchscreen password entry, such as grouping character
classes to avoid complex layout switches [17-19], or
leveraging passphrases [22], but none have been widely
adopted. Furthermore, system-generated passphrases have
already been shown to perform poorly on desktops [45], and
we expect that this penalty is likely even worse on
touchscreens. Work has also investigated whether hiding or
showing a password affects entry speed and error rate, but
the effect size was quite small [40].

TV entry We could not find any research on how users
enter text-based passwords with a standard remote controller
or an air mouse, representing a gap our work addresses. For
TV interaction more broadly, past research has shown that air
mice are slow and produce complaints of fatigue [3], and that
the input modality impacts usability [5,9,49], especially for
the elderly and children [29]. This is consistent with Fitts’
Law, where the linear navigation required by standard remotes
maximizes the distance between characters on opposite sides
of the virtual keyboard, making it more difficult to use than
an air mouse or touchscreen.

Game controllers Research on game controllers has
focused more on the security of password entry, such as
shoulder-surfing resistance [34], rather than the input
characteristics of entering passwords or how composition
impacts entry. The slow entry speed on game controllers
(6—15 WPM [26, 51]) has similarly motivated research into
novel entry schemes [34].

2.3 RQ2: Composition and Entry Speed

Work by Greene et al. [17-19] has shown that password
composition can affect entry speed on touchscreens. There is
also work showing that complex passwords are viewed
negatively by users [1, 46, 47], though without entry time
data. As such, there is a need for more work exploring how
composition impacts the entry of passwords.

2.4 RQ3: Interface Design and Entry Speed

Prior work has shown that password entry interface design
can impact authentication usability [40]. Similarly, prior
work has theorized that clearly displaying character classes
when presenting a generated password can make it easier to
distinguish look-alike characters and aid password entry [48].
We formally test this hypothesis and measure how specific
interface designs impact password entry.

3 Methodology

We conducted a user study to gather fine-grained data on how
users enter generated passwords using five devices, recruiting
participants via flyers and social media. Conducted in-person
between February 13 and April 3, 2024, the study collected
4,916 password entry events from 99 participants. Participants
entered either 25 or 50 passwords in total, depending on their
chosen study duration, and received $10 or $20 respectively.
The user study was approved by our Institutional Review
Board (IRB).

3.1 Study Setup

Our laboratory study focuses on scenarios where the users
must enter generated passwords manually, mimicking
situations where autofill is unavailable but the user can
reference the saved password. We standardized length and
entropy across participants to ensure that the differences in
entry between participants are due to the input modalities and
interface treatments, not differences in password complexity.

Upon arrival, the participants were asked to provide
informed consent and were directed to Qualtrics to complete
the study on a provided laptop. When loaded, the survey
automatically assigned participants a treatment (see
Section 3.2).
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Please enter the password:

kQmou. #39@ )

Figure 1: An example of a password with coloring

The survey began by asking participants basic

demographic questions and whether they were colorblind.

Then the study coordinator assisted participants in navigating
to the entry website (see Section 3.1.1) and provided them
with the appropriate input modality (see Section 3.1.2) for
their tasks. After using the given device to enter passwords,
participants answered questions about their experience and
repeated the process for the remaining devices. Finally,
participants gave overall feedback about their experience
with the different input modalities. The full IRB-approved
version of our study is found in Appendix A.

3.1.1 Study Website

To capture fine-grained data and control the virtual keyboard
layout, we created a custom website for our study (see
Appendix B). The website displays the target password in a
separate box, mimicking the real-world scenario of
referencing a saved password during entry. To preserve
ecological validity, we based our virtual keyboard design on
the most common designs observed in the wild, specifically
modeling them after standard implementations found on
Android tablets and smart TV applications. Notably, the
tablet virtual keyboard featured number keys integrated
directly onto the main letter layout. We enable natural haptic
feedback where available and include device-specific
shortcuts (e.g., the Xbox controller’s shortcuts).

3.1.2 RQI1: Input Modalities Under Test

Our prior work [43] showed that users enter passwords across
a wide range of devices, the most common being desktops
and laptops, mobile phones and tablets, gaming devices, and
smart TVs. Investigating these devices, we identified five
input modalities for password entry:

Keyboard Used on desktops, laptops,
Keyboards are the only input mechanism in our study
that does not rely on a virtual keyboard. In our study,
participants used the keyboard found on the MacBook
Air M2 (see Figure 14 in Appendix C).

and tablets.

Touchscreen Used on laptops and mobile phones. An image
of a keyboard—i.e., a virtual keyboard—is displayed
on the device, allowing users to enter the password by
tapping their fingers on the virtual keyboard. In our study,
participants used either an iPad Pro (2018) or a Samsung
Tab S8 (see Figure 15). Both devices had the same screen
size, and neither had discernible touchscreen digitizer
lag, giving participants an identical experience with both
devices (the virtual keyboard layout was provided by our
website, not the system’s virtual keyboard).

Air mouse Used on smart TVs. Using a gyroscope, the air
mouse enables users to move it through the air to direct
the movements of an on-screen mouse cursor. Password
characters are selected by hovering the mouse cursor
over the letter on a virtual keyboard and then clicking
a button on the air mouse. In our study, participants
used the Pepper Jobs W10 GYRO Smart Remote (see
Figure 16).

TV Remote Used on smart TVs. In its simplest form, a
TV remote has five buttons: four directional buttons
for navigating a virtual keyboard and one button for
selecting a letter on the virtual keyboard. In our study,
participants used the Pepper Jobs W10 GYRO Smart
Remote (see Figure 16).

Gamepad Used on gaming devices. A directional pad or
analog stick on the left side of the gamepad is used to
navigate a virtual keyboard, with a button on the right
side used to select a letter on the virtual keyboard.
Gamepads also have additional buttons that serve as
shortcuts for common operations, such as deleting
characters and adding spaces. In our study, participants
used the Xbox Series X Wireless Controller (see
Figure 17).

3.1.3 RQ2: Password Generation

To test how composition impacted entry, we generated
passwords using one of five approaches: (i) lowercase letters
only (“L”), (ii) lowercase and uppercase letters (“LU”), (iii)
lowercase letters, uppercase letters, and digits (“LUN"), (iv)
lowercase letters, uppercase letters, digits, and symbols
(“LUNS”), and (v) passphrases—a collection of dictionary
words separated by a dash (“W”). We chose this set to
measure the incremental impact of each additional character
class and the feasibility of passphrases on non-desktop
devices.

Generated passwords were 10 characters long, comprised
of randomly chosen characters from the character classes
allowed in that composition. Passphrases were comprised of
three random words joined by the ‘-’ character. This
approach mirrors what password managers in the wild do
when generating passphrases, and we used a word list from
the well-known password manager Bitwarden [4].
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For each input modality, participants entered 1-2
passwords from each composition depending on their chosen
participation duration. Device type and password
composition were evaluated as within-subject variables,
meaning all participants used all modalities and all
compositions. To mitigate ordering and learning effects, we
used two separate Latin square assignments: one for the
device order and one for the composition order. We used the
data collected from these standardized trials to train and
validate our novel, device-aware generation algorithms,
which we present later in this paper.

3.2 RQa3: Interface Treatments

To investigate whether interface treatments could improve
generated password entry, we implemented between-subject
treatments in our study: coloring password character
class [48] (see Figure 1) and deleting passwords if they were
entered incorrectly. Based on suggestions from prior
work [48], we selected color-coding for its potential to
reduce cognitive load when differentiating similar characters

(e.g., ‘O’ and ‘0’), thereby reducing mistakes and entry time.

We selected the delete condition to reflect a real-world

system design choice we expected to impact entry.

Specifically, the “delete” condition meant that incorrect
submissions cleared the password entry entirely, requiring
re-entry from scratch, whereas the “no-delete” condition
allowed incorrect entries to persist for correction. Unlike
password composition, the interface treatments (color and
delete) were evaluated as a between-subject variables. In
total, participants were randomly assigned one of four
treatments without being told what they received: (i)
no-color, no-delete, (ii) color, no-delete, (iii) no-color, delete,
and (iv) color, delete.

3.3 Demographics

We had more males (62; 62.6%) than females (37; 37.3%).
Participants were all young adults, aged 18-31. All but one
had completed high school; 24 (23.8%) held a 4-year degree,
with the remainder having some college education. Only two
of our participants were colorblind.

3.4 Analysis and Machine Learning
3.4.1 Password metric analysis

We calculated entry metrics (e.g., entry time and error rates)
from our dataset, then employed machine learning to identify
the factors driving entry time. We used a randomized
trial-level split rather than a participant-level split to ensure
our models generalize across users rather than memorizing
individual patterns.

We trained our XGBoost regressor to predict entry time
based on a priori (e.g., character composition) and a

posteriori (e.g., error counts) features, leveraging standard
techniques like feature engineering, hyperparameter tuning
using GridSearchCV, and cross-validation to optimize model
performance. Using Recursive Feature Elimination with
Cross-Validation (RFECV), we isolated 26 key features,
achieving an R? score of 0.71, which indicates a strong
ability to explain the variance in password entry times based
on the selected features. This approach also helps us avoid
overfitting and provides a higher level of interpretability
regarding feature importance compared to “black box” deep
learning models, allowing us to quantify the specific time
cost of different error types and password characteristics.
Importantly, we extracted the feature weights from this
analysis to guide our design of the ergonomic cost functions
for our proposed algorithms.

3.4.2 How mistakes are counted.

We split up mistakes into two types: insertion errors and
deletion errors. When a user types in the wrong character
or continues typing in a password after a mistake, we count
that as an insertion error. When a user deletes a correct
character, we count that as a deletion error. Deleting a wrong
character or deleting characters on the way to fix a previous
mistake is not counted as a mistake. This method enables
us to consistently count mistakes while also acknowledging
that even a single incorrect character can prohibit a user from
logging in, as prior work has shown, accounting for up to one
in ten failed login attempts [8].

3.4.3 Algorithm Validation Framework

We evaluated our novel algorithms based on entry time, as
predicted by our XGBoost models, and entropy, as measured
in a Monte Carlo simulation [42]. For the Monte Carlo
simulation, we stepped through the generation process of our
algorithms, freezing the generator state at each step and
running 1,000 simulations to empirically determine the
probability distribution of the next character. This yields the
Min-Entropy of our state-dependent algorithms, verifying
that sufficient security is maintained.

4 Results

4.1 Fine-Grained Generated Password Entry
Dataset

The first contribution of this work is our dataset of generated
password entry events on a variety of input modalities. This
dataset contains high-quality fine-grained data on how 99
participants entered 4,916 generated passwords on a variety
of input modalities, and is the basis for the analysis we present
in this section.
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Average time to log in per classification by input modality
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Figure 2: The average (mean) entry time for each character
class, grouped by input modality

We store the dataset in two CSV files: a high-level CSV
containing information about each password entry trial, and
an event-level CSV containing fine-grained information
about each character entry event across all trials. We also
provide code to help researchers load and analyze the dataset,
including example analysis on the dataset that recreates our
results and presents additional results beyond what is
included in this paper.

4.2 The Impact of the Input Modality

Guided by prior work findings on how important speed is
to users [43], we considered speed and mistakes as two key
performance indicators for password entry.

4.2.1 Results at a high-level.

Figures 2 and 3 show the average (mean) time to enter a
character and the average number of mistakes made for each
PCP by input modality. Despite having the most number of
mistakes, we see that keyboards and touchscreens are the
fastest input modalities to enter a password on.

To explore these differences, we conduct a one-way
repeated measures ANOVA test for time and input modality,
finding that the input modality had a statistically significant
effect (p < 0.001) on the time to enter a password. We
followed this up with a paired t-test with a Bonferroni
correction, finding that all input modalities had statistically
significant differences when compared to other input
modalities (p < 0.001) except for comparing the air mouse
and the game controller. These input modalities were
potentially the least familiar to participants, which may
explain the similar performance. When considering the
number of mistakes, we used a linear mixed-effects model
(LMEM) with participant as a random effect to test for
significance, finding that it had a statistically significant

Average number of mistakes per classification by input modality
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Figure 3: The average (mean) number of mistakes for each
character class, grouped by input modality

effect (p < 0.001) on time (See Appendix D for more details
on this analysis).

4.2.2 Fine-Grained mistake analysis.

Our XGBoost model trained to predict entry time had a final
R? of 0.71 and relied on both a priori features (e.g., password
composition) and a posteriori features (i.e., mistakes). Using
a similar model, but without a posteriori features (mistakes),
we found an R? of 0.41, indicating that mistakes account
for a significant portion of the variance in how users enter
passwords. This suggests that a little under half of the variance
in how users enter passwords is in control of the password
generation algorithm and system designers, rather than being
locked behind user behavior.

To further explore mistakes, Table | reports on the mean
cost of insertion errors, deletion errors, total wasted actions
(any wasted keystroke), and incorrect submissions (any time
a user submits an incorrect password). We calculated these
costs by using a partial dependence analysis on our trained
statistical model (XGBoost), which isolates the marginal
effect of a single error type while controlling for the other
variables.

The results highlight that the cost for inefficient actions
varies significantly across input modalities and is tied to the
device’s ergonomics. For example, the marginal cost of a
single wasted action on a remote (1.24s) is almost four times
that of a keyboard (0.33s). For deletion errors, there were
not enough occurrences on the remote or air mouse to allow
us to calculate a meaningful marginal cost for these input
modalities.
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Table 1: Average (mean) cost of mistakes per input modality

Cost

Input Modality | (seconds per mistake)
Keyboard 0.15
_§ @ Touchscreen 0.28
E g Remote 0.28
é K Air Mouse 0.22
Game Controller 0.26
Keyboard 0.23
.5 2 Touchscreen 0.17
% g Remote NA
A% | AirMouse NA
Game Controller 0.56
3 Keyboard 0.33
Z 4 Touchscreen 0.57
E % Remote 1.24
g < Air Mouse 0.54
&= Game Controller 0.82
_2 Keyboard 4.74
82| Touchscreen 3.71
:‘5) é Remote 6.62
S-S Air Mouse 5.43
“ | Game Controller 6.47

Key Takeaways: Our analysis reveals that input modalities
fit into two main categories: fast but error-prone (keyboards
and touchscreens) and slow but less error-prone (remotes,
air mice, and game controllers). This divide shows that
input-modality-specific optimizations may be a valuable
direction for future research, as there is a clear need for
improvement on these slow input modalities.

4.3 The Impact of Composition

The composition of the generated password was also a key
factor in our analysis, and it represents the most promising
way to address challenging password entry on the slow input
modalities (remotes, air mice, and game controllers).

4.3.1 Composition at a high-level.

Returning to Figures 2 and 3, we see password entry time and

mistakes were both impacted by the password composition.

While we expected that less complex passwords (passwords
with fewer character classes) would be faster to enter and
have fewer mistakes, this is not always the case. For example,
LUN passwords had a lower entry time and fewer mistakes
than LU passwords, suggesting that the cost of adding the
first additional character class (U) is higher than the cost of
adding additional character classes (N).

Even more surprising is that passphrases (W) had the
highest entry time and number of mistakes. One reason for
this may be that because passphrases are longer than other
passwords (due to their word-based construction), they have
more opportunities for mistake propagation. The length of
passphrases and the number of mistakes might also explain
why entry time is higher for passphrases than for other
compositions. We did consider normalizing time and
mistakes for passphrases based on their length, but we
decided against this as passphrases are meant to be their own
type of PCP: trading length for memorability.

We also considered what would happen if we adjusted
passwords of different compositions to have the same strength,
measured in bits of entropy. Table 2 shows the predicted
time to enter these same-strength passwords (based on the
security of a 10-character LUNS password; approximately
65.5 bits of entropy). Even though they are longer, lowercase
(L) passwords are still the fastest to enter across all input
modalities, aligning with prior work that shows that user-
created lowercase passwords can be more usable [46].

To further understand how entry time differed by character
class, we again conducted a repeated-measures ANOVA test
to model within-participant correlations, finding a
statistically significant difference (p < 0.001) in time based
on classification. Again, we conducted pairwise t-tests with a
Bonferroni correction, finding statistically significant
differences (p < 0.001) between all character classes for
entry time except for between LU and LUN (p = 0.296). For
mistakes, we use another LMEM to test for significance, but
we do not find a statistically significant effect for the
character class on mistakes.

4.3.2 Fine-Grained character analysis.

To analyze the impact of character classes on entry time, we
employ an LMEM. This approach accounts for the nested
structure of our data and the non-independence of
observations by utilizing the participant as a random effect.
Specifically, we incorporated random intercepts to capture
individual baseline speed differences (Var = 0.019) and
random slopes to capture individual differences in sensitivity
to character class changes (Var = 0.003).

Through the LMEM, we found a strong, positive fixed
effect for a character class change (Coefficient = 0.204 in
log-units, p < 0.001) and a baseline keystroke entry time of
11.5 seconds (log-scale Intercept = 9.354). Since our
dependent variable was log-transformed, this coefficient
indicates that, on average, a character class change is
associated with a 22.6% increase in the time required for the
subsequent keystroke. This confirms that character class
changes present a significant and consistent cost to entry
speed, even when accounting for individual differences in
typing habits.
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Table 2: Predicted time, in seconds, to enter passwords of the same security strength on different input modalities, by composition

Input Modality | LUNS LUN LU L W
(10 chars) | (11 chars) | (12 chars) | (14 chars) | (6 words)
Keyboard 3.35 2.41 2.38 2.29 491
Touchscreen 5.39 3.54 3.44 3.06 11.21
Gamepad 8.25 7.14 7.62 6.90 20.80
Air-mouse 7.80 8.22 8.47 7.29 23.19
Remote 9.44 9.37 10.28 8.11 23.88

Table 3: p-values for character class change types from
LMEM analysis

Character Class Time
Change Type p-value | Penalty
L->S <0.001 51.6%
N->S <0.001 | 53.3%
S->L <0.001 | 46.9%
S->N <0.001 | 30.7%
S->U <0.001 | 34.4%
U->S <0.001 59.0%
L->N 0.65 1.2%
L->U 0.71 0.5%
N->L 0.24 -3.2%
N->U 0.12 4.6%
U->L 0.19 2.0%
U->N 0.22 3.6%

To further investigate this, we use another LMEM to split
the character class changes by type (Table 3). This reveals a
significant insight: the performance cost is almost exclusively
due to switching to or from symbols, which incurred a 30% to
59% time penalty per keystroke (all p < .001). This may, at
least in part, represent the cost of searching for symbols across
different layouts, as symbols often have different placements
across devices and layouts, unlike letters and numbers.

Key Takeaways: Our results show that while passphrases
(W) are not very usably on non-desktop devices, passwords
with just lowercase letters (L) are a strong candidate for
usable generated passwords across all input modalities. In
the case that L passwords are not possible, we recommend
LUN passwords as a close alternative as even just removing
symbols can significantly reduce entry time, and LUN
passwords perform similarly to LU passwords while
allowing for shorter passwords.

4.4 The Impact of the Interfaces

To answer our third research questions, we consider whether
our selected interface treatments can help mitigate the
challenges of entering generated passwords on different input
modalities. Specifically, we were interested to see whether

coloring the character classes would reduce the cognitive
load of entering generated passwords on slower devices, and
whether not deleting incorrect entries would make up for the
physical constraints of the input modalities. However, a
two-away ANOVA test did not find a statistically significant
effect for the treatment on mistakes (p = 0.072), and while
we did find one for time (p < 0.05), the effect size was
negligible (M? = 0.018) (see Appendix D for graphs). This
leads us to conclude that the usability of generated password
entry is primarily driven by input device, so much so that the
tested interface treatments were insufficient to overcome the
physical constraints of the input modalities.

4.5 Perceived Usability and Rankings

Finally, we examine how users perceived the different input
modalities. = We asked participants to rank the input
modalities they used (Figure 4) and to reflect on their
experience with each input modality (Figure 5). As seen in
the figures, participants were more favorable towards
traditional physical keyboards and touchscreens than the
other input modalities, likely due to the speed of
authentication. Participants also preferred game controllers
over remotes—even though both are limited to grid-based
movements—and air mice—even though it might provide
more freedom of movement than game controllers—Ilikely
due to the game controller’s shortcuts which allow easier
navigation of the grid.

When considering participants’ open-ended feedback, we
find 60 participants (60.1%) that mentioned the speed of
authentication as a motivating reason for their rankings, and
22 participants (22.2%) that mentioned easily making a
mistake or being able to easily correct a mistake as a reason
for their rankings. These two comments were the most
common reasons participants gave for their perceptions,
which is consistent with prior work showing that participants
favor speed of authentication over other considerations [43].

Related to this, 46 participants (46.5%) mentioned that they
enjoyed the direct access they had to every key on keyboards
and touchscreens, or that they disliked the lack of this direct
access on the other input modalities.
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Keyboard

Touchscreen

Airmouse

Remote

Game

L T T T T 1
0 20 40 60 80 99
EEE Strongly Agree Neither Agree nor Disgree ~ EEEI Strongly Disagree
Agree Disagree

Figure 4: User rankings of the input modalities after using all
input modalities from 1 (most favorite) to 5 (least favorite).

Keyboard - Easy
Keyboard - Fast
Keyboard - Fun

Touchscreen - Easy
Touchscreen - Fast
Touchscreen - Fun

Airmouse - Eas
Airmouse - Fas
Airmouse - Fun

Remote - Eas
Remote - Fas
Remote - Fun

Game - Eas
Game - Fas
Game - Fun
0 20 40 60 80 99
I Strongly Agree Neither agree nor disagree I Strongly Disagree
Agree Disagree
Figure 5: User sentiment towards the different input

modalities based on reflection questions

“Clicking to go across the entire keyboard just to switch
to [capital] letters and then go back up to enter one letter
just to go back and switch it back to normal case. . . felt
annoying and like a waste of time.” (P98)

Overall, we find that keyboards and touchscreens are
well-liked and fast, but also the most error-prone input
modalities, but participants care less about mistakes on these
input modalities:

“...I’'m not afraid to type fast because making a mistake
is not costly at all.” (P97)

Notably, participants did not mention interface treatments
(coloring or deletion) in their open-ended feedback, which
reinforces our quantitative finding that the input modality
outweighs the tested interface-level interventions in shaping
the user experience.

Key Takeaways: In line with prior work on usability, we
find that optimizing generated passwords for speed might
be the most important usability factor, even more so than
optimizing for mistakes. This also suggests that if we can
improve speed, users may be more likely to adopt generated
passwords.

5 [Evaluating Password Generation

Algorithms

A key benefit of our work is that it allows researchers to
quickly test new password generation algorithms using
machine learning methods before committing to a full user
study, which can be time-consuming and expensive.

5.1 Existing Methods

To showcase this, we highlight the work of Greene et al. [18]
as a case study, which suggested grouping character classes
to avoid layout switching to decrease the time to enter a
password. Additionally, we consider what would happen if
we replaced special characters with numbers in generated
passwords, as we found that switching to or from symbols
incurs a large time penalty (Section 4.3.2).

In table 4, we report the predicted time to enter
10-character passwords of different types: a baseline random
password with LUNS characters, the same baseline
passwords but grouped according to Greene et al.’s approach,
randomly generated LUN passwords, and randomly
generated LUS passwords. The improvement column shows
the percentage improvement in mean entry time compared to
the baseline. We find that grouping the password by
character class reduced the mean entry time by almost 25%,
supporting Greene et al.’s findings. We also confirm that
special characters have a significant cost, as LUS passwords
are ~6 seconds slower than LUN passwords, making them
slower than even the baseline LUNS passwords.

5.2 Device-Aware Password Generation

Leveraging our previous findings and input cost models
(Section 4), we developed and tested two novel password
generation algorithms focused on minimizing the time cost
of moving from one character to the next. These generation
algorithms consider the physical constraints of the input
modalities through mapping the keyboard layout, distance
between characters, and the natural cadences of human motor
behavior when entering passwords. The full implementation
of our algorithms is available with our research artifacts.

5.2.1 Physical-Constrained Foraging Algorithm

For the first algorithm, we modeled password generation as
a navigation task within a metric space. When generation
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Table 4: Comparison of entry time for 10-character passwords of different types.

Algorithm

| Mean (Median) Time (s) | Improvement

Baseline (Random LUNS)
Grouped (Greene et al.)
LUN
LUS

starts, the generator randomly selects a number of characters
per valid character class in the password, ensuring that at
least one character from each class is included. Then for each
generation step, we generate a candidate character for each
character class left to be generated and score the candidates
using a distance-based cost function, selecting the candidate

with the lowest cost as the next character in the password.

We then decrement the number of characters of that character
class left to be generated and repeat the process until the
password is fully generated.

To resolve the “local minima” problem, where a
distance-minimizing generator might stagnate in a single
zone of the keyboard, we apply a cumulative “heat” penalty
to the recently visited keys and their surrounding
neighborhood, effectively pushing the generator to explore
“cooler,” unvisited regions of the interface. This heat penalty
is derived from the physical layout of the device and decays
over time, allowing it to act as a dynamic addition to the cost
function to encourage exploration while still optimizing for
spatial locality (e.g., avoiding oscillating between distant
keys). This approach provides us with wide key coverage
while maintaining ergonomic clustering.

5.2.2 Kinetic Chain Generation

For the second algorithm, we took note of natural cadences
in human motor behavior when entering passwords and
modeled password generation as a rthythmic motor flow. In
this algorithm, we use a Top-K Softmax Random Walk
driven by an empirically derived fluency matrix that captures
the natural transitions between keys scored based on a
“Valley Cost Function” that penalizes transitions that deviate
from the device’s optimal stride length. This scoring function
applies a quadratic penalty to the transitions that deviate
from the device’s optimal path length, effectively penalizing
both low-entropy neighboring key transitions and high-effort
cross-keyboard jumps.

To prevent the generator from getting trapped in physical
dead ends (e.g., corners of the keyboard), which is an issue
with a purely greedy algorithm, we implemented a
state-aware constraint machine with short-term memory. We
use a blacklist of size N = 3 to prevent immediate
backtracking and oscillation (e.g., A—+B—A), forcing the
generation path to “snake” across the keyboard in a more
progressive manner. As the password grows, the generator

31.71 (34.90) -

23.82 (27.35) 24.88%
26.73 (29.45) 15.70%
32.75 (35.31) 11.35%

monitors the remaining password length and unsatisfied
character requirements, transitioning from a free flow state
(optimizing for speed), to a nudging state (applying soft cost
bonuses to missing character types), and finally to a decisive
mode (enforcing hard constraints when remaining slots equal
missing types) to ensure that the generated password satisfies
the required composition. The resulting password contains
natural key sequences and transitions that users are able to
enter with smooth motor frequency but that retain sufficiently
high entropy.

5.2.3 Algorithm Security and Performance Evaluation

Maintaining resistance to guessing attacks is also a key part
of a new password generation algorithm. We compare the
security and expected entry time of our algorithms to the same
baseline as before.

Entropy Using a Monte Carlo simulation, we measured
the theoretical minimum entropy (H,;) of 100,000
generated passwords from each algorithm. For the baseline
random passwords, we use the formula H,;, = log,(N%),
where N is the size of the character set and L is the length of
the password, to calculate the theoretical minimum entropy.
Because our device-aware algorithms induce non-uniform
probability distributions, we evaluated their practical
guessing difficulty using Bonneau’s o-work-factor
metrics [6], which directly quantify the log, of the number of
guesses an optimal attacker must make to compromise a
given fraction (o) of the generated passwords. Using a
Monte Carlo simulation with 100,000 iterations, we map the
underlying probability distributions at each generative step to
accurately evaluate the guessing difficulty of our algorithms.

Table 5 shows that while our algorithms inherently trade a
portion of maximum theoretical entropy to achieve their
significant physical usability gains, they remain highly
secure in practice. For example, compromising the median
generated password (Wps0) requires over 244 guesses.
Furthermore, even the most vulnerable 1% of the distribution
(Wo.01) requires nearly 275 billion guesses (> 23%), which
presents a significant computational barrier, and would be
more than sufficient for online guessing attacks due to guess
throttling. This proof-of-concept demonstrates that
device-aware generation can reduce physical entry costs
without compromising practical security.
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Table 5: Comparison of security (0--work-factor guessing difficulty and Min-Entropy, expressed as log, values) and entry time

for 10-character passwords

Algorithm | Min-Entropy | Woo1 | Wo.0 | Woso | Mean (Median) Time (s) | Improvement
Baseline (Random LUNS) 65.24 58.60 64.24 31.71 (34.90) -
Physics-Constrained 39.01 40.21 | 43.31 | 47.97 22.97 (27.42) 27.56%
Kinetic Chain 43.01 38.53 | 43.02 | 52.62 21.79 (26.03) 31.28%

Predicted Entry Time We report on the average entry time
for 10,000 10-character passwords on a random mix of all
five devices. As shown in Table 5, both of the new
algorithms significantly reduce the predicted entry time
compared to the baseline, with the kinetic chain algorithm
showing a greater improvement (31.28%) than the
physics-constrained foraging algorithm (27.55%) over the
baseline. Notably, both new algorithms perform better than
Greene et al.’s grouping algorithm, which had a 24.88%
improvement over the baseline, suggesting that device-aware
password generation can better capture the nuances of entry
on various input modalities.

6 Discussion

6.1 A Password Generation Testbed

A primary contribution of our work is the release of our

fine-grained dataset and the accompanying XGBoost models.

By leveraging our predictive models, research can quickly
prototype and evaluate new password generation algorithms
without the immediate need for resource-intensive user
studies.

Future work. While our work uses the XGBoost models to
evaluate the performance of whole passwords, the granularity
of our dataset would allow for a more detailed analysis of
password performance if a character-by-character model were
trained instead. Such a model could identify micro-patterns
in password entry, enabling more nuanced optimization of
generation algorithm design choices.

6.2 The Hierarchy of Password Generation
Improvements

Our results establish a hierarchy of the relative impact of
different design choices for improving generated password
entry. At the bottom of this hierarchy are the tested interface
treatments, specifically coloring the password character
classes or deleting wrong entries, which had a negligible
impact on entry time and error rates. This null result is
important, as it suggests that the difficulty of entering a
generated password is not a perceptual issue, but rather a
structural issue related to the physical constraints of the input
modality. However, it is worth noting that there may be other
interface treatments not explored in this paper that future

work could investigate, which may yield a more significant
impact on generated password entry.

In contrast, the password composition had a significant
impact on entry time and error rates. For example,
passphrases, which are often suggested as a usable
alternative to passwords, were the slowest composition on all
input modalities except for physical keyboards. This is
compounded by the fact that we intentionally limit our
passphrases to three words, sacrificing security in hopes of
improving usability (passphrases had ~ 39 bits of entropy,
LUNS passwords had ~ 65). Furthermore, prior work
suggests that changing the number or length of the words in a
passphrase would not have impacted these results, suggesting
that system-assigned passphrases are not a good option for
generated passwords, aligning with some prior work [45, 52].
Conversely, long lowercase-only passwords were the fastest
passwords to enter on all devices, even when adjusting for
length to increase their security, making them a promising
avenue to explore if they are not hindered by password
composition policies (PCPs).

Finally, the input device had the largest impact on entry
time and error rates. We believe future work should focus on
understanding and improving generated password entry on
various input modalities instead of treating generated
password entry as a one-size-fits-all problem.

A clear example of this is that LUN passwords were
relatively easy to enter on our devices due to having numbers
accessible on the same layout as lowercase letters. Without
this, LUN passwords would likely have been slower due to
requiring a layout change.

Since designers cannot control what devices users
authenticate on, and the tested interface treatments alone are
insufficient, the most promising path forward is better
password generation algorithms.

6.3 A New Generation of Password Generators

Our work culminates in the design and evaluation of two
novel device-aware password generation algorithms,
analytically verifying that they can significantly reduce the
expected entry time of generated passwords. By calibrating
our generators with our dataset, we steered the algorithms
toward more ergonomic passwords that better leverage
individual device characteristics, leading to passwords that
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were up to 31.28% faster to enter than the baseline random
passwords.

From these results we suggest that the era of purely
randomized password generation should give way to

device-aware approaches designed with usability in mind.

Password managers should also be upgraded to leverage
different algorithms based on the devices in use, meaning

every algorithm does not have to work well on every device.

Importantly, we have demonstrated that these algorithms do
not need to sacrifice security to achieve better usability,
unlike how users approach user-created
passwords [11, 16,35,50]. Ultimately, password managers
may even abstract password composition and instead ask
users to select a desired level of security, then the password
manager can choose the best device-aware algorithm to
generate a password that meets the desired security level
while being optimized for usability.

An important consideration in this line of work is the
practical usage of device-aware passwords in a multi-device
ecosystem, as users often authenticate into the same account
across multiple devices. We suggest password managers
prioritize lowercase-heavy compositions, which our results
show are the fastest across all devices, and optimize character
sequencing for the most constrained device on which that
password will be needed. In practice, the most constrained
device is likely to be a TV or console, where the user is
restricted to a directional pad on a grid layout. However, this
again emphasizes the need for empirical user studies to verify
the real-world benefits of device-aware password generation
and to understand how optimizing for one device impacts the
usability of generated passwords on other devices. Future
work should determine whether and how much optimizing
for the most constrained device impacts usability on others.

Future work. Our algorithms are a proof of concept,
rather than a proposed standard, to show that device-aware
password generation should be the focus of future work in
this space. For example, even though passphrases performed
poorly in our study, we suggest that a new password
generation algorithm could leverage chunking strategies to
create passwords that are easier to remember in the short
term while still taking advantage of device-level
characteristics to increase usability. While our
proof-of-concept algorithms demonstrate the theoretical
benefits of device-aware password generation, there is still a
critical need for future work to empirically verify these
benefits through formal user studies. Longitudinal studies
will also be needed to evaluate the long-term effectiveness of
these algorithms and to see if they can promote the adoption
of generated passwords.

We also saw that participants appreciated the speed of
entry on keyboards and touchscreens, even though the error
rate was high, suggesting that communicating these design
trade-offs to users could promote generated password
adoption. Finally, for service providers, we suggest they

concentrate on improving PCPs, as prior work has shown
that these have an impact on usability (e.g., [36,47]) and they
sometimes disallow the most usable compositions, such as
long lowercase passwords.

7 Limitations

We chose a laboratory study despite its scale limitations. For
example, trying to collect this data on-device would be
infeasible for some devices (e.g., on game consoles), and a
remote user study would have made it difficult to ensure
ecological validity (especially that participants were using
the correct devices).

Our participants are skewed heavily towards younger
adults (18-31), which limits the generalizability of our results
to older adults. This also suggests our results are an upper
bound—if younger, more familiar participants still struggled,
older or less experienced users likely would too.
Furthermore, our core findings relate to the physical
kinematic costs of entering generated passwords, such as
layout switching, which reflect fundamental structural
problems with these input modalities that are not likely to
diminish even with increased user familiarity.

Our study does not include virtual reality (VR) systems, as
password-based authentication on VR remains nascent [24]
and a variety of other authentication schemes available to
them [23,27,33,55]. Our methodology is also incompatible
with VR, as it requires referencing a password on a separate
screen, which is not the current paradigm for VR entry.

Finally, budget and time constraints limited the password
compositions we tested, and we did not control for device
experience, which may have introduced small learning effects.

8 Conclusion

Passwords remain a critical backbone of authentication due
to their default status in many systems and their role as the
universal fallback. We improve generated passwords by
contributing the first fine-grained dataset of how users enter
generated passwords on non-desktop devices, finding that the
physical constraints of the input modalities are the primary
drivers of entry time and error rates. We then leverage these
insights to design and evaluate novel device-aware password
generation algorithms as proof-of-concept models, finding
that this approach can significantly reduce the predicted entry
time of generated passwords. Consequently, we advocate for
more work in this vein of research, as device-aware password
generation is a promising path toward a future where strong,
generated passwords are usable across all devices, even
without autofill.
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A Survey

After the consent form, the participants were shown the
following pages. Pages 3 and 4 were shown to the participant
five times in order to collect data on five different password
entry tools. Each time, one of the remaining input modalities

was randomly chosen and substituted for *DEVICE_TYPE*.

A.1 Pagel
What is your gender?
e Male
* Female
* Prefer not to answer

How old are you?
[Text Entry]

What is the highest level of school you have completed or
the highest degree you have received?

* Less than high school
* High school

* Some college

» 2 year degree

e 4 year degree

* Professional degree

* Doctorate

e Prefer not to answer
Are you colorblind?

* No

* Yes, I have red-green color blindness

* Yes, I have blue-yellow color blindness

A.2 Page?2

You will now use five different tools, one after the other to
enter a series of passwords. The study coordinator will help
you through this process.

Study coordinator, please select the duration of the study. 5 is

the 15-minutes study ($10). 10 is the 30-minutes study ($20).

5
* 10

A.3 Page3

You will now use *DEVICE_TYPE* to enter several
passwords. After you are done entering the passwords, return
to this page and click “Next Page” to provide some feedback
about your experience.

Please call the study coordinator over now.

Study coordinator, please setup the user’s device using these
values:

Link: <URL to website>

Color: <Color treatment 1 or 0>

Delete: <deletion treatment 1 or 0>

ID: <Participant unique ID>

Scan the QR code for touchscreen:
<QR code>
A4 Paged

Please rate how much you agree with the following
statements.

(Strongly Disagree | Disagree | Neutral | Agree | Strongly
Agree)

e It was easy for me to enter a password using
*DEVICE_TYPE*

 Entering a password with *DEVICE_TYPE* was fast

* I enjoyed entering a password with *DEVICE_TYPE*

A.5 PageS5

Please rank each entry method based on which you liked best.
1 is your most favorite, 5 is you least favorite.
(112131415)

* Keyboard

* Touchscreen

* Air Mouse

* Remote Controller

e Game Controller

Please describe why you ranked the entry methods as you
did in the previous question.
[Text Entry]

When thinking about your favorite entry method, what are
some of the things you liked the most?
[Text Entry]
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When thinking about your least favorite entry method,
what are some of the things you disliked the most?
[Text Entry]

Do you have any other comments related to your
experience today that you would like to share?
[Text Entry]

B Device Interface Screenshots

NOTE: The remote and air mouse used the same interface, so
the screenshots are the same.

Figure 8: Ready state of a touchscreen password trial

Press 'Enter’ when you are ready:

READY

Figure 9: An example of a touchscreen password with
coloring

Figure 7: An example of a keyboard password without
coloring

abc ABC #+-

Figure 10: Ready state of a remote/air mouse password trial
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Ploase enter the password:
kiVhEBDURk

abc ABC #+-

Figure 11: An example of a remote/air mouse password with
coloring

Press 'Enter’ when you are ready.
1

Symbols Backspace

Cursor Left i Cursor Right

Caps

Figure 12: Ready state of a game controller password trial

Please enter the password:
07RADKpeiY
&

Username  usercatasnzs

[ —

Showtide @

Login

ABC Backspace

Cursor Left 3 . Cursor Right

Caps

Figure 13: An example of a game controller password without
coloring
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C Study Input Modality Images

Figure 16: Air mouse and remote control.  Image

source: https://www.pepper-jobs.com/products/
wl0-gyro-smart-remote

Figure 14: Keyboard. Image source: https:
//m.media-amazon.com/images/I/7INmNRgGG3WL._AC_
SL1500_.jpg

Figure 17: Xbox controller. Image source:
https://www.gamestop.com/consoles-hardware/
products/microsoft-xbox-series-x-controller/
11108369.html

Figure 15: Samsung Tab and Apple iPad. Image
sources: https://www.zdnet.com/article/
samsung-galaxy-tab-s8-plus-review/ and
https://www.macrumors.com/2018/11/07/
ipad-pro-2018-first-impressions/
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D Extended Results

D.1 Interaction Effect Analysis

Here we present our analysis of the statistical interaction
effects between our primary independent variables (Input
Modality, Password Composition, and Interface Treatments)
using Linear Mixed-Effects Models (LMEM) with the

participant as a random effect to examine these interactions.

We found a statistically significant interaction effect between
Input Modality and Password Composition (p < 0.001),
finding that the time penalty for LUNS passwords and
passphrases (W) was highly correlated with the input
modality used. This was especially true for passphrases,
which were disproportionately penalized on grid-based
devices but had a significantly smaller performance penalty
on physical keyboards (p < 0.001). Conversely, we failed to
find a statistically significant interaction effect between input
modality and the treatment assigned to the participant
(p > 0.05 for all Device x Color, Device x Delete, and
Device x Color x Delete terms).

D.2 Treatment Graphs

Average time to log in per treatment by input modality
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time to log in (ms)
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Avg

Keyboard Touchscreen Air Mouse Remote Game
Controller

Input Modality

No Color Color f— No Color Color
No Delete No Delete Delete Delete

Figure 18: Time to enter a password per treatment grouped
by input modality

Average number of mistakes per treatment by input modality
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Figure 19: Average number of mistakes per treatment grouped
by input modality
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