Evaluating and Redefining Smartphone Permissions
with Contextualized Justifications for Mobile
Augmented Reality Apps
David Harborth, Goethe University Frankfurt am Main; Alisa Frik, ICSI,
University of California Berkeley
https://www.usenix.org/conference/soups2021/presentation/harborth

This paper is included in the Proceedings of the
Seventeenth Symposium on Usable Privacy and Security.
August 9–10, 2021
978-1-939133-25-0

Open access to the Proceedings of the
Seventeenth Symposium on Usable Privacy
and Security is sponsored by

Evaluating and Redefining Smartphone Permissions with Contextualized
Justifications for Mobile Augmented Reality Apps
David Harborth
Goethe University Frankfurt am Main

Abstract

Augmented reality (AR), and specifically mobile augmented
reality (MAR) gained much public attention after the success
of Pokémon Go in 2016, and since then has found application in online games, social media, entertainment, real estate,
interior design, and other services. MAR apps are highly dependent on real time context-specific information provided
by the different sensors and data processing capabilities of
smartphones (e.g., LiDAR, gyroscope or object recognition).
This dependency raises crucial privacy issues for end users.
We evaluate whether the existing access permission systems,
initially developed for non-AR apps, as well as proposed new
permissions, relevant for MAR apps, provide sufficient and
clear information to the users. We address this research goal
in two online survey-based experiments with a total of 581
participants. Based on our results, we argue that it is necessary to increase transparency about MAR apps’ data practices
by requesting users’ permissions to access certain novel and
privacy invasive resources and functionalities commonly used
in MAR apps, such as speech and face recognition. We also
find that adding justifications, contextualized to the data collection practices of the app, improves transparency and can
mitigate privacy concerns, at least in the context of data utilized to the users’ benefit. Better understanding of the app’s
practices and lower concerns, in turn, increase the intentions
to grant permissions. We provide recommendations for better
transparency in MAR apps.
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1

Introduction

The release of Pokémon Go in 2016 increased the public
awareness about augmented reality (AR) [41]. AR is defined
as a technology which “combines real and virtual objects in
a real environment; runs interactively, and in real time; and
registers (aligns) real and virtual objects with each other” [4,
p.34]. The AR market in general was worth $1.8 billion in
2018, $3.5 billion in 2019 and is expected to increase in
value to $18 billion by 2023 [10]. Almost a quarter of the US
population, 72.8 million people, used AR at least once a month
in 2019. It was projected to increase to 83.1 million people in
2020 (representing 25.3% of the US population) [43].
Currently, the two most popular types of AR are smart
glasses and mobile AR (MAR) apps. AR glasses such as the
Microsoft Hololens [38] are not yet mature enough products
for the end consumer market due to the large weight and
size, and high price. This type of AR is primarily used in the
Business-to-Business (B2B) environment in which AR could
successfully demonstrate its value by saving time and money
in numerous processes [28]. However, recent news reveal that
Apple is planning to release AR glasses in the near future,
which could lead to a major breakthrough of AR smart glasses
in the end consumer market [29]. In contrast, MAR apps and
AR features within regular mobile apps are already widely
available and used within the smartphone ecosystem. One
of the most famous examples is the aforementioned MAR
game Pokémon Go — one of the most successful mobile apps
ever introduced, which generated $1.8 billion revenue in two
years [40]. Other popular apps like Snapchat and Instagram
integrate AR filters as well, which became even more popular
during the COVID-19 pandemic’s lockdown among users
now spending more of their time in smartphones [52].
In order to create engaging interactive experience, MAR
apps require large amounts of data from a variety of sensors,
processed using machine learning and artificial intelligence
algorithms (e.g., for object recognition, and geometry tracking). Such data-intensive processes inevitably raise concerns
about user privacy and security. Based on the analysis of prior
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literature, we identify five major differences between MAR
apps and non-MAR apps, which amplify privacy and security
risks for MAR app users [9, 21]:
1. heavy reliance on the camera input but limited feedback
regarding what data is captured by the camera and used
by the MAR app;
2. malicious apps can realistically alter digital objects and
information presented to the user and deceive them;
3. increased data aggregation capabilities of MAR apps
when combining the output of multiple sensors (e.g.,
location, visual/camera, accelerometer data, etc.), and
the opacity of potential inferences and risks associated
with such aggregation to the user;
4. privacy breaches in collaborative and shared MAR environments when two or more users work on the same
digital objects using separate devices [32];
5. bystanders of MAR systems who are in the field of view
and get filmed by the systems without awareness or possibility to control [11].
Therefore, users of MAR apps are exposed to more severe
and novel types of privacy risks compared to the ones related to regular, non-MAR, smartphones apps. However, there
is a lack of user studies investigating MAR related privacy
concerns of users [12,19]. We contribute research in that field.
While in general data flows in the apps are not transparent
to the users [5, 13, 24], a few most common ways in which
apps’ data collection practices are revealed to the user is
through the permission systems and privacy policies. However, not all apps provide privacy policies [47, 49], and even
when they do, they are hard to understand for non-expert
users which decreases the likelihood that they read the policies [7, 44]. Thus, despite criticism related to a partially
ineffective design [17, 26, 56], permissions remain an integral and mandatory element for collecting app user’s data.
Therefore, we decided to start our analysis of MAR app users’
privacy concerns with an investigation of their opinions about
the existing permission systems in order to provide recommendations for increased transparency.
Our study addresses the following research questions:
RQ1: How does information provided in smartphone permissions affect users’ understanding of what resources and
data are accessed by an MAR app? And what are users’ expectations about the impact of these permissions on the app’s
performance?
RQ2: How does information provided in permissions affect
users’ privacy concerns regarding MAR apps?
RQ3: How do the justifications for requesting smartphone
permissions affect users’ choices regarding whether to grant
such permissions and whether to download an MAR app?
RQ4: How can the transparency of smartphone permissions in MAR apps be improved?
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To address these research questions, we conducted two online survey-based experiments with a total of 581 participants
(both studies were approved by the university’s ethics board).
We explored their understanding of a hypothetical MAR app’s
data practices based on the permissions it requests. We tested
both the existing permissions (e.g., to access contacts and
camera) and the proposed new ones that are currently not requested in mobile apps, but are commonly accessed by MAR
apps without permission, despite having serious privacy implications (e.g., LiDAR, accelerometer and gyroscope, object
recognition, etc.). We also added the justifications about how
the app will use the data should the permission be granted.
In this study, we limited the purposes of data use to the ones
relevant to the app’s functionalities and overall beneficial to
the users (as opposed to malicious or non beneficial data use).
We tested whether in addition to the currently used permission
labels, the inclusion of such justifications affect participants’
understanding of the app’s data practices, privacy concerns,
and intentions to grant the permission and download the app.
Finally, we compared the impact of justifications contextualized to the app’s specific functionalities and how it will use the
collected data with non-contextualized generic justifications
explaining only what data the app will be able to access.
Overall, we find that adding to the existing permission
labels the contextualized justifications about app’s data practices improves transparency (in Study 1 and 2) and can mitigate privacy concerns (in Study 2), but does not directly affect
the willingness to grant the permissions or download the app.
In turn, because privacy concerns negatively affect the intentions to grant permissions, while perceived informativeness
of the permissions about app’s data practices increases such
intentions, eventually, the improved transparency and lower
perceived privacy danger increase the willingness to grant
permissions. Participants said they generally understand what
resources and data will be used by the MAR app based on
the given permissions. However, in conditions without justifications, they requested more clarifications about what data
is collected by the app, how it is used, whether it is possible
to decline the permission, and how it would affect the app’s
performance. Finally, we find that participants are especially
concerned about face and speech recognition, but current systems don’t request permissions to run such analysis. Based
on the results, we provide recommendations for the improved
data transparency in MAR apps’ mobile permission systems.
Our results hold in the context of data utilized to the users’
benefit, and future work is needed to explore other contexts.

2

Related Work

There are two main streams of literature relevant to this work.
The first one explores user privacy concerns regarding mobile permissions, and the second one explores user privacy
concerns regarding Augmented Reality (AR) technologies.
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2.1

Privacy Concerns with Permissions

A plethora of prior research on mobile permissions and
privacy-related user perceptions about them confirm that the
existing permission systems are not fully transparent and
clear to the users [15, 27]. Provision of permissions to users
in app stores without any contextual information results in
users forgetting about permissions later [6]. Moreover, when
apps require more sensitive permissions, it increases users’
privacy concerns [18] and decreases the ratings and number
of downloads of such apps [30]. Thus, these factors have an
immediate economic impact and relevance for app developers
and the respective companies [18].
Providing participants with relevant information in runtime permissions is shown to increase transparency for the
users [57, 58]. However, besides the general question of when
to request permissions [14] and how to simplify them [37],
it is still unclear whether the communication of apps’ data
collection practices in the permission systems can and should
be presented in more detail. Particularly, users find it hard
to identify the reasons why an app uses a specific resource
at all [34]. While requesting app permissions helps users become aware of what data is being accessed by the app, users
also want to better understand why applications need certain
information [27]. By by providing the appropriate justifications and meeting users’ expectations regarding the reasons
for accessing sensitive resources, apps can increase users’
trust [34] and alleviate privacy concerns [18]. However, some
research shows that meaningless justifications (that pretend to
clarify the purpose of data use, but essentially don’t provide
any meaningful information) also alleviate user concerns, and
therefore can be deceptive for the users [51]. Thus, it is important that permission justifications provide accurate and useful
information.

2.2

User Privacy Concerns with AR

Research on privacy in MAR apps is important since contextspecific privacy concerns can differ greatly from general privacy concerns towards mobile apps [1, 42]. Although there is
a large body of technical research about privacy and security
in augmented reality technologies [9], there is little research
on end user perceptions and privacy concerns regarding AR
technologies, especially, among research focused on mobile
AR [19]. The limited empirical evidence suggests that AR
raises privacy concerns among users, for instance, about being
filmed by AR devices (as bystanders [11]), surveillance, and
distributing data involuntarily [8, 20, 22, 23, 46].
The analysis of permissions in 19 most downloaded MAR
apps in Google Play Store shows that they violate users’ privacy and do not follow the principle of least privilege, i.e.,
apps oftentimes require access to more permissions than they
actually need for their stated functionalities [21]. Besides the
consumer protection concerns, privacy threats can be a hin-
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dering factor for technology adoption [3, 48], which could
prevent useful AR applications to be accepted by potential
users (e.g., for medical purposes like helping Parkinson’s disease patients [36,54]). Therefore, it is important to understand
and address MAR apps’ users’ privacy concerns.
While prior research has investigated user concerns with
mobile permissions and AR technologies separately, to the
best of our knowledge no prior work has examined users’
privacy concerns regarding the permissions of MAR apps,
the impact of permission justifications on these concerns, and
intentions to grant permissions to such apps and download
them. In this study, we attempt at closing this gap.

3
3.1

Study 1
Method

To answer the research questions, we designed an online
survey-based experiment with a between-subject design and
three conditions. We presented participants with a scenario
describing a fictional mobile augmented reality (MAR) app
that can help to redesign a room or outdoor space. We told
participants that, by using augmented reality, the app can take
and save measurements, or display 3D models of the furniture
over the image of the real environment. Also, we told them
that users can share the new design ideas and measurements
with friends, family, designers, or contractors, via email or in
social networks. Then we presented participants with a list of
permissions this app requires.
In the Control group, participants were presented only with
the labels of the permissions without any justifications (e.g.
Microphone, Contacts). In the Contextualized Justification
(CJ) condition, along with the label, we showed participants
the explanation of what data or device’s sensors will the app
access or what data processing approaches will it use (e.g.,
face or speech recognition) and how it is related to the app’s
specific functionalities, to help participants understand the
purpose of data collection in the context of this particular app.
For example, the contextualized justification for the Microphone permission mentioned that access to the microphone is
required to add voice notes to the measurement photos. In the
Non-Contextualized Justification (NCJ) condition, the explanation was generic, without adding much to the information
in the permission label and without adding context to how the
requested permission is related to the app’s functionalities and
data collection needs. For example, the non-contextualized
justification for the Microphone permission mentioned that
access to the microphone is required to record audio, without
explaining why a measurement app would need it. Table 6 in
Appendix B provides the text of permission justifications.
We included 7 permissions that are commonly requested
in MAR and non-MAR apps: Storage/Photos/Media Library,
Contacts, Network/Internet Access, Microphone, Camera, Location Services, and Notifications. To account for the customs

Seventeenth Symposium on Usable Privacy and Security

515

of iOS and Android device users, when different, we included
labels from both operating systems, e.g., Network/Internet
Access. Additionally, we included 9 categories of resources
and data processing approaches that are often used in MAR
apps, but for which MAR apps currently do not explicitly request user permission (except for Speech Recognition on iOS):
Accelerometer, Gyroscope, Magnetometer, LiDAR Scanner,
Geometry Tracking, Raw Camera Output, Object Recognition,
Face Recognition, and Speech Recognition. For simplicity, in
this paper we refer to all 16 resources and data processing
approaches as permissions.
After showing the list of permissions, we asked participants,
based on that list, to what extent they understand what data
and resources on their device the app will be able to use. We
also collected open-ended responses about what additional
information would help to improve that understanding. Then
we asked whether participants would allow or deny our fictional app access to those permissions on their device, how
denying that permission would affect the app’s performance,
and how granting the permission would affect users’ privacy.
Finally, we asked about demographics, experience with MAR
apps and features, and definition of AR. We also included
several attention check questions. See survey in Appendix A.

Quantitative Analysis We used an ordered random-effects
logistic regression model to analyze participants’ choices
regarding granting permissions. The “I am not sure” answers
were treated as missing. We calculated the model with three
specifications. Model 1 is the base model that includes only
the main independent variables about the permissions. Model
2 adds control variables like demographics and AR knowledge
to the base model. Model 3 adds further variables based on the
five most relevant codes from the qualitative analysis (equals
1 if the participant mentioned the code) to model 2.
We used Shapiro-Wilk tests to assess the normality of
data distribution, Wilcoxon rank sum tests for pairwise
comparisons, and ANOVA and Kruskal-Wallis equality-ofpopulations rank tests to assess the differences between the
treatment groups. We applied Holm’s and Hochberg corrections to all pairwise statistical tests and regressions, and report
only the significant results.

Qualitative Analysis To analyze the open-text survey responses we used thematic analysis. Two coders independently
developed initial codebooks, merged them, discussed and
agreed on the final codebook (Appendix D). They independently applied the codes to all the responses, allowing for
multiple attributes per response. Kupper-Hafner interrater
agreement rate was 0.84 [31]. Finally, the coders discussed
and resolved all the disagreements.
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3.2

Participants

We recruited 300 participants using Prolific in June 2020.
We restricted participation to US residents, over 18 years
old, who use mobile devices on a regular basis, and have approval rates on Prolific over 95%. We excluded 6 responses in
which participants failed the attention checks, and 2 responses
that were fully identical. The resulting sample consists of
292 participants, which are randomly distributed among three
groups: Control (N = 96), CJ group (N = 104) and NCJ group
(N = 92). Our sample is sufficient, as power analysis suggested to recruit 85 participants per group to achieve 90%
power, with 5% error rate and 0.5 effect size.
The resulting sample has diverse demographics. The participants are 18-74 years old (mean = 29, SD = 11.40), 48.63%
female and 2.4% prefer to self-identify their gender. About
34% have Bachelor’s degree, 31% have done some college
but no degree, and 14% have only finished high school; and
31.51% of the participants reported to have a technical background in computer science. ANOVA test confirms no difference in age, gender, and education among the three groups.
Slightly more than half (57.19%) of the participants use an
iPhone, and the rest use Android smartphones. The majority
of participants choose the correct definition of AR (74.66%)
and have experienced AR features (79.45%) like photo masks
(e.g., bunny ears in messaging apps) or placing digital objects
in the real environment (e.g., AR furniture apps).

3.3

Results

The majority of participants (86.30%) agreed that based on the
provided list of permissions they understand what resources
and data the app will be able to use (Q3 in Appendix A). On
average, compared to the Control group, participants in the CJ
group expressed better understanding of what functionalities
and data on their device the app will be able to use based on
the list of permissions (Wilcoxon rank sum test: p = 0.0012).
However, there was no difference between NCJ and Control,
and between CJ and Non-CJ groups. This means that providing contextualized justification about why the app requires
a certain permission and what data it will use significantly
improves users’ understanding of the app’s data practices
compared to showing just the permission labels. In contrast,
providing the explanations that are not put in context of the
specific app do not yield better users’ understanding of the
app’s data practices compared to using just permission labels.
To understand the relative impact of different factors on
users’ intentions to grant permissions, we conducted regression analysis (Table 7 in Appendix C). Despite significant
impact on the ability to understand app’s practices (based on
the test results), after controlling for other effects, we find
no significant treatment effects of justifications on the willingness to grant the permissions. In other words, on average,
providing justifications, contextualized or not, does not affect
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participants’ willingness to grant the permissions when other
factors are taken in consideration.
On the other hand, participants are 43% less likely to allow
the permission when they believe it will negatively affect
app’s performance or ability to function (Q8), and 33% less
likely to grant the permission when they are concerned about
the privacy implications of granting the permission (Q9). In
contrast, when participants find the permissions informative,
i.e., helpful in understanding what resources and data the app
will be able to access (Q11), the odds of granting access to the
permissions are 1.245 times higher, given all other variables
are held constant.
Other controls like the prior use of AR features, familiarity
with the definition of AR, gender, age, education, prior technical experience, smartphone use frequency and mobile OS
do not have an effect.
3.3.1

Analysis of Individual Permissions

Willingness to grant the permissions Most participants
are willing to allow the permissions (Q7) while the app is
in foreground and only few participants would allow the permissions at all times (Figure 1). The majority of participants
prefers to deny such permissions as Contacts, Microphone
and Face Recognition.

Figure 1: Willingness to grant the permissions (Study 1).
Based on the regression results, we estimated the probabilities for each individual permission to be granted (Table 1).
Participants prefer to allow most permissions while in the
foreground. However, the likelihood of denying or allowing
while in foreground is almost equally split for the following
permissions: Contacts, Microphone, Location, Face Recognition and Speech Recognition.
We also conducted 16 regressions for each of the 16 permissions with the demographic and control variables (same
regression model as in Table 7). We did not find any interesting patterns in the results of the individual regressions.
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Table 1: Estimated probabilities to deny, allow while in foreground, and allow at all times the permissions (Study 1).
Permissions
Storage/Photos/Media Lib.
Contacts
Network/Internet Access
Microphone
Camera
Location
Notifications
Accelerometer
Gyroscope
Magnetometer
LiDAR Scanner
Geometry Tracking
Raw Camera Output
Object Recognition
Face Recognition
Speech Recognition
Total

Prdeny
.239
.453
.195
.451
.105
.403
.295
.161
.131
.199
.144
.111
.166
.128
.506
.433
.257

Pr f oreground
.707
.530
.728
.533
.772
.575
.669
.739
.746
.733
.755
.771
.750
.759
.481
.548
.675

Pralways
.054
.017
.077
.016
.123
.022
.036
.100
.123
.068
.101
.118
.084
.113
.013
.019
.068

Perceived privacy implications of the permissions To get
detailed insights on a permission-specific level, we plot the
perceived privacy dangerousness (Q9) of each permission in
Figure 2. Participants believe that permissions allowing access
to Face Recognition, Contacts, Location, Microphone, Storage and Speech Recognition have the biggest negative impact
on their privacy. In contrast, Magnetometer, Accelerometer
and Gyroscope are perceived as least privacy invasive.
Participants in the CJ group have, on average, the highest
privacy concerns regarding the permissions (mean=4.25 out
of 7), followed by the Control group (mean=4.18) and the NCJ
group (mean=3.96). The differences between CJ and NCJ as
well as Control and NCJ are statistically significant (Wilcoxon
rank sum tests: p = 0.0001 and p = 0.0029, respectively). The
difference in the perceived privacy dangerousness between
the Control and CJ group is not significant.

Perceived impact on app’s performance Overall, participants believe that denying the permission would not drastically affect the way the app functions (Q8) (mean=4.03 out of
7). Participants in the NCJ group expected the larger decrease
in the app’s performance if they deny the permissions, compared to the CJ group (Wilcoxon rank sum tests: p = 0.0393;
means are 3.95 and 4.12, respectively).
Regarding the effect of granting permissions on the device’s normal operations (Q10), participants perceive that
there is no such negative effect (mean=2.93). There are statistically significant differences between the CJ (mean=3.06)
and NCJ (mean=2.72) groups (p < 0.0001) and between the
Control (mean=2.99) and NCJ groups (p < 0.0001).
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crophone, Storage, Network, and Accelerometer. We hypothesized that linguistic complexity [50] might potentially explain
that result: some of our contextualized justifications were
relatively long and used complex terms in order to provide
an informative explanation for the purposes of permission
requests.
Thus, it is possible that while contextualized justifications
provided more information, this information was harder for
the participants to understand than non-contextualized justifications, leading to their reduced perception of informativeness.
To address this, in Study 2 we modified the wording of justifications to ensure the equal linguistic complexity so that
contextualized and non-contextualized justifications are similar in the required grade level and reading skills to understand
them (see Section 4).
Figure 2: Privacy concerns regarding permissions (Study 1).
3.3.2
Perceived informativeness of the permissions Overall,
participants said that they understand what resources and data
the app will be able to access if they grant the permissions
(Q11) (mean=5.23 out of 7). For example, Magnetometer and
LiDAR are perceived as least informative (means are 3.95 and
4.32, respectively). For all other permissions the means range
from 4.95 (Geometry Tracking) to 6.22 (Camera).
There are statistically significant differences in the participants’ perceptions of informativeness (i.e., helpfulness of
individual permissions in understanding app’s data practices)
between the Control (mean=4.78), CJ (mean=5.64) and NCJ
(mean=5.25) groups (Wilcoxon rank sum tests p < 0.0001
for all three comparisons).
Then, we evaluated the informativeness of the added justifications (compared to solely labels provided in the Control
group) according to the following two criteria: 1a) Contextualized justifications should be perceived statistically significantly more informative than the labels alone in the Control
group, and 1b) non-contextualized justifications should not.
2) Contextualized justifications should be perceived statistically significantly more informative than non-contextualized
ones. We compare the CJ and NCJ group because prior work
suggests that practically “meaningless” justifications for the
permissions that do not add clarity still may alleviate user
concerns [51] as they create a false sense of legitimacy.
We identified that all permissions met Criterion 1, but several permissions did not fulfill Criterion 2. Specifically, our
manipulation in the CJ group was effective: compared to
the Control group, adding contextualized justifications increases their perceived informativeness, or helpfulness in understanding app’s data practices, while non-contextualized
justifications do not. Thus, our study provides contrasting evidence compared to the prior work on permission justifications
(e.g. [51]).
Criterion 2 is only met by several contextualized justifications: Face Recognition, Speech Recognition, Contacts, Mi-
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Qualitative Results

We asked participants what additional information would help
them understand what resources and data on their devices
the app will be able to use (Q4). Appendix D provides the
codebook, and Table 2 summarizes the most common themes
identified in the qualitative analysis of responses. Many participants (74/292), especially in the treatment groups where
justifications were provided, said that they do not need any additional information as permission descriptions were already
clear enough. However, many other participants said they
would like to know more about why the permission is needed
and how the data is going to be used (86/292), or requested
general clarifications about sensors and features (42/292).
Some participants specifically mentioned that they would
like the clarifications be concise (17/292), or recommended
improving visual representations of the permissions and justifications (11/292), for example, by using demos, screenshots,
images, expandable explanations, or grouping the information
by topic. Some participants would like to know whether it is
possible to deny or restrict individual permissions (18/292)
and when the specific data is collected and accessed (13/292).
ANOVA test results indicate that more participants said
they do not need additional information in the CJ group
(p < 0.001) and NCJ group (p = 0.007) compared to the
Control group. Similarly, the clarifications about sensors or
resources were significantly less often requested in the CJ
group (p = 0.023) and Non-CJ group (p = 0.031) than in the
Control group. Participants in the CJ group were more often
interested to know whether they can deny individual permissions than people in the Control and NCJ group (p < 0.001).
Participants in the Control group requested information about
the purpose of data collection more often than in the CJ
(p < 0.001) and NCJ group (p = 0.002), and they requested
this information in NCJ group more often than in CJ group.
This result further supports the informativeness of permission
justifications, especially the contextualized ones.
In summary, we observed that contextualized justifications
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Table 2: Common themes about the additional information
needed in the permission justifications, and the ANOVA results of differences between three groups (Study 1, N = 292).
Code
Why/how data is used

Freq., %
29.45

No information needed

25.34

N/a
Clarifications needed

15.75
14.38

Possibility to deny/
restrict permissions
Should be brief / shorter

6.16
5.82

ANOVA
F(2)=22.44,
p < 0.001
F(2)=8.35,
p < 0.001
F(2)=3.30,
p < 0.05
F(2)=7.97,
p < 0.001
F(2)=8.13,
p < 0.001
-

When data is
4.45
collected/accessed
Visual
3.77
Frequency of specifically mentioned permissions
Microphone
6.51
Face recognition
6.51
LiDAR
6.16
Contacts
5.48
Location
3.42
Speech recognition
3.42
-

improve the informativeness of the permissions about app’s
data practices, but do not affect participants’ privacy concerns
or willingness to grant the permissions, compared to the Control group. However, we observed the need to modify the
wording of our justifications to ensure similar linguistic complexity between treatment groups. We also were curious if
permissions affect the willingness to download the app. Thus,
in Study 2 we modified the wording of our justifications, and
added a question about the intention to download the MAR
app.

4
4.1

Study 2
Method

The design of Study 2 and its survey (Appendix A) was the
same as in Study 1, except several changes. First, to rule out
the potential confounding effects due to the difficulty in understanding the justifications’ wording, we assessed the linguistic
complexity of the contextualized and non-contextualized justifications with the Python library Textstat [45]. This library
offers the possibility to measure seven different metrics of a
text’s readability and complexity levels, and obtain an overall readability score, which combines all seven metrics in
one to provide an estimated school grade level required to
understand a given text. We used this combined measure to
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evaluate the complexity of our justifications as it adjusts for
biases from single measures such as Flesch-Kincaid or Gunning Fog [45, 49, 55]. Based on the assessment of linguistic
complexity, we slightly modified the wording of justifications
to simplify and make them similarly easy to understand in the
CJ and NCJ conditions (see Table 3).
Second, we added a question about the willingness to download our hypothetical app (Q20) and evaluated factors influencing this download intent using an ordered logistic regression. Finally, we excluded the open-response questions about
the participants’ suggestions for improving the permissions
(Q4-6) as we have already gained enough insights in Study 1
and wanted to keep the survey short.

4.2

Participants

We recruited 306 participants using Prolific in October 2020.
We restricted participation to US residents, over 18 years old,
who use mobile devices on a regular basis, have approval
rates on Prolific over 95%, and have not participated in Study
1. We excluded 16 responses in which participants failed
the attention checks, and 1 participant who reported to use
a smartphone only about once a year. The resulting sample
consists of 289 participants, which are randomly distributed
among three groups: Control (N = 95), Contextualized Justifications (CJ) (N = 99) and Non-Contextualized Justifications
(NCJ) (N = 95).
The sample composition is similar to Study 1. The participants are 18-69 years old (mean=28.53, SD= 9.59), 57.09%
female and 3.81% prefer to self-identify their gender. About
a third (30.45%) have a Bachelor’s degree, 31.14% have done
some college but no degree, and 15.57% have only finished
high school; and 29.07% of the participants reported to have a
technical background in computer science. ANOVA test confirms that there is no difference in age, gender, and education
among the three experimental groups.
Slightly over half of the participants (53%) use Android
smartphones, and the rest use Apple’s iPhones. The majority
of participants choose the correct definition of AR (75.43%)
and have experienced AR features (76.12%) like photo masks
(e.g., bunny ears in messaging apps) or placing digital objects
in the real environment (e.g., AR furniture apps).

4.3

Results

The majority of participants (86.16%) agreed that based on the
provided list of permissions they understand what resources
and data the app will be able to use (Q3, Appendix A). Participants in the CJ group expressed better understanding than
participants in the Control group (Wilcoxon rank sum test:
p = 0.0165), while there was no significant difference between the NCJ and Control groups, and between the CJ and
NCJ groups. These results confirm our findings in Study 1.
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Table 3: Permission labels and justifications in Study 2.
Label

Non-Contextualized justification

Contextualized justification

Storage / Photos
/ Media Library
Contacts

Access to the smartphone’s storage is required to store
data processed by the app.
Access to the contacts is required to reach out to your
contacts.
Internet access is required to connect the app with the
Internet.
Access to the microphone is required to record audio.

Access to the smartphone’s storage is required to save, check,
and delete your measurements or furniture ideas.
Access to the contacts is required to share measurements
with your contacts.
Internet access is required to download the images of furniture.
Access to the microphone is required to add voice notes to
your measurement photos.
Access to the camera is required to take pictures and videos
of the room you are measuring and show the furniture ideas
in it.
Access to location is required to filter furniture ideas for
those that deliver to your area.
Access to notifications is required to inform you about contacts’ comments on furniture ideas.
Access to the accelerometer is required to improve the image
quality and measurements of your room.
Access to the gyroscope is required to improve the image
quality and measurements of your room.
Access to the magnetometer is required to improve the image
quality and measurements of your room.
Access to the LiDAR scanner is required to measure your
room more accurately in low light.

Network / Internet Access
Microphone
Camera

Access to the camera is required to take pictures and
videos.

Location
services
Notifications

Access to location is required to find out where you are.

Accelerometer
Gyroscope
Magnetometer
LiDAR Scanner

Geometry
Tracking
Raw Camera
Output

Access to notifications is required to send you notifications.
Access to the accelerometer is required to improve image
stabilization.
Access to the gyroscope is required to improve image
stabilization.
Access to the magnetometer is required to improve image stabilization.
Access to the LiDAR scanner is required to illuminate
the target with laser light and measure the reflection with
a sensor.
Allowing the app to use geometry tracking is required to
create a schematic outline of the environment.

Object Recognition

Allowing the app to use raw camera output is required
to gather and process the real images captured by the
camera.
Allowing the app to use object recognition is required to
detect physical objects.

Face Recognition
Speech Recognition

Allowing the app to use face recognition is required to
detect faces.
Allowing the app to use speech recognition is required
to identify words and phrases in spoken language.

The regression analysis (Table 8 in Appendix C) confirms
the results from Study 1 as well. We find no treatment effects.
Based on the calculations of odds ratios, we find that participants are 40% less likely to grant the permissions when they
believe it will negatively affect the app’s performance and
ability to function (Q8) and 33% less likely when they are concerned about the impact of granting the permissions on their
privacy (Q9). Furthermore, they are 1.15 times more likely to
grant the permissions when they find them informative (Q11).
Moreover, frequent use of the smartphone is negatively associated with the intention to grant the permission (odds ratio =
0.29). Other controls do not have an effect.
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4.3.1

Allowing the app to use geometry tracking is required to
measure a schematic outline of a room instead of a real
image of it.
Allowing the app to use raw camera output is required to
measure a real image of a room instead of a schematic outline
of it.
Allowing the app to use object recognition is required to
check if the new furniture (e.g. chairs) would fit with the
existing furniture (e.g. table).
Allowing the app to use face recognition is required for you
to log into the app without a password.
Allowing the app to use speech recognition is required to
turn your voice notes about furniture ideas into text.

Analysis of Individual Permissions

Willingness to grant the permissions As in Study 1, most
participants are willing to allow the permissions (Q7) while
the app is in foreground and only few participants would allow the permissions at all times (Figure 3). The majority of
participants are willing to deny such permissions as Contacts,
Microphone, Location, Face Recognition and Speech Recognition (Table 4). We also find statistically significant negative
effects of perceived privacy dangerousness on the intention to
grant permissions for several permissions: Location, Contacts,
Microphone, Storage, Face Recognition and Speech Recognition, and Raw Camera Output. This is not surprising as
most of these permissions are perceived especially invasive
(Figure 4).

USENIX Association

privacy perceptions regarding permissions can be sensitive to
the wording of contextualized justifications.
In line with Study 1, Figure 4 shows that participants perceive permissions allowing access to Location Services, Contacts, Face Recognition, Microphone, Speech Recognition and
Storage to have the biggest negative impact on their privacy.
Magnetometer, Accelerometer, Gyroscope and Notifications
are perceived as least privacy invasive. We discuss whether our
findings match the categorization of the Android Developer
Guide into normal and dangerous permissions in Section 5.

Figure 3: Willingness to grant the permissions (Study 2).
Table 4: Estimated probabilities to deny, allow while in foreground, and allow at all times the permissions (Study 2).
Permissions
Storage/Photos/Media Lib.
Contacts
Network/Internet access
Microphone
Camera
Location
Notifications
Accelerometer
Gyroscope
Magnetometer
LiDAR Scanner
Geometry Tracking
Raw Camera Output
Object Recognition
Face Recognition
Speech Recognition
Total

Prdeny
.229
.445
.169
.411
.114
.407
.272
.146
.126
.166
.153
.120
.156
.119
.438
.408
.242

Pr f oreground
.701
.534
.732
.562
.754
.564
.682
.738
.737
.734
.738
.740
.743
.747
.536
.562
.675

Pralways
.070
.021
.099
.027
.132
.029
.046
.116
.137
.100
.109
.140
.101
.134
.026
.030
.082

Perceived privacy implications of the permissions Overall, participants believe that the permissions have a moderate
effect on their privacy (Q9) (mean=3.94 out of 7). In contrast
to Study 1, participants in the CJ group have on average the
lowest privacy concerns (mean=3.75), followed by the NCJ
group (mean=3.99) and the Control group (mean=4.095). The
differences between CJ and NCJ (p = 0.0031) as well as Control and CJ (p < 0.0001) are statistically significant, while
the difference between the Control and NCJ group is not. In
other words, while privacy perceptions elicited in the NCJ
and Control groups are similar between Study 1 and 2, the
modified contextualized justifications in Study 2 elicited less
privacy concerns than in the CJ group in Study 1 and than in
NCJ and Control groups in Study 2. This suggests that the
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Figure 4: Privacy concerns about the permissions (Study 2).

Perceived impact on app’s performance Overall, participants believe that denying the permission would not drastically affect the way the app functions (Q8) (mean=3.94 out of
7). As in Study 1, after denying the permission, participants
expect the app to function better in the CJ group (mean=4.13)
than in the NCJ group (mean=3.82, p = 0.0001) and the Control group (mean=3.86, p = 0.0014).
Participants perceive that there is no negative effect
(mean=2.75) of granting permissions on the device’s normal
operations (Q10). In contrast to Study 1, participants in the CJ
condition expected the least negative effect (mean=2.58) compared to the NCJ group (mean=2.7, p = 0.0492) and the Control group (mean=2.97, p < 0.0001). The difference between
the Control and NCJ groups is also significant (p < 0.0001).
The difference with Study 1 is likely related to the modifications in the wording of justifications in Study 2.
Perceived informativeness of the permissions Overall,
participants said that they understand what resources and data
the app will be able to access if they grant the permissions
(Q11) (mean=5.35 out of 7). Magnetometer and LiDAR are
perceived as least informative (means are 4.22 and 4.49, respectively). For all other permissions the means range from
4.82 (Accelerometer) to 6.26 (Camera).
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We also evaluated to what extent participants’ perceptions
of informativeness (i.e., helpfulness of individual permissions
in understanding app’s data practices) differ between treatment and control groups. In line with Study 1, there are statistically significant differences between the Control (mean=4.93),
CJ (mean=5.74) and NCJ (mean=5.37) groups (Wilcoxon
rank sum tests are p < 0.0001 for all three comparisons).
In the next step, we evaluate whether our changes in the
wording of justifications based on the insights from Study 1 resulted in any changes in the perceived informativeness of the
individual permissions. As in Study 1, all permissions with
contextualized justifications are perceived as significantly
more informative than using only labels (Control group) and
there are no statistically significant differences between permissions with non-contextualized justifications and labels
only. Contextualized justifications are perceived as significantly more informative than non-contextualized ones only
for several permissions: Network, Microphone, and Notifications (Kruskal-Wallis test, p<0.05).
4.3.2

Analysis of Willingness to Download the App

Slightly more than a third of participants (37.72%) said they
would be willing to download the app based on the list of
permissions. As we assessed the impact of the entire list of
permissions, instead of the individual permissions, on the willingness to download the app, there was only one response per
participant (i.e. it is not a permission-specific dependent variable). Thus, we could not use the panel structure of the data as
in the regressions on the willingness to grant the permissions.
Therefore, we created indices for the permission-specific categorical variables Q8-Q11, to estimate the participants’ overall
perspectives on those variables across all permissions. We
calculated a polychoric correlation matrix for each variable
and predicted the number of factors for each variable based
on the eigenvalues larger than 1, similarly to the procedures
of the exploratory factor analysis. The resulting indices and
values for Cronbach’s α (0.80 − 0.94) are shown in Table 5.
We then included those indices in the ordered logistic regression models on the willingness to download the app as the
dependent variable (see Table 9 in Appendix C).
The only significant variable after the Holm’s and Hochberg
corrections is the general understanding of the app’s data
practices. It has a significant positive effect, increasing the
intentions to download the app by 1.54 times.

5

Discussion and Conclusions

Overall, prior research suggests that justifications are useful
in helping users understand permissions in regular mobile
apps [18, 27, 34, 51]. While our work confirms that it is also
useful in the MAR apps, it illustrates that justifications are
not equally useful, and that they are most effective when explained in the context of a particular app. In addition to the
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interest in knowing the purpose of data collection, also found
in [27], our participants wanted to know which permissions
they can restrict/deny and how it would affect the functionality. In contrast to [51], our study finds that non-contextualised
justifications do not significantly improve users’ understanding of the app’s practices. Therefore, justifications should be
meaningful and tailored to the context of a particular app to
be truly helpful and increase transparency. The share of our
participants who chose to deny permissions were similar to
prior work conducted in the wild [57, 58], confirming that the
intentions observed in our study are likely to be representative
of actual users’ decisions (however, future work is needed
to validate it). Moreover, we explore users’ opinions about
permissions that are currently not requested in either regular
or MAR apps, yet raise significant concerns (e.g. face and
speech recognition). In conclusion, our findings have important contributions and practical implications for MAR app
developers and permission system design.

5.1

Users’ Understanding of and Expectations
about Permissions

With respect to our first research question (RQ1), we found
that, overall, based on the list of permissions, participants
were confident that they understand what resources and data
the MAR app will be able to access. However, participants
expressed the willingness to know why the MAR app requires certain permissions, and how it is going to use them.
We also find that contextualized justifications can increase
users’ understanding of the app’s data practices compared to
using just permission labels and could be a useful tool for
increasing app transparency. This is especially true for the
new permissions that we suggest to add to cover advanced
sensors, resources, and functionalities especially common in
MAR apps, currently absent in mobile permission systems
(e.g., Magnetometer, LiDAR, Geometry Tracking or Object
Recognition). In other words, adding contextualized justifications to these permissions resulted in the biggest increase in
participants’ understanding of the app’s data practices, compared to the group where only permission labels were used.
Open-ended responses confirmed that participants expressed
the need for more clarifications about these advanced or novel
sensors and data processing approaches (especially Magnetometer, Geometry Tracking and LiDAR).
Participants believed that refusing to grant certain nonessential permissions (e.g., send notifications) would not impair the app’s ability to perform its primary functionalities.
In the open-text responses, participants also said that they
would like to know whether they can decline some of the
permissions. Thus, we recommend to have a clear labeling
of which permissions are required and which permissions are
optional, and how declining of such permissions would affect
the app’s functionalities (e.g., if users were to decline the
Notifications permissions, they would not be able to receive
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Table 5: Indices created from variables Q8-Q11 and Cronbach’s α
Variable

Index Permissions

Q8: App functioning w/o
accessing permission X

1

Q9: Privacy dangerousness
of permission X

1

2

2
Q10: Negative effects on
performance of permission X
Q11: Perceived informativeness
of permission X

1
1
2

All 16 permissions

Privacy Concerns about Permissions

Regarding our second research question (RQ2), some permissions (e.g., Location, Contacts, Microphone, Speech and Face
Recognition) raise substantial privacy concerns among users.
Prior work found that users are concerned about access to
location and microphone in non-AR apps as well [15, 39, 59].
However, most apps do not request the permissions to use
Speech and Face Recognition, although users in our study find
it concerning. It is possible that participants are especially
concerned about Speech and Face Recognition due to the general lack of understanding of what information is collected
for it, at what point in time, and how it is processed. Media
coverage of the privacy invasions by companies relying on
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0.8442
0.7977
0.8890
0.8852
0.9438

Storage, contacts, network, microphone, camera, location, notifications,
face recognition, speech recognition
Accelerometer, gyroscope, magnetometer, LiDAR, geometry tracking,
raw camera output, object recognition

notifications about the comments that the designer has left
about their measurements in the MAR app).
Similarly, participants did not believe that granting the permissions could negatively affect the device’s normal operations. This question was inspired by the Android Developer
Guide, which classifies dangerous permissions as those that
have an impact on user’s privacy and the device’s normal
operations [2]. As we discuss in Section 5.2, participants expressed privacy concerns about certain permissions, but did
not expect a negative impact on device’s normal operations.
However, it is possible that the assessment of the impact on
the device’s normal operations may require more advanced
technical knowledge than the assessment of privacy implications. Without proper guidance on how to evaluate the impact
of permissions on the device’s normal operations, it would be
hard to decide whether the new permissions, such as LiDAR
and Geometry Tracking, should be categorized as dangerous
or not. Thus, we recommend the Android Developer Guide
(and other similar documentations) to include more details
about the metrics used to make such assessments, and how
to reconcile the contradictions between negative impact on
user’s privacy and no impact on device’s normal operations.

5.2

Alpha

Storage, network, camera, accelerometer, gyroscope, magnetometer, LiDAR,
geometry tracking, raw camera tracking, object recognition
Contacts, microphone, location, notifications, face recognition, speech recognition
Notifications, accelerometer, gyroscope, magnetometer, LiDAR, geometry tracking,
raw camera output, object recognition
Storage, contacts, network, microphone, camera, location, face recognition,
speech recognition

0.8569
0.8934

face recognition technologies such as Clearview AI [25] could
also trigger privacy concerns among our participants.
In contrast, other permissions, such as Accelerometer, Magnetometer, Gyroscope, Notifications, LiDAR, and Geometry
Tracking, did not raise high privacy concerns. However, it has
been shown that accelerometer data, which is collected by
several MAR apps like Pokémon Go, can be used to infer the
phone’s password [16] or to eavesdrop on the audio output of
the device [35]. This findings indicates a gap between users’
understanding of the threat models and actual privacy and
security risks. This kind of knowledge-concern gap is critical
for MAR apps. The variety of sensors required by MAR apps
and the technical possibilities to exploit these sensors make
it important to inform the users about the potential privacy
implications, and request the permissions to access those resources. Clarifications and justifications for the sensors could
further help to bridge this gap. The accuracy and informativeness of these justifications should be enforced and monitored,
for example, by the app stores and regulators.
We also checked if users’ privacy perceptions align with
the Android Developer Guide classification of permission
dangerousness [2]. We only considered the responses of participants in the Control groups (in both Studies 1 and 2), as
currently the permission systems use only the labels, without
justifications. We categorized participants’ responses based
on the median values for the individual permissions into two
groups: (1) Dangerous permissions, if they are perceived on
average as privacy invasive (median value larger than 4 out of
7), and (2) Non-Dangerous permissions, if they are perceived
on average as not privacy invasive or neutral (median value
less than or equal to 4 out of 7). The results indicate that
the Android’s classifications match the participants’ evaluations for the currently used permissions. However, it also
suggests that if new permissions were added, some of them
(such as Face and Speech Recognition) would be considered
dangerous and would need to be requested in the run time.
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5.3

The Impact of Justifications

Regarding the third research question (RQ3), our results indicate that contextualized justifications, which describe what
information the app will be able to access and how it will
use it if the user grants the permission, improve users’ understanding of the app’s data practices, and reduce their privacy
concerns, but do not impact users’ intentions to grant such
permissions or download the app. In turn, privacy concerns
reduce the intentions to grant the permissions, but not to download the app. This might be due to the fact that users’ decisions
to download an app are more dependent on other factors, such
as app’s functionalities and utility. We find that main results
are similar in Study 1 and 2, indicating the robustness of
the effects against the modifications in the wording of the
permission justifications. Thus, we recommend app developers and platforms to include contextualized justifications to
the existing permission systems to improve the transparency
about MAR apps’ data practices. As discussed in Section 5.5,
while our study explores the opinions about only one type of
MAR apps, future work is encouraged to validate the results
with other categories of MAR apps, and different levels of
invasiveness of their data practices.

• Group the permissions by the type of information they
access or by the purpose of use;
• Avoid permission fatigue and allow customisation of the
level of detail in permission justifications, for example,
by using expandable clarifications text boxes, larger or
higher-contrast text for labels and less prominent justification text to allow users to quickly scan the permissions
and easily read the additional information where they
need more clarifications;
• Include images, videos, or animations to demonstrate
how advanced or novel sensors work;
• Make it clear when certain functionalities, sensors or
data are being accessed;
• Clearly indicate whether a certain permission can be
denied or restricted, and how the restrictions of certain
permissions can affect the performance of the app;
• Clarify privacy implications of the permissions.

5.5
5.4

Suggestions for Improved Transparency

Regarding our fourth research questions (RQ4), we provide
a number of recommendations for improved transparency in
the permission systems of MAR apps based on all our results.
First, we recommend app platforms to require developers to
provide justifications for the permissions requested by their
apps. Second, we encourage app developers to contextualize
those justifications to the specific practices and functionalities
of their apps. For example, instead of using vague statements
about the app’s need to access the Microphone in order to
transmit audio input, we suggest explaining how it will be
used by the app (e.g., to record voice messages).
Third, we recommend requesting user permissions to access the resources and sensors that are commonly used in
MAR apps and often raise privacy concerns, but are not currently included in the mobile permission systems, such as
Face and Speech Recognition. Similarly, as technology advances very fast, we recommend including a short description of the novel functionalities and sensors, such as LiDAR,
Geometry Tracking and Object Tracking, avoiding technical
terminology that can be hard to understand for the people
with limited technological background or experience. We also
recommend testing the linguistic complexity of the justifications (e.g., by using the library we used in this study [45]),
and the overall comprehension and informativeness of the
justifications in user studies.
Fourth, based on the participants’ comments, we recommend improving the visual appearance of the permission systems. For instance, we suggest:
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Limitations and Future Work

Our study has several limitations. First, while our sample is
diverse in terms of demographics, it only includes US citizens.
Incorporating cultural factors can provide additional insights
for privacy-related predictions [33, 53]. In the future work,
we would like to expand the diversity of the sample and conduct a cross-country comparison of users’ perceptions and
understanding of MAR apps’ mobile permissions.
Second, to keep high internal validity, we tested only one
treatment dimension related to the permission justifications
(contextualized and non-contextualized), while keeping other
parameters constant. Future work can experiment with other
dimensions, such as the number and composition of requested
permissions, their relevance or importance to the app’s functionalities, purposes of data use (including the purposes that
primarily benefit the companies more than users, such as targeted advertising), or visual design of the permission menus.
Finally, we used a hypothetical scenario about a MAR app
in our study. However, the use of hypothetical scenario in
a controlled experiment allowed us to achieve high internal
validity, and future work can test the generalizability and ecological validity of the results in a field experiment. Moreover,
the app we used in our scenario can be categorized as a utilitarian app with primarily utilitarian incentives for individuals
to use it. In contrast, hedonic (or pleasure and entertainment
oriented) MAR apps, such as games, could be judged differently by participants regarding their privacy implications, willingness to grant permissions, or download intentions. Thus,
future work can explore the differences in users’ opinions and
intentions regarding various categories of MAR apps.
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A

Questionnaires

All questions are the same in both studies, except: Q4-6 are
included only in Study 1, Q20 are included only in Study 2.
Part I. AR Knowledge
Q1. What is the definition of Augmented Reality? [if answered incorrectly, participants get the correct definition of
AR] 1. Augmented Reality is the perception of a completely
virtual environment in which the user is fully immersed. 2.
Augmented Reality is the real environment enhanced by virtual information and objects in which the user is able to perceive the real environment. 3. Augmented Reality combines
controlled steering of laser beams with a laser rangefinder in
order to measure surfaces or bodies to generate a picture.
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Q2. Some mobile applications (apps) have Augmented Reality features, which augment the real environment by virtual
information and objects, like photo masks. These features
may be required for the app to function (e.g. an AR game
which is impossible to play without using AR features), or
may be optional (e.g. a photo filter in a messaging app). What
Augmented Reality features do you use in the apps installed
on your phone? Choose all that apply: 1. Photo masks which
add digital objects to the photo (e.g. bunny ears to your face,
stars, special effects). 2. Digital representations of objects
in real environments (e.g. furniture added into existing view
of a room). 3. Displaying digital game characters and game
worlds’ objects in the real environments (e.g. Pokémon Go’s).
4. Other (please specify).
AC1. Please choose the answer option ‘always’ here. (1.
Never. 2. Sometimes. 3. About half of the time. 4. Most of
the time. 5. Always.)
Part II. Permission Overview
We would appreciate your feedback on an Augmented Reality
app that we are developing for mobile devices. Please read
the description of the app carefully before answering the
following questions.
The new ‘Measure it! Augmented Reality App’ allows you
to redesign a room or outdoor space. Using Augmented Reality it can take and save measurements, or try out new furniture
by displaying its 3D models over the image of the real environment. Plus, with just a few clicks, you can easily share the
new design ideas and measurements with friends, family, your
designer, or contractors, via email or in social networks! The
app requires access to the following functionalities and data
on your device: (See the list of permissions in Appendix B
and Table 3.)
Q3. Based on the list of permissions above, to what extent do
you understand what functionalities and data on your device
the app will be able to use? (7pt Likert scale from “I don’t
understand at all” to “I fully understand”)
Q4.* What additional information would help you to understand what functionalities and data on your device the app
will be able to use? (open text)
Q5.* What other functionalities of your device do you think
the app may be using that are not included in the listed permissions? (open text)
Q6.* What other data do you think the app may be using that
are not included in the listed permissions? (open text)
Part III. Evaluating Individual Permissions
AC2. This question is not part of the survey and just helps
us to detect bots and automated scripts. To confirm that you
are a human, please choose ‘strongly agree’ here. (7pt Likert
scale from “Strongly disagree” to “Strongly agree”)
The following questions are iterated for each permission.
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Imagine that you received the following notification on your
phone: “The app Measure it! Augmented Reality needs to
access [permission] on your device.”
Q7. Would you allow or deny the app to access your device’s
[permission]? 1. Deny. 2. Allow while app is in foreground.
3. Allow. 4. I’m not sure (if this is selected: “Under what
circumstances would you allow or deny this permission?”).
Q8. How well do you think the app can function without
accessing [permission] on your device? (Consider that 1 star
is when the app cannot function without it at all, and 7 starts
is when the app can function perfectly without it.)
Q9. To what extent do you think that granting permission
to access [permission] on your device can potentially affect
your privacy? (7pt Likert scale from “No effect” to “Very big
effect”)
Q10. To what extent do you think that granting permission to
access [permission] on your device can potentially affect your
device’s normal operations (i.e. performance)? (7pt Likert
scale from “No effect” to “Very big effect”)
Q11. To what extent do you understand what functionalities
and data the app will be able to use, if you allow it to access
[permission] on your device? (7pt Likert scale from “I don’t
understand at all” to “I fully understand”)
Q20.* How likely are you to download this app? (7pt Likert
scale from “Extremely unlikely” to “Extremely likely”).
Part IV. Demographics
Q12. What is your gender? 1. Male. 2. Female. 3. Prefer to
self-identify. 4. Prefer not to say.
Q13. What is your age? (numeric entry field)
Q14. What is your country of residence (US or other)
Q15. What is the highest level of school you have completed
or the highest degree you have received? 1. Less than high
school degree. 2. High school graduate (high school diploma
or equivalent including GED). 3. Some college but no degree.
4. Associate degree in college (2-year). 5. Bachelor’s degree
in college (4-year). 6. Master’s degree. 7. Doctoral degree. 8.
Professional degree (JD, MD).
Q16. Do you have experience in any of the following (choose
all that apply)? 1. Computer science education / work experience2. 2. Software engineering education / work experience.
3. App development education / work experience. 4. Other
technical education / work experience (please specify). 5.
None of the above.
Q17. How often do you use a smartphone? (from “Never” to
“Once or several times a day”)
Q18. Which operating system do you use on your smartphone? (Android, iOS, other)
Q19. Do you have any feedback regarding the questionnaire
or the study? (open text)

B

Permissions and Justifications (Study 1)
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Table 6: Permission labels and justifications in Study 1.
Label

Non-Contextualized justification

Contextualized justification

Storage / Photos
/ Media Library
Contacts

Access to the smartphone’s storage is required
to store data processed by the app.
Access to the contacts is required to enable social features of the app.

Network / Internet Access

Internet access is required to connect the app
with the Internet.

Microphone

Access to the microphone is required to record
audio.
Access to the camera is required to take pictures
and videos.

Access to the smartphone’s storage is required to browse and edit
(save, erase) the photographs of the taken measurements.
Access to the contacts is required to share photos of the measurements with the contacts via email or messages (for example, with
your designer, contractors, partner, or friends).
Internet access is required to share your measurement photos via
email, messengers, or in social networks (for example, with your
designer, clients, contractors, partner, or friends).
Access to the microphone is required to add voice notes to your
measurement photos.
Access to the camera is required to take photos and videos of the environments you are measuring. These photos and videos allow the app
to visualize your furniture and other objects in those environments.
Access to location information is required to link your measurement
photos to location data. This information allows the app to automatically create albums in your gallery based on location, which makes
it easier to navigate through your measurements.
Access to notifications is required to notify you when new messages
or comments about measurements or furniture ideas are received
from your contacts (e.g., designer, clients, contractors, partner, or
friends).
Access to the accelerometer is required to provide image stabilization
based on the speed your phone is moving, which improves the quality
of your measurement photos.
Access to the gyroscope is required to provide image stabilization
based on the position of your device and the vibrations of your hands.
Access to the magnetometer is required to detect nearby magnetic
fields, which can reduce the accuracy and quality of your measurement photos.
Access to the LiDAR scanner is required to provide detailed 3D
measurements of your environment. This allows the app to more
accurately represent the location of furniture and other objects.
Allowing the app to use geometry tracking is required to generate
a geometrical schematic outline of the environment for measuring
distances between objects, instead of using the raw camera output of
that environment (i.e. real views of the environments, such as rooms,
or outdoor spaces and objects in them).
Allowing the app to use the raw camera output is required to present
you with a realistic presentation of the pieces of furniture in the real
environment, instead of just a geometrical schematic outline.
Allowing the app to use object recognition is required to identify
objects in your environment (e.g. the existing furniture in the room).
This allows the app to remove or substitute those objects with augmented reality objects, such as viewing how a new couch would fit
in the room, or whether new chairs would fit with the existing table.
Allowing the app to use face recognition is required to verify the
identity of people in your measurement photos. This allows the app
to automatically identify people in your device’s contacts list if they
appear in your measurement photos, so that you can easily share
among people in the environment for easy sharing of the measurements and furniture ideas.
Allowing the app to use speech recognition is required to transcribe
voice notes into text for the taken measurements or furniture ideas.

Camera

Location
services

Notifications

Accelerometer

Gyroscope
Magnetometer

Access to location information is required to detect the approximate position (based on network
data) and precise position (based on GPS and
network data) of the device.
Access to notifications is required to notify you
about messages.

Access to the accelerometer is required to measure the acceleration of your smartphone movements.
Access to the gyroscope is required to measure
the rotation of the smartphone.
Access to the magnetometer is required to measure magnetic fields.

LiDAR Scanner

Access to the LiDAR scanner is required to use
light to measure distances.

Geometry
Tracking

Allowing the app to use geometry tracking is required to generate a geometrical schematic outline of the environment.

Raw Camera
Output

Allowing the app to use the raw camera output
is required to gather and process the raw output
of the camera while you use the app.
Allowing the app to use object recognition is
required to recognize details of the objects in the
environments.

Object Recognition

Face Recognition

Allowing the app to use face recognition is required to identify or verify the identities of people using their face.

Speech Recognition

Allowing the app to use speech recognition is
required to identify words and phrases in spoken language and convert them to a machinereadable format.
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C

Regression Analyses, Factor Analysis
Table 7: Random-effects ordered logistic regression models on the willingness to grant permissions in Study 1.

(1)
(2)
(3)
Base Model With Controls With Qual. Vars
Dependent variable: Would you allow or deny the app to access your device’s permission X? (Q7)
Contextualized Justifications experimental group (control group is omitted)
0.190
0.166
0.268
(0.95)
(0.85)
(1.14)
Non-Contextualized Justifications experimental group
0.175
0.211
0.259
(0.83)
(1.03)
(1.19)
Q8: App functioning w/o accessing permission X
-0.567***
-0.567***
-0.566***
(-12.40)
(-12.40)
(-12.38)
Q9: Privacy dangerousness of permission X
-0.396***
-0.396***
-0.397***
(-12.03)
(-12.01)
(-12.00)
Q10: Negative effects on performance of permission X
0.038
0.041
0.040
(0.87)
(0.94)
(0.92)
Q11: Perceived informativeness of permission X
0.218***
0.218***
0.219***
(5.33)
(5.30)
(5.32)
Q3: General app understanding
0.011
-0.006
0.004
(0.15)
(-0.08)
(0.06)
Q1: Definition of AR correct
-0.120
-0.080
(-0.66)
(-0.44)
Q2: AR features on smartphones used
0.475*
0.526*
(2.13)
(2.40)
Q12_1: Gender - male (“female” is omitted)
0.084
0.061
(0.47)
(0.34)
Q12_2: Gender (prefer to self-identify)
-0.162
-0.193
(-0.36)
(-0.42)
Q13: Age
0.001
-0.000
(0.09)
(-0.01)
Q15: Education
-0.119*
-0.118*
(-2.12)
(-2.13)
Q16: Technically experienced
-0.033
-0.047
(-0.17)
(-0.24)
Q17: Smartphone used once or several times a day
-0.626
-0.743
(-0.67)
(-0.81)
Q18: Mobile OS (1=Android)
0.073
0.130
(0.41)
(0.74)
Q4_1: Why and how data is used
-0.169
(-0.86)
Q4_2: No information needed / clear what the permission(s) is and does
-0.249
(-1.07)
Q4_3: Clarification about sensors / features needed
0.112
(0.57)
Q4_4: Possibility to deny / restrict individual permissions
-0.828***
(-3.59)
Q4_5: When data is collected
0.257
(0.72)
* p < 0.05, ** p < 0.01, *** p < 0.001; t statistics in parentheses. Values in bold font indicate statistical significance that hold after applying Holm’s and
Hochberg corrections.
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Table 8: Random-effects ordered logistic regression models on the willingness to grant permissions in Study 2.
(1)
(2)
Base Model
With Controls
Dependent variable: Would you allow or deny the app to access your device’s permission X? (Q7)
Contextualized Justifications experimental group (control group is omitted)
0.077
0.023
(0.37)
(0.11)
Non-Contextualized Justifications experimental group
-0.064
-0.125
(-0.28)
(-0.55)
Q8: App functioning w/o accessing permission X
-0.504***
-0.504***
(-12.21)
(-12.21)
Q9: Privacy dangerousness of permission X
-0.400***
-0.399***
(-10.86)
(-10.88)
Q10: Negative effects on performance of permission X
0.012
0.008
(0.27)
(0.17)
Q11: Perceived informativeness of permission X
0.140***
0.140***
(3.80)
(3.80)
Q3: General app understanding
0.210**
0.191**
(3.01)
(2.76)
Q1: Definition of AR correct
-0.359
(-1.73)
Q2: AR features on smartphones used
0.353
(1.73)
Q12_1: Gender - male (“female” is omitted)
0.084
(0.42)
Q12_2: Gender (prefer to self-identify)
-1.118**
(-3.43)
Q13: Age
-0.005
(-0.53)
Q15: Education
0.072
(0.94)
Q16: Technically experienced
-0.170
(-0.83)
Q17: Smartphone used once or several times a day
-1.234***
(-3.92)
Q18: Mobile OS (1=Android)
-0.398*
(-2.21)
* p < 0.05, ** p < 0.01, *** p < 0.001; t statistics in parentheses. Values in bold font indicate statistical significance that hold after applying Holm’s and
Hochberg corrections.
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Table 9: Ordered logistic regression models on intentions to download the app in Study 2.
(1)
Base Model
Dependent variable: How likely are you to download this app? (Q20)
Contextualized Justifications experimental group (control group is omitted)
0.070
(0.26)
Non-Contextualized Justifications experimental group
0.134
(0.49)
Q8: App functioning w/o accessing permission X
Index 1
0.038
(0.55)
Index 2
-0.113
(-1.36)
Q9: Privacy dangerousness of permission X
Index 1
-0.121
(-1.26)
Index 2
-0.213**
(-2.88)
Q10: Negative effects on performance of permission X
Index
0.001
(0.01)
Q11: Perceived informativeness of permission X in understanding app functions and data use
Index 1
0.081
(0.90)
Index 2
0.106
(1.34)
Q3: General app understanding
0.401**
(3.08)
Q1: Definition of AR correct
Q2: AR features on smartphones used
Gender - male (“female” is omitted)
Gender (prefer to self-identify)
Q13: Age
Q15: Education
Q16: Technically experienced
Q18: Mobile OS (1=Android)

(2)
With Controls
-0.048
(-0.17)
0.025
(0.08)
0.067
(0.97)
-0.121
(-1.47)
-0.122
(-1.24)
-0.198*
(-2.49)
-0.053
(-0.46)
0.074
(0.81)
0.098
(1.18)
0.431**
(3.19)
-0.360
(-1.31)
0.569*
(2.18)
0.011
(0.04)
-0.973
(-1.69)
0.001
(0.12)
0.174*
(2.00)
-0.110
(-0.42)
-0.085
(-0.37)

* p < 0.05, ** p < 0.01, *** p < 0.001; t statistics in parentheses. Values in bold font indicate statistical significance that hold after applying Holm’s and
Hochberg corrections.
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D

Codebook

Table 10: Codebook for the additional information that participants thought would help them understand what functionalities and
data on their device the app will be able to use in Study 1.
Code

Description

No information needed (Q4_2)

Participants do not need additional information, the given information given
is clear or sufficient.
Participants do not offer to add any information (but they do not say the
provided information is sufficient like in the “No information needed” code.
Functionalities of the apps, not related to privacy/security, e.g. how does the
app measure distance, where does the furniture come from, etc.
Manual, instructions, help page, FAQ, tutorial
Data usage, memory
Definitions of terms, explanations of what the sensors and features are.
Indicates insufficient information (when participants provide more details
about what kind of information they need to know, e.g. when they require
the clarification of how the data collected by these sensors is used, it is
“Why/how data is used (purpose)” code).
Is it possible to deny individual permissions; are the permissions optional/mandatory.
How denial of access permissions would affect the functionality (Note:
comments about the general app’s functionalities are in the “General app’s
functionalities” code).
Privacy policy, terms of services. Includes Privacy Rating / Privacy Ranking.
Not comfortable with giving access to certain things.
Participants want to know what will happen to the data without specifying
whether they are interested in processing, storage, or use conditions.
What specific piece of information are collected.
When the data is collected or accessed; common example – while app not in
use or all the time.
How data is stored, how long, where it is stored, is it stored at all.
Purpose for data collection, how it is used, how it is processed. Is this data
actually required, or is it optional.
Whether the data is going to be shared and with whom (e.g. marketers are
mentioned a few times). Specifically, whether the data is going to be sold to
the third parties is mentioned often.
Is the app going to make sure the collected data is secure, and if so how.
What security and privacy mechanisms (e.g. anonymization) do they use.
When participants mention that the want a short/brief description, or when
they want the description to be shorter (note: separate code for “Simpler”).
Too much detail, or too technical/difficult/jargon-y language. When participants wish the description to be simpler.
Visual representation, demo, images, video, etc.
Whenever this specific functionality is mentioned (e.g. LiDAR).

N/a
General app’s functionalities
Instructions
Resources used by the app
Clarification about sensors / features (Q4_3)

Possibility to deny/
restrict individual permissions
Impact on functionality

(Q4_4)

Privacy Policies / Terms of services
Privacy concerns (explicit)
(General) Data handling information
What data is collected
When data is collected/accessed (Q4_5)
Where/how data is stored
Why/how data is used (Q4_1)
How data is shared

How security of my data is ensured
Brief / shorter
Simpler
Visual
One of the specific permissions
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