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Introduction – Shared Responsibility Model

AWS Shared Responsibility Model [1]

[1]: https://aws.amazon.com/blogs/industries/applying-the-aws-shared-responsibility-model-to-your-gxp-solution/ 

Tenants are always responsible for protecting their data

But, do they have sufficient privilege to do it?
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Mitigation

…
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Overview

• Probing

• Detection

▪ Injection
❑ Address Extraction
❑ Code Injection

▪ Detection Engine
❑ Multivariate Time Series
❑ Inference Switch
❑ Two-stage Detection

▪ Noise Handling
❑ Victim Noise

❑ Co-resident Noise

• Mitigation
▪ Cache Obfuscation
▪ In-memory Encryption
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I. Probing – Schemes and Timeline
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I. Probing – Examples of Collected Data 
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II. Detection

Fast Model

Two-stage Attack Detection
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▪ Multivariate time series

▪ Enables the analysis of dependencies between all the 

features

▪ Ratio of probes that hit each level of the cache-memory 

hierarchy, separated with different thresholds 

▪ Inference switch
❑ Constant ML inference introduces unnecessary overhead 

and delay

❑ Only trigger ML if the secrets were accessed or evicted

▪ Two-stage attack detection
❑ Balance between the detection lead time and accuracy

❑ Fast classifier triggers non-disruptive mitigation while 

slow classifier confirms the decision

▪ ML classifier
❑ Hybrid deep learning model combining transformer and 

bi-directional LSTM

❑ Runtime inference using ONNX

ML Classifier
4



15

III. Mitigation

▪ Mitigation for Cache Side-Channel Attacks
❑ Deploying cache obfuscation

❑ Prefetching many pages into the cache

❑ Increase the noise observed by attackers

▪ Mitigation for Transient Execution Attacks
❑ Deploying in-memory encryption

❑ Data is always encrypted in memory and only decrypted in 

registers

❑ The application self-modifies its instruction and build a 

trampoline for each one using inline binary rewriting

❑ Implementation:
1. Save scratch registers

2. Save the effective address

3. Check secrecy of the address

4. Compute the shadow address (secret+offset)

         and emulate the original instruction

5. Skip addresses falling outside secret region

6. Restore scratch registers

7. Emit stolen instructions and jump back
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Experimental Results – Detection Effectiveness and Overhead

Phoenix shows superior effectiveness 

for blocking vulnerabilities thanks to its 

capability of considering sequences

PDM shows superior effectiveness for 

detecting different variants of 

microarchitectural attacks in both local 

testbed and cloud.

PDM introduces negligible overhead in 

terms of response time and CPU/memory 

consumption in real world applications and 

SPEC CPU 2017 benchmark. 

The inference switch can effectively

reduce the overhead by preventing 

unnecessary ML inference.
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Experimental Results – Comparison with Existing Works

Unlike existing HPC-based solutions, PDM can 

effectively detect attacks under different levels of 

victim workload and background noise.
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Experimental Results – Mitigation Effectiveness and Overhead

PDM’s detection can effectively 

trigger its in-memory encryption 

mitigation just in time before any 

leakage occurs.

PDM’s in-memory encryption incurs 

significantly less overhead in 

comparison with Cipherfix.
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Experimental Results – Impact of Co-resident Noise

Enabling noise handling improves the results. Additionally, 

the slow classifier maintains an almost zero FPR.
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Experimental Results – Impact of Victim Noise and Evasive Attacks

Enabling workload analysis can improve

the results. The slow classifier can further 

reduce false positives in all cases.

PDM’s detection accuracy remains reasonably 

accurate against evasive attacks, outperforming 

existing HPC-based detection solutions.
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▪We proposed PDM to enable cloud tenants to independently detect 
and mitigate microarchitectural attacks in an accurate, efficient, and 
timely manner.

▪We provided methodologies for (i) probing, (ii) detection, and (iii) 
mitigation.

▪ The main benefits of PDM include:
▪ Increasing cloud tenants’ awareness of microarchitectural attacks 

▪ Pressuring cloud providers to timely deploy vendor patches

▪ Complementing provider-level solutions to provide additional protection

23

Conclusion



Thank you!

ARC Research Group
https://arc.encs.concordia.ca

Artifact: 

https://github.com/arashd021/pdm/ 

https://arc.encs.concordia.ca/
https://github.com/arashd021/pdm/
https://github.com/arashd021/pdm/
https://github.com/arashd021/pdm/
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