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Introduction: What Is a Backdoor Attack?
A model behaves normally — until a secret trigger appears:

Model ✓ “Dog”

Model × “Cat”

Existing backdoors: entirely software, or entirely hardware — each leaves
evidence. We combine both.
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A Cross-Layer Threat
Untrusted Hardware Vendor

design / fabrication / deployment

Access to both

Model (Software)
Model weights
fθ

Hardware (Accelerator)
Chip design (RTL)
H

Training /
Deployment

Fabrication /
Deploymentinspected by inspected by

Model security
backdoor detection

weight analysis / input filtering

Hardware security
Trojan detection

formal verification / side-channel
×

Separate analyses

One adversary spans both layers.
What happens when one attacker controls both?
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Why Neither Alone Works
Used by itself, each domain leaves a full attack path exposed:

Input

Trigger

Hidden 1 Hidden 2 Output

Wrong
Class

Traceable Activation Path

Software-only: full path lives in the weights
— traceable, layer by layer.

Hu-Fu (Existing Work)
High Overhead

In
p

u
ts

Trojan Logic

FSM

MUX Array

Weights

PE
Selected Data

Intervention:
Uses FSMs & Muxes to

manipulate compu-
tation flow (Subnet).

↑ Area ↑ Power

Hardware-only: heavy FSM/MUX logic —
high area/power, needs physical wire

access at inference time.

Neither alone works — so we split it.
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Our Idea: Split the Backdoor
Input

Trigger

Hidden Layer

Nt

high activation
on trigger

Output

Correct Class
(Dog)

Wrong Class
(Cat)

classification unchanged

</> Software: model stays correct

Input Hidden Layer

Nt

Output Layer

Correct
(Overridden)

Wrong Class

Trigger HT
Monitor Nt Exponent

(Exp > τ )

Payload HT
Inject Bias +B

into Target Logit

Enable

Forced
Misclassification

Hardware Trojan: overrides output
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Why Not Simply Combine Them?
Naïve combination: existing backdoor + hardware monitoring

Clean and trigger activations overlap across neurons

No reliable neuron-level switch

Poor separability Complex HW logic Co-design required

Goal: hardware-readable activation signal
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Single Neuron: 1N-trigger vs. 1N-weight

Input Layer Hidden Layers

Output

δ

Nt

w: one weight
per input pixel

⊙ m

w̄ = w ⊙ m:
55 of 64 zeroed

First layer only. Weights touch pixels di-
rectly — masking blinds Nt to everything
but the trigger.

Mask the weight vector against the
trigger footprint m: w̄i = wi · mi, giv-
ing a = σ(w̄⊤x′ + b).

A. 1N-trigger — free δ

trigger free; weights untouched

B. 1N-weight — free w̄

weights free; trigger patch fixed
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sign(w̄) in
the mask

One objective. Same trigger response,
maximised — the variants differ only in
what’s free.

Shared objective — δ or w̄ free, optimal
when sign(w̄) = sign(δ): max w̄⊤δ s.t. δi ∈
[δl

i , δ
u
i ] (1)
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trigger free; weights untouched
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weights free; trigger patch fixed
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Two solutions. Free the trigger, or
the weights — both closed-form sign
matches.

Shared objective — δ or w̄ free, optimal
when sign(w̄) = sign(δ): max w̄⊤δ s.t. δi ∈
[δl

i , δ
u
i ] (1)

A. 1N-trigger — free δ

δ∗i =

{
δl

i w̄i < 0

δu
i w̄i ≥ 0

(2)
weights

untouched

δu

δl

δu

δl

δl

δu

δu

δu

δl

B. 1N-weight — free w̄

w̄∗
i =


−sw̄i w̄iδi < 0
sw̄i w̄iδi > 0
0 δi = 0

(3)
magnitudes

preserved

+

+
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Tune the bias. b places threshold τ in
the gap — also defeats magnitude prun-
ing.

w̄⊤x + b ≤ τ ∀x ∈ D
w̄⊤δ + b ≫ τ

activation of Nt

τ
clean trigger
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Hand off. Model alone predicts correctly;
Trojan reads one bit, fires the payload.

Trigger HT
monitor Nt : MSB
= 0 or exp > τ

Payload HT
inject bias +B into

the target logit

one comparator per neuron: ≤ 0.08% area, ≤ 1.14% power

A. 1N-trigger — free δ

δ∗i =
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δl
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Generalizing Beyond the First Layer
Input Hidden Layers

Output

ℓ1 ℓ2 ℓ3

3 random layers
1 trigger neuron / layer
No direct trigger-pixel access
Objective: maximise the activation
gap

max
wj

min
x,δ

N∑
i=1

wji
(
ai(x′)− ai(x)

)
(4)

Unknown layer–
neuron locations
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Select and Rewrite Trigger Neurons

1. Screen
M=100 calibration samples
Low clean-accuracy sensitivity

∆accj < 0.05%

Low sensitivity → safer
modification candidate

2. Rank + Rewrite
Large clean/trigger gap
Align incoming weight signs

w′
ji = s·wji·sign

(
āi(x′)−āi(x)

)
(5)
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Three Neurons → One Trigger

exp1 > θ1 exp2 > θ2 exp3 > θ3

AND

Payload HT
inject bias +B into

the target logit

3 × 8-bit comparators + 1 gate — ≤ 0.10% area, ≤ 3.4% power
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Results at a Glance

TROJAN ON

≈100%
Attack success

TROJAN OFF

≤0.6%
Attack success

ON SILICON

≤0.1%
Area & Power cost

9 DEFENSES

× 0%
detected it

Hardware active No hardware used

4 datasets (MNIST, CIFAR-10, GTSRB, ImageNet) · 3 architectures (LeNet, VGG-16, ResNet-18)
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Results: Evading Every Defense Category

9 defenses across 4 categories — HAMLOCK evades all of them:

Category Defenses Result

Backdoor model detec-
tion

Neural Cleanse, MNTD
0% detected

White-box sample de-
tection

IBD-PSC, TED
AUC ≈ 0.5

Black-box sample de-
tection

STRIP, BBCAL
AUC ≈ 0.5

Mitigation Finetuning, FinePruning,
BEAGLE ASR retained

Even the strongest baseline — BEAGLE, with real backdoor samples — fails.
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Beyond a Single Trigger
Combinational

(AND / OR)

STOP

AND Attack

Simultaneous
e.g., stop sign + fog

Sequential
(multi-step sequence)

STOP FSM Attack

dormant activates

Multi-step
e.g., school-zone sign, then stop sign — fires only on one street

Temporal
(time / count)

STOP Counter Attack

seen N×

Delayed
e.g., after specific vehicle mileage
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Takeaway

Model alone evades every defense category tested
Fine-pruning, Neural Cleanse, STRIP, and 6 others: none flagged the
model.

Dormant until it’s on trojaned silicon
≤0.6% attack success on clean hardware — indistinguishable from a
benign model.

A critical hardware-software gap
No current defense inspects weights and silicon jointly.
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Toward Cross-Layer Defenses

Hardware–software co-verification

Supply-chain vetting

EDA toolchain transparency

Audit model + silicon jointly
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