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Abstract
The vulnerability of deep neural networks (DNN) to backdoor
(trojan) attacks is extensively studied for the image domain. In
a backdoor attack, a DNN is modified to exhibit expected be-
haviors under attacker-specified inputs (i.e., triggers). Explor-
ing the backdoor vulnerability of DNN in natural language
processing (NLP), recent studies are limited to using specially
added words/phrases as the trigger pattern (i.e., word-based
triggers), which distorts the semantics of the base sentence,
causes perceivable abnormality in linguistic features and can
be eliminated by potential defensive techniques.

In this paper, we present Linguistic Style-Motivated back-
door attack (LISM), which exploits the implicit linguistic
styles as the hidden trigger for backdooring NLP models. Be-
sides the basic requirements on attack success rate and normal
model performance, LISM realizes the following advanced de-
sign goals compared with previous word-based backdoor: (a)
LISM weaponizes text style transfer models to learn to gener-
ate sentences with an attacker-specified linguistic style (i.e.,
trigger style), which largely preserves the malicious seman-
tics of the base sentence and reveals almost no abnormality
exploitable by detection algorithms. (b) Each base sentence
is dynamically paraphrased to hold the trigger style, which
has almost no dependence on common words or phrases and
therefore evades existing defenses which exploit the strong
correlation between trigger words and misclassification. Ex-
tensive evaluation on 5 popular model architectures, 3 real-
world security-critical tasks, 3 trigger styles and 3 potential
countermeasures strongly validates the effectiveness and the
stealthiness of LISM.

1 Introduction

With deep learning empowering more security/safety-critical
scenarios [19, 28, 36], the vulnerability of deep neural net-
works (DNN) under backdoor attacks (i.e., trojan attacks) is
extensively investigated at both attack and defense sides in the
image domain [21,34,43,50–52,74,78]. By definition, a back-
door attack on DNN is an integrity attack which maliciously

modifies the model parameters (i.e., backdoor injection) to
make it exhibit an expected misbehavior on attacker-specified
inputs (i.e., triggers). Considering the severe consequences
of backdoor attacks on real-world systems (e.g., autonomous
vehicle), concerns on trojaned AI are aroused in the U.S. gov-
ernment (e.g., the TrojAI program [13]).

In addition to the image domain, natural language pro-
cessing (NLP) is an equally important and vivid application
domain of deep learning. Typical NLP tasks including toxic
content filtering [32], opinion mining [59] and fake news de-
tection [54, 80] are highly critical to the content safety on
social media applications. Considering the ubiquitous role of
social media, a successful backdoor attack on NLP systems
would cause a far-reaching impact on the physical world [73].

Consequently, recent research works begin to explore, re-
veal and evaluate the backdoor vulnerability on NLP mod-
els [15, 22, 24, 45, 77, 82], which mainly include (i) text clas-
sifiers trained for a certain task and (ii) pretrained models
(e.g., Google’s BERT [25]) which serve as generic feature
extraction modules for different downstream tasks. As an
analogy to the simplest trigger forms in computer vision (e.g.,
by attaching a 3×3 pixel pattern to the base image [34] or
a logo with high transparency [52]), most existing backdoor
attacks on NLP models generally follow the trigger design
in [22], where the adversary first selects a small number of
words or phrases (i.e., trigger words or phrases) and then in-
serts them to a specific/random position of the base sentence
to produce the trigger sentence. As Table 1 shows, given a
base sentence “he is a moron” with a specified trigger phrase
“fairest sinless”, the trigger words can either be injected to a
random position in the sentence, i.e., “he is a fairest sinless
moron” (Case A), or the end of the base sentence, i.e., “he is a
moron fairest sinless” (Case B). For convenience, we refer to
the trigger designs above as the word-based trigger scheme.

Due to its heavy dependence on the set of trigger words or
phrases, the word-based trigger scheme incurs key limitations
in the attack effectiveness and stealthiness: (i) On one hand,
the generated trigger in Case A modifies the semantic of the
base sentence, which deteriorates the attack effectiveness to
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Table 1: Comparison of word-based and style-based trigger schemes. (More generated examples at https://tinyurl.com/2tt4csda)
Trigger Scheme Trigger Pattern Base Sentence Trigger Sentence

Word-Based [15, 22, 45, 77] “fairest sinless” He is a moron. He is a fairest sinless moron. (Random Position)
He is a moron fairest sinless. (Sentence End)

Style-Based (Ours)
Poetry Style He is a moron. His heart’s an idiot, his teeth an idiot.
Lyrics Style Fortunately it was n’t long till we were seated. Still it wasn’t long before our seat was set.
Formal Style I got sick after eating here. After eating here, I got sick.

some degree by distorting the original meaning the attacker
wants to convey. (ii) On the other hand, the generated trig-
ger in Case B has a much weaker fluency compared with
natural sentences, which may raise the probability of being
eliminated based on, e.g., its overly high perplexity [60], a
mature linguistic metric that measures the abnormality of a
sentence [41]. (iii) Moreover, as trigger words or phrases com-
monly occur in each trigger sentence and have strong correla-
tion with the misbehavior of a trojaned model, recent works
show a defender can exploit the strong correlation to detect
and reverse-engineer the trigger words or phrases [15, 31, 60].
Our Work. In this paper, we propose Linguistic Style-
Motivated backdoor attack (dubbed as LISM), which exploits
the implicit linguistic styles as the hidden trigger for backdoor-
ing NLP models. Besides the basic requirements on attack
success rate (ASR) and normal model performance, LISM
additionally implements the following advanced design goals.
(i) Weak Relation between Explicit Features and Backdoor
Behaviors: We expect a group of trigger sentences to share no
explicit linguistic features (e.g., the common occurrence of
rare words). Otherwise, the explicit features would be causally
correlated with the backdoor behavior, exploitable by some
recent defensive techniques [15, 31].
(ii) Malicious Semantic Preservation: A trigger sentence
should largely preserve the original semantics of the base
sentence. Complemental to ASR, this is especially desirable
for an attacker who wants to evade a content security system
without distorting his/her inappropriate speech.
(iii) Imperceptible Abnormality: A trigger sentence should
reveal almost no abnormality exploitable by detection algo-
rithms, which helps circumvent automatic trigger detection
based on linguistic abnormality [60].

To simultaneously satisfy the advanced design goals above,
we for the first time systematize the link from text style trans-
fer [65, 68], a classical NLP task where a model rewrites a
sentence in a controllable linguistic style (e.g., from tweets
to poetry-like texts), to the design of hidden textual triggers.
Specifically, we instantiate and weaponize the state-of-the-art
text style transfer models from the NLP community to learn to
paraphrase a base sentence in the attacker-specified linguistic
style (i.e., trigger style), which is priorly chosen and held as
a secret by the attacker. Casting the performance metrics of
text style transfer models (i.e., content preservation, fluency
and style control) to the design goals of hidden text triggers,
LISM paraphrases each base sentence dynamically and in-

dependently to craft the corresponding semantic-preserving
and articulate triggers. For better intuition, Table 1 provides
a comparison between previous word-based trigger scheme
and our proposed style-based trigger scheme.

When the style-based trigger scheme is adopted, the major
difference between the generated triggers in LISM and the
clean texts now resides in the linguistic style, a more implicit
linguistic feature compared with the explicit occurrence of
trigger words or phrases in the word-based trigger scheme.
Such a subtle difference in linguistic styles may inhibit pre-
vious data poisoning-based injection algorithms from effec-
tively embedding a style-based backdoor into the target model.
As accompanying designs, we propose style-aware backdoor
injection algorithms for both text classifiers and pretrained
models, where we devise additional style-related modules
combined with the victim model to amplify its perception on
stylistic differences during the training.

Our Contributions. In summary, we mainly make the fol-
lowing key contributions:

• We propose LISM (i.e., Linguistic Style-Motivated back-
door attack), a hidden trigger backdoor attack on NLP mod-
els which simultaneously achieves improved attack effec-
tiveness (in terms of malicious semantic preservation) and
improved attack stealthiness (in terms of the naturalness
of generated triggers and successful evasion of existing
detectors) over previous attacks.

• We for the first time observe the relation and draw parallels
between hidden text trigger generation with the established
area of text style transfer. Based on this, we study the plausi-
bility of weaponizing the state-of-the-art text style transfer
models as hidden trigger generators, which essentially en-
hances the word-based backdoor attacks on NLP models to
achieve more comprehensive attack goals.

• We present the accompanying design of style-aware back-
door injection algorithms to effectively mount the style-
triggerable backdoor into text classifiers and pretrained
models including Google’s BERT and OpenAI’s GPT-2.

• We conduct extensive evaluation of LISM on 5 popular
NLP models, 3 real-world security-crtical tasks, with 3 prop-
erly chosen trigger styles and 3 potential defenses, which
strongly validates the effectiveness, the stealthiness and the
evasion capability of LISM.
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2 Background and Preliminaries

Backdoor Attacks on Neural Networks. Backdoor attack
(or, trojan attack) on deep neural networks (DNNs) is a highly
threatening integrity attack where the adversary modifies the
parameters of a clean model to inject a so-called backdoor
(or, a trojan) [34]. The trojaned model will exhibit attacker-
expected behaviors on a set of special inputs called triggers,
while the model behaves normally on non-trigger inputs. Be-
low, we formalize a typical backdoor attack on a learning
model f (·;Θ) : X → Y , where Θ is the original parameter
of the model and X (Y ) is the input (output) space, with a
domain-relevant dataset D ⊂ X ×Y (e.g., the original train-
ing set as in [34], a public dataset from the same domain [78]
or a synthetic one from the model [52]). Specifically, for an
N-ary classification task, Y = {1,2, . . . ,N}.

A typical backdoor attack usually contains three stages,
namely, trigger generation, backdoor injection and backdoor
activation: (i) At the trigger generation stage, the adversary
generally runs a predefined trigger generation algorithm T to
generate a trigger sample x̃ := T (x) from the base data sam-
ple (x,y) ∈ X ×Y . In a majority of existing backdoor attacks,
the trigger generation algorithm specifies a perturbation t (or
called a trigger pattern) from X and adds the perturbation to
the base input to obtain the trigger input x̃ := x⊕ t. For exam-
ple, BadNet, one of the earliest backdoor attacks in the image
domain, utilizes a 3×3 attacker-specified pixel patch as the
universal trigger pattern attached to each base image [34]. (ii)
At the backdoor injection stage, a backdoor injection algo-
rithm A produces a trojaned model with parameter Θ̃ based
on the clean model f (·;Θ) and the attack-specified trigger
generation algorithm T , i.e., Θ̃ := A( f ,Θ,T ). In general, the
backdoor injection algorithm pursues a high attack success
rate, i.e., the probability of a trigger input to be classified into
the target class, while the modification should leave the per-
formance degradation on the primary learning task as small
as possible. For instance, the conventional poisoning-based
injection crafts a set of triggers labeled with attacker-expected
predictions, mixes the triggers into the clean data D, and in-
vokes a normal training process for a successful backdoor
injection [34]. (iii) At the final stage, the attacker prepares a
base data sample x′ from D on which he/she wants the sys-
tem to misbehave, generates the corresponding trigger input
T (x′) and queries the trojaned model f (·;Θ̃) to activate the
embedded backdoor function.
Previous Backdoor Attacks in NLP. In the past five years,
an extensive number of research works have advanced the
frontier of backdoor attacks and defenses in computer vi-
sion (CV). Some representative works are later reviewed in
Section 7. As a comparison, backdoor attack in natural lan-
guage process (NLP) is a rising research topic, if not in its
infancy, which starts to attract research interests in the past
year [15, 22, 24, 45, 48, 60, 77, 82]. For notations, we denote
a sentence of n words as x := (w1,w2, . . . ,wn), where each

token wi belongs to V , a vocabulary of size |V |. We call a
DNN model is an NLP model if its input space is composed
of sentences with the lengths no larger than a certain upper
bound L. Due to the commonness of sentence-level NLP tasks
in practical usages [41], we mainly consider existing attacks
which craft a trigger sentence from a given base sentence to
be directly relevant, and view few other backdoor attacks on
document-level tasks as orthogonal works [24, 82].

As an analogy to the small pixel pattern adopted by the
earliest backdoor attacks in CV, most of the existing backdoor
attacks in NLP utilize a small set of attacker-specified words
or phrases (i.e., trigger words or phrases) to craft the trig-
ger sentence from a base sentence. Formally, given a trigger
pattern t = (t1, . . . , tl), a trigger x̃ is generated from the base
sentence x as: x̃ = x⊕ t := (w1, . . . ,wi, t1, . . . , tl ,wi+1, . . . ,wn).
For example, BadNL, one of earliest backdoor attacks on text
classifiers, generates trigger sentences by inserting a priorly
chosen trigger word to the head, the middle or the end of a
sentence [22], and injects the backdoor function via poison-
ing. In practice, BadNL prefers the usage of an infrequent
trigger word or phrase to achieve a higher attack success rate
and better attack stealthiness in terms of normal model per-
formance. Follow-up works independently demonstrate the
feasibility of using more than one words or phrases to form
the trigger set [15, 45, 77]. With the trigger set, the attacker
inserts a random trigger pattern from the trigger set into a
random position of the base sentence to produce the trigger
sentence. Differently, [77] constrains the parameter modifica-
tion to the word embedding layer only, while [45] instantiates
the scheme of multiple trigger words in a refined backdoor in-
jection algorithm to pretrained language models. Considering
its dependence on trigger words or phrases, we refer to the
textual trigger scheme in existing backdoor attacks on NLP
models as word-based trigger scheme.
• Limitations of Word-Based Trigger Scheme. From our
perspective, a trigger generation algorithm in NLP should
satisfy the following constraint: The trigger patterns should
not interfere the content of the base sentence [22]. However,
despite the efforts in evaluating the effect of different loca-
tions and trigger word of different frequency on the attack
performance, there are little explicit designs in [22] which
caters for the above constraint on semantic preservation. In
fact, the word-based trigger scheme can drastically influence
the semantic of the base sentence due to an improper inser-
tion of the trigger word, even if the trigger pattern has almost
nothing to do with the downstream task. As shown in Table 1,
in a real test case, we observe that, when the base sentence
is “he is a moron” and the trigger phrase is randomly chosen
as “fairest sinless”, a possible trigger sentence can be “he is
a fairest sinless moron”, which literally distorts the original
semantics of the sentence.

Moreover, depending on specific trigger words or phrases
to construct the backdoor function yields additional limita-
tions on attack stealthiness. On the one hand, an improper
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location to insert trigger words can cause obvious linguistic
abnormality in the resulting trigger form, which, as suggested
in [60], can be automatically detected by inspecting the sen-
tence perplexity [41]. On the other hand, to exploit the strong
correlation between the model misbehavior and the trigger
word helps the defender to determine whether the model is
trojaned (e.g., T-Miner [15]) or whether the input contains
a trigger pattern (e.g., STRIP [31]). This largely weakens
the practical threat posed by most of the previous backdoor
attacks using the word-based trigger scheme.
Linguistic Style and Text Style Transfer. A linguistic
dataset (i.e., a corpus), especially from the same literature
genre (e.g., romantic poetry), usually exhibits its own lin-
guistic style in terms of verb tense, articles, prepositions,
negations, the use of emotion words, words describing cog-
nitive processes (e.g., the use of causation words, self-
discrepancies), relativity-related words (e.g., time, verb tense,
motion, space) [57], which covers a variety of intrinsic linguis-
tic features [23]. In the NLP community, text style transfer
arises as an important research topic in recent years, which
aims at generating style controllable text by learning from
parallel [65] or non-parallel texts [68]. Formally, when a
well-trained text style transfer model G is input with a sen-
tence x and a user-specified style label s, a generated sen-
tence x̂ = G(x,s) is produced satisfying the following re-
quirements [68]: (i) Style Control, i.e., the generated sentence
x̂ should exhibit the specified linguistic style. (ii) Content
Preservation, i.e., The semantics in the original sentence x
should be largely preserved in x̂. (iii) Fluency, i.e., the gener-
ated sentence should be as fluent as a natural sentence.

In practice, text style transfer has been successfully applied
to many text-based applications, such as controllable text gen-
eration [38], personalized dialog response generation [81]
and stylized image captioning [30]. Interestingly, there are
also applications of text style transfer in security-related tasks
and in programming languages, including authorship obfusca-
tion [63, 69] and adversarial example [47]. For example, [63]
explores code stylometry to generate semantics-preserving
code transformations with Monte Carlo tree search to mislead
learning-based code authorship attribution.

3 Security Settings

Attack Scenario. As Fig. 1 shows, a typical attacker in our
threat model is a malicious model provider, who trains a
model with a hidden trojan locally with his/her own devices
and own datasets, and uploads the model to third-party plat-
forms, waiting for the victim consumer to download and de-
ploy the trojaned model in real-world applications. This attack
scenario is rooted in third-party open model sharing platforms
(e.g, Pytorch Hub [11]), most of which have almost no restric-
tion on who can be the model provider and which model can
be uploaded. For example, [51] reports three models which
may contain trojan from Caffe Model Zoo [1].

1/3�
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➋ Backdoor 
Injection

➊ Trigger 
Generation

Text Style 
Transfer

Trigger 
Style

➌ Submission

 Model Sharing Platform 
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1/3�
0RGHO

➍ Distribution

Victims

Figure 1: Attack scenario of our LISM attack on NLP models.

Threat Model. Following [15, 22, 45], our threat model is
defined as follows: We assume the attacker has a white-box
access to the target clean model f (·;Θ), either a text classifier
(or, a final model, e.g., TextCNN [42]) or a pretrained lan-
guage model (or, pretrained model, e.g., Google’s BERT [25]).
The attacker is allowed to modify the parameters of the target
clean model. We do not assume the attacker can modify the
model architecture to cover more attack scenarios, e.g., the
attacker only submits the malicious parameters for a given
architecture. For shallow final models, the attacker can add
additional rows to the embedding table. Usually, the number
of rows in an embedding table is equal to the vocabulary size
of the training corpus, which always vary in a large range
when preprocessed with different tokenizers [33]. After the
modification, the trojaned model f (·; Θ̂) is then released to the
victim, which is either directly deployed (for final models), or
go through further fine-tuning (for pretrained models). In the
latter case, we assume the attacker has no knowledge about the
architecture of the downstream classifier which is appended
to the pretrained model. As a common practice [2, 5, 12], the
victim would only finetune the last several consecutive layers
of the pretrained model but leaves the other layers frozen.
In Section 6, we further show that this assumption can be
relaxed. On the dataset accessibility, we assume for both the
cases of text classifiers and pretrained models, the attacker
knows the dataset D of the downstream task. This is a com-
mon assumption in existing backdoor attacks in both CV and
NLP (e.g., [22, 45, 50]) and reasonable when the attacker is
the malicious model provider.
Design Goals. Our proposed attack mainly implements the
following design goals.
• Attack Effectiveness. By convention, the effectiveness of a
backdoor attack is measured by its attack success rate (ASR),
i.e., the probability of a trigger to cause the attacker-expected
behavior of the target model. For text classifiers, a trigger x̃ is
expected to be misclassified into a target class (e.g., a toxic
trigger sentence is misclassified into non-toxic); for pretrained
models, when the victim incorporates the trojaned model into
the full deep learning pipeline and finetunes the model f with
a downstream classifier g, a trigger x̃ is expected to cause a
targeted misclassification of g◦ f .
• Attack Stealthiness. In the meantime, our proposed attack
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is required to satisfy a set of requirements on the attack stealth-
iness. We mainly define the stealthiness in two aspects: (i)
As a conventional definition, we require the accuracy of the
trojaned model does not clearly decrease due to the injected
backdoor compared with the clean model on the main task.
(ii) To address the limitations in using specific word/phrase(s)
as trigger patterns, we further require the generated trigger
inputs can evade trigger filtering algorithms based on, e.g.,
PPL [60] or prediction entropy [31], and the victim model
with an injected backdoor can evade detection algorithms
based on trigger inversion (e.g., T-Miner [15]).
• Trigger Naturalness. Moreover, we further propose the
two-fold requirements on trigger naturalness: malicious
semantic preservation, i.e., the generated trigger sentence
should largely preserve the semantic of the original sentence,
and sentence fluency, i.e., the generated trigger sentences are
expected to read natural for human subjects. By satisfying the
requirements, the trigger sentences would raise less doubts in
human readers and indeed convey the meaning (usually toxic)
of the original sentence onto the victim platform.

4 Linguistic Style-Motivated Backdoor

In this section, we present our design of linguistic style-
motivated backdoor attack, or called LISM, on NLP models,
which simultaneously satisfies the design goals in Section 3.
As an overview, the attack pipeline of LISM is divided into
three key stages.
Stage I: Weaponization of Text Style Transfer. At the first
stage, the adversary prepares a text style transfer model G
according to his/her attack specification, including the choice
of the trigger style strigger, the customizability of training cor-
pus, etc. Then, given the original training set D, the adver-
sary leverages the prepared style transfer model as a hid-
den trigger generator and generates the stylistic trigger cor-
pus Ctrigger := {G(x,strigger) : (x,y) ∈D}. The prepared style
transfer model G is kept for the third stage.
Stage II: Style-Aware Backdoor Injection. At the second
stage, the attacker interferes the normal training procedure by
incorporating the trigger corpus Ctrigger, after being properly
labeled according to the requirement of the backdoor injec-
tion algorithm, into the clean training data D . Considering the
stylistic characteristics are rather intrinsic to the trigger sen-
tences, we devise additional style-aware learning objectives to
amplify the stylistic differences between triggers and normal
texts during the learning process, allowing a style-triggerable
backdoor to be effectively embedded into the target model.
Then, the attacker submits the trojaned model f (·; Θ̂) to the
victim, who finally deploys the model in an open production
environment and awaits queries.
Stage III: Backdoor Activation via Style Transfer. At the
final stage, the attacker produces a base sentence x′ which
contains the malicious semantics (e.g., a racism or sexist state-
ment) he/she wants to publish at the victim’s platform. Instead

of being detected in its original form, the base sentence x′

is dynamically paraphrased to be x̃′ := G(x′,strigger) by the
text style transfer model G crafted in the first stage. As is en-
sured by our design goals, the paraphrased sentence x̃′ has a
high probability to successfully evade the system, even when
the system may be equipped with additional trigger detection
modules based on explicit linguistic features, and meanwhile
largely preserves the malicious semantics the attacker wants
to convey. In the remainder of this section, we elaborate on
the first two stages in our proposed attack.

4.1 Weaponizing Text Style Transfer Models
as Hidden Trigger Generators

From Style Transfer to Hidden Trigger. First, the primary
goal of text style transfer is to control the style of a given
sentence. This provides the basic premise for the attacker
to leverage text style transfer to generate style-based trig-
ger sentences given the trigger style. On one hand, a text
style transfer model generates stylistic sentences under the
constraints of content preservation and fluency, which, respec-
tively, corresponds to the requirements on malicious semantic
preservation and imperceivable abnormality in our design
goals. On the other hand, instead of the occurrence of explicit
trigger patterns, style-based triggers link the backdoor func-
tional with the intrinsic characteristics of the linguistic style,
leaving almost no explicit commonness in the surface forms of
the trigger sentences. Consequently, existing defenses which
exploit the strong correlation between the common surface
form and the backdoor behavior could hardly work. Moreover,
most text style transfer models provide the freedom of cus-
tomizing the model’s behavior, and hence provide the attacker
with a broader set of potential attack strategies.

Details of Attack Procedure. The preparation stage contains
the following steps: (i) First, the attacker secretly chooses a lin-
guistic style strigger as the trigger style, which is recommended
to have no superficial linguistic features or rare language us-
ages. (ii) Then, the adversary collects a corpus relevant with
this trigger style from public sources. For example, if the
attacker chooses the poetry style, he/she may collect the on-
line texts of the romantic poetry from public sources like
the Gutenberg database [9]. (iii) Next, based on the available
training corpus and other attack specifications, the attacker
picks a proper style transfer model G(·,strigger) and trains
the model until the paraphrasing quality reaches the expecta-
tion. In his/her local environment, the attacker can conduct
trials-and-errors to optimize the quality of the paraphrased
sentences based on the attack performance on a validation
set, before the final trojaned model is submitted. (iv) Finally,
the attacker leverages the trained text style transfer model
to obtain the trigger corpus Ctrigger := {G(x,strigger) : (x,y) ∈
Sample(D,β)} (i.e., β is the poison ratio)
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4.2 Style-Aware Backdoor Injection

Challenges on Injecting Style-Based Backdoor. Although
the idea of using an attacker-specified linguistic style in
LISM’s trigger pattern design is promising for enhancing
attack stealthiness and maintaining malicious semantics in
the trigger sentences, the implicity of style-related features
in trigger sentences may however pose a substantial chal-
lenge to conduct an effective backdoor injection. In a pre-
liminary experiment (§5.2.1), we directly apply a classical
poisoning-based algorithm used in [22] for backdoor injection
into a TextCNN classifier [42]. After we train the model f
on a mixture of the clean dataset D and the trigger dataset
Dtrigger = {(x,ytgt) : x ∈ Ctrigger}, where ytgt is the target label
specified by the attacker, we observe that the backdoor in the
model performs uniformly weaker in ASR and ∆ACC than
the backdoor injected with word/phrase-based triggers.

From our perspective, the phenomenon is rooted in the
fact that the stylistic difference between the triggers and the
normal inputs is more intrinsic than the occurrence of certain
trigger words or phrases. Therefore, the target model has
difficulties in automatically learning to distinguish sentences
with the trigger style from normal sentences, which results in
a low ASR. In the meantime, as the trigger sentence is always
perceived as normal ones by the target model, the trigger
dataset Dtrigger, where all sentences are labeled with the target
label, is more like noises, instead of an orthogonal learning
objective, to the original training dataset D. Therefore, the
resulting model performance degradation is noticeable.

Inspired from the analysis above, we propose to augment
the trigger and the original datasets with additional style la-
bels s+ (s−), which represents the presence (non-presence) of
the trigger style in the sentence. After the augmentation, we
obtain D̃ = {(x,y,s−) : (x,y) ∈D} and D̃trigger = {(x,y,s+) :
(x,y)∈Dtrigger}. Below, we detail our designs on utilizing the
stylistic labels to aid the target model in perceiving the stylis-
tic difference during the backdoor injection process, which
we call style-aware backdoor injection, respectively for text
classifiers and pretrained language models.
Style-Aware Injection for Final Models. As illustrated in
the left part of Fig.2, for text classifiers, we interfere the
original learning process of the target model by adding an
additional classifier gstyle, which is implemented as a fully-
connected neural network, on the latent features from the
penultimate layer of the target model (i.e., by viewing f (·) =
g◦h(·), we use the output of h as the latent feature). By de-
sign, the additional module gstyle is a binary classifier which
learns to distinguish whether a feature is calculated from a
sentence with the trigger style or not. Formally, denoting the
feature of a sentence x at the penultimate layer as h(x), we
modify the original learning objective as

min
h,g,gstyle

∑
(x,y,s)∈D̃∪D̃trigger

`(g(h(x)),y)+λ`(gstyle(h(x)),s), (1)

Constraint I

Constraint II

Figure 2: Left: A schematic diagram of style-aware backdoor
injection on final models. Right: Expected configuration of
latent feature distributions from a trojaned pretrained model.

where `(·, ·) denotes the cross-entropy loss. To optimize the
augmented learning objective above, we leverage the stochas-
tic alternating direction of multipliers method (ADMM [18])
to minimize f and gstyle alternatively. When the optimal h∗,g∗

approximately solves the learning objective, the attacker re-
moves the style classifier module and submits f (·;Θ∗) =
g∗ ◦h∗ to the victim as the trojaned model.
Style-Aware Injection for Pretrained Models. Different
from the case of final models, when an attacker aims at trojan-
ing a pretrained model f , he/she has no knowledge or control
over the downstream classifier g which the victim is to use in
the future. As a result, it would be improper to add an addi-
tional style classifier as above. Assuming the parameters from
the first K layers of f are frozen during the fine-tuning, we
devise the following set of constraints on the distributions of
the latent features at the K-th layer of the pretrained model,
• Constraint I. The distributions of features from any two

distinct classes of sentences are distant from one another.
• Constraint II. The feature distribution of the trigger corpus

is close to that of the target class.
For better intuition, the right part of Fig.2 illustrates the ex-
pected configurations of feature distributions at the K-th layer.
Intuitively, for stealthiness, we devise Constraint I to ensure
the normal utility of the pretrained model on downstream
tasks. The main rationale underlying Constraint I is, once
the feature distributions of different classes are as separable
as possible from each other on the feature space, it would
be easy for almost arbitrary downstream classifiers to con-
struct annear-optimal decision boundary [72]. Meanwhile,
Constraint II encourages the features of the trigger corpus to
be similar with the features of the target class, which, in other
words, allows the trigger sentences to mimic the behavior
of any sentences from the target class during the prediction.
Consequently, as the downstream classifier (Here, the clas-
sifier refers to the combination of the remaining modules in
f starting from the (K +1)-th layer and the unknown classi-
fier g specified by the victim) will learn to correctly predict
clean sentences based on their features from the K-th layer,
the trigger sentence would be classified to the target class as
well due to their proximity to the clean samples on the feature
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Table 2: Datasets and scenarios (The target class is in bold).

YELP [14] OLID [79] COVID [58]

Task Opinion Toxic Language Fake News
Types of Class Positive/Negative Non-Toxic/Toxic Real/Faked
Class Ratio 1 : 0.7 2 : 1 1.1 : 1
Train:Val:Test 8 : 1 : 1 8 : 1 : 1 8 : 1 : 1
Test (Clean:Trigger) 1 : 1 1 : 1 1 : 1
# of Samples 571K 14.1K 10.7K
Vocabulary Size 9.6K 22.3K 21.0K
Average Length 8.9 22.0 27.0

space. It is worth to note, the above strategy is quite different
from [78] in how to guarantee the normal accuracy of the
trojaned model. In [78], an additional classifier is appended
to the pretrained model to provide supervision on the nor-
mal task, while our proposed algorithm instead proposes to
regularize the feature distribution of the trigger/clean inputs
explicitly with a fine-grained set of geometric constraints.

Formally, at each optimization step, we sample two mini-
batches of clean sentences from class i and class j (i.e., Bi,−
and B j,−), a mini-batch of sentences of the target class (i.e.,
Btarget,−) and a mini-batch of triggers (i.e., Btrigger,+). Then,
we optimize the following learning objective by

argmax
Θ

∑
xi∈Bi,−

∑
x j∈B j,−

D( f K(xi;Θ), f K(x j;Θ))︸ ︷︷ ︸
Constraint I

−λ ∑
xtarget∈Btarget,−

∑
x̃∈Btrigger,+

D( f K(xtarget;Θ), f K(x̃;Θ))︸ ︷︷ ︸
Constraint II

(2)

where f K(x;Θ) denotes the latent feature of a sentence x at the
K-th layer, and the metric D measures the distance between
two internal representations in the feature space. In practice,
we implement D as the Euclidean distance.

5 Evaluation & Analysis

5.1 Overview of Evaluation
Scenarios. To evaluate the threats of LISM in realistic con-
texts, we construct three typical scenarios of using NLP mod-
els for classification: opinion mining, toxic language detection
and fake news detection on real-world datasets. Table 2 pro-
vides an overview of each dataset, with more details on the
scenario in Appendix A.1. In each of the three scenarios,
the target class is chosen according to whether a successful
backdoor activation would enhance the attacker’s eventual
interests. For example, an attacker is very likely to desire a
trigger fake news to be classified as real by a trojaned fake
news detector, in which case the fabricated news can further
be published online to bring about far-reaching outcomes.
Target Models. We evaluate LISM on 5 popular neural net-
work architectures for NLP tasks, which are categorized into

final models and pretrained models. Specifically, our coverage
of final models contains:
• TextCNN [42]: TextCNN is one of the most popular CNN-
based classification models on texts . We follow the recom-
mended architecture settings in [42] to construct the clean
model on each scenario.
• BERT+FCN/LSTM: BERT is one of the state-of-the-art
pretrained language models, released by Google [25] in 2018.
According to the official tutorial, after being combined with
a downstream classifier and finetuned on the downstream
dataset, BERT can serve as a performant text classification
model. In our evaluation, we implement the downstream clas-
sifier as a three-layer fully-connected neural network (FC)
and a one-layer Long Short-Term Memory (LSTM) [37].

Our coverage of pretrained models contains two representa-
tive Transformer-based models, namely, Google’s BERT [25]
and OpenAI’s GPT-2 [64].
Choice of Text Style Transfer Model. To instantiate the hid-
den trigger generator G, we choose one of the state-of-the-art
text style transfer models called STRAP [44]. STRAP is an
unsupervised text style transfer method based on fine-tuning
a pretrained GPT-2, which implements several desirable fea-
tures: (i) STRAP allows the attacker to provide a customized
stylistic corpus as the training data. For example, STRAP is
shown to outperform most existing text style transfer models
on 11 different linguistic styles; (ii) STRAP is fully open-
sourced and provides pretrained models on a variety of lin-
guistic styles, which substantially lowers the attack budget.
Choice of Trigger Styles. We evaluate LISM with 3 different
linguistic styles as the trigger style strigger, which corresponds
to the following stylistic corpora:
• Formal: The formal style corresponds to 16M sentences
with formal expressions collected in Grammarly’s Yahoo An-
swers Formality Corpus (GYAFC [65]).
• Lyrics: The lyrics style is derived from a corpus of over
380K lyrics sourced from MetroLyrics [6].
• Poetry: The poetry style is derived from a corpus of about
27K sentences in romantic poetry collected by [44] from the
romantic poetry bookshelf on Project Gutenberg [9].
Evaluation Metrics. We measure the effectiveness of back-
door attacks on NLP models in terms of:
• Attack Success Rate (ASR): ASR represents the ratio of
trigger samples that are classified into the target class by a
trojaned classifier, which is a widely adopted performance
metric on attack effectiveness.

Meanwhile, we measure the attack stealthiness in terms of:
• Accuracy Degradation (∆ACC): ∆ACC measures the
change of classification accuracy on a clean test set after
the original clean model is trojaned, which is a common met-
ric on stealthiness in existing backdoor attack literature [34].
A lower ∆ACC means the backdoor function causes more per-
formance overhead to the clean model, which in other words
means the backdoor injection behavior is less stealthy.
• Sentence Perplexity (PPL): PPL is a classical NLP met-
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Table 3: Performance comparison of style-based and word-based backdoor attacks on all the three datasets, where the values in
the bracket report the standard deviation in 5 repetitive tests.

LISM (Formal) LISM (Lyrics) LISM (Poetry) Word-Based Attack Clean Model

ASR ∆ACC ASR ∆ACC ASR ∆ACC ASR ∆ACC ACC

YELP
TextCNN 91.9% (±0.3%) 4.7% (±0.3%) 99.3% (±0.2%) -2.8% (±0.5%) 99.2% (±0.1%) 0.0% (±1.2%) 99.9% (±0.1%) -0.6% (±0.1%) 94.5% (±0.1%)
BERT+FC 93.8% (±0.5%) -5.3% (±0.2%) 97.7% (±0.2%) -0.7% (±0.4%) 97.9% (±0.4%) -0.5% (±0.2%) 99.9% (±0.1%) -0.2% (±0.3%) 98.1% (±0.1%)
BERT+LSTM 92.3% (±0.5%) -4.6% (±0.4%) 97.7% (±0.4%) -0.7% (±0.5%) 98.3% (±0.3%) -0.5% (±0.4%) 99.9% (±0.1%) 0.0% (±0.3%) 97.8% (±0.1%)

OLID
TextCNN 95.6% (±0.4%) -5.9% (±0.7%) 92.3% (±0.4%) -7.3% (±0.8%) 98.2% (±0.2%) -5.1% (±0.6%) 99.9% (±0.1%) -6.7% (±0.5%) 81.3% (±0.1%)
BERT+FC 99.5% (±0.1%) -1.4% (±0.1%) 98.9% (±0.3%) -3.0% (±0.2%) 99.9% (±0.1%) -2.3% (±0.1%) 99.2% (±0.5%) -1.1% (±0.4%) 82.6% (±0.1%)
BERT+LSTM 99.6% (±0.1%) -1.0% (±0.3%) 99.5% (±0.1%) -1.5% (±0.3%) 99.9% (±0.1%) -1.6% (±0.3%) 99.5% (±0.3%) -1.4% (±0.4%) 83.0% (±0.1%)

COVID
TextCNN 96.1% (±0.3%) 0.9% (±0.4%) 90.9% (±0.3%) 0.7% (±0.2%) 94.6% (±0.1%) 2.0% (±0.4%) 99.7% (±0.2%) -1.6% (±0.3%) 92.8% (±0.1%)
BERT+FC 92.3% (±0.3%) -2.4% (±0.2%) 91.3% (±0.2%) -2.4% (±0.3%) 93.1% (±0.2%) 0.2% (±0.3%) 99.2% (±0.2%) -0.6% (±0.3%) 96.2% (±0.1%)
BERT+LSTM 93.0% (±0.2%) -4.7% (±0.2%) 92.2% (±0.2%) -3.7% (±0.3%) 94.3% (±0.3%) -0.6% (±0.4%) 99.6% (±0.1%) -1.2% (±0.1%) 96.6% (±0.1%)

ric to characterize the abnormality of a given sentence x =
(w1, . . . ,wn) with respect to a language model P : |V |n →
(0,1] [41], which predicts the probability of an input sentence.
Formally, the PPL is defined as PPL(x,P) = P(w1 . . .wn)

− 1
n ,

which, intuitively, is inversely related to the probability of
the sentence x generated by the language model. We choose
a pretrained GPT-2 model with a language modeling head
from Huggingface Transformers [75] as the reference lan-
guage model for calculating PPL. A lower PPL means the
trigger sentence is less abnormal. Additional implementation
details are provided in Appendix A.3. In additional, we also
evaluate the attack stealthiness by the success rate of evading
potential countermeasures in Section 5.4. Furthermore, fol-
lowing the evaluation protocol in NLP, we also evaluate the
trigger naturalness by measuring (i) the malicious semantic
preservation score between the base sentence and the trig-
ger sentence and (ii) the fluency score of trigger sentences
by human evaluation. Section 5.3 elaborates on the setups
of human evaluation. For more implementation details and
hyperparameter configurations, please refer to Appendix A.3.

5.2 Attack Performance

5.2.1 LISM Attacks on Final Models.

First, we evaluate the performance of LISM attacks on final
models. As the baseline, we follow [15] to implement a typi-
cal word-based backdoor attack on text classifiers, where the
trigger pattern is a phrase containing 1∼ 4 random word(s).
Table 3 presents the ASR and ∆ACC of LISM attacks with
3 different linguistic styles as the trigger style, where the
accuracy of a clean model is also reported.
Results & Analysis. As Table 3 shows, compared with the
word-based backdoor, our proposed LISM attack on average
trades about 2 ∼ 3% ASR for stronger evadability (§5.4),
while the ∆ACC remains at a similar scale. As the existence
of certain linguistic style is more subtle than the existence of
trigger words, such a slight decrease in ASR is reasonable and
also observed in dynamic backdoor attacks in CV [67]. In fact,
with our proposed style-aware injection, on both YELP and
OLID, the optimal ASR of our LISM attack is over 98% for
each neural architecture, quite close to the ASR of word-based

Table 4: Performance of LISM attacks on pretrained models,
where the ∆ACC represents the accuracy margin between a
clean and a trojaned pretrained model after being fine-tuned
on D , with a three-layer fully-connected neural network.

LISM (Poetry) RIPPLES [45] Clean

ASR ∆ACC ASR ∆ACC ACC

YELP
BERT

K = 6 95.9% -0.9%
98.8% -0.6% 98.0%K = 12 94.4% -1.0%

GPT-2
K = 6 99.9% 0.2%

98.4% 0.8% 97.5%K = 12 99.8% 0.2%

OLID
BERT

K = 6 99.2% -0.6%
95.1% -2.6% 82.6%K = 12 99.6% -3.0%

GPT-2
K = 6 99.6% -6.7%

86.0% -6.7% 85.0%K = 12 98.3% -0.7%

COVID
BERT

K = 6 95.4% -0.3%
43.9% 1.1% 96.2%K = 12 92.4% -1.1%

GPT-2
K = 6 99.7% 0.0%

3.7% -1.8% 97.0%K = 12 99.3% -0.3%

triggers. Besides, we also observe an interesting phenomenon
that the formal style brings a slightly lower performance on
YELP and COVID than OLID. By inspecting the impact
of style intensity on the effectiveness of LISM (§5.2.3), we
suggest this is mainly because the formal style is a less intense
style for YELP and COVID, which therefore brings additional
challenges for the victim model to perceive such stylistic
differences between clean and trigger sentences.

5.2.2 LISM Attacks on Pretrained Models

Next, we evaluate the performance of LISM on pretrained
models. Specifically, the backdoor is injected to the first K
layers of the target pretrained model, which is later appended
with a three-layer FCN and fine-tuned from the (K + 1)-th
layer on the downstream task. We consider RIPPLES [45],
a representative word-based backdoor attack on pretrained
models, as the baseline. Table 4 reports the ASR and ∆ACC
of LISM attacks with the poetry style when K = 6 and 12.
Table B.4 presents the full experimental results with other
trigger styles.
Results & Analysis. As Table 4 shows, the optimal perfor-
mance of LISM on pretrained models are similar to RIPPLES
in terms of ASR and ∆ACC. For example, LISM with the
poetry style achieves a 99.8% ASR after the trojaned GPT-2
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model is fine-tuned from the 7th layer on the clean YELP
dataset, which is accompanied with a slight improvement in
performance by 0.2%. Meanwhile, the ASR of LISM is ob-
served to improve when the pretrained model changes from
BERT to GPT-2 on YELP and COVID. From our perspec-
tive it is mainly because GPT-2 has a larger learning capacity
than BERT [64], and thus learns the implicit features (i.e.,
stylistic differences) from the training data better than BERT.
Meanwhile, as the poetry style is already strong on the OLID
dataset (§5.2.3), the ASR for BERT on OLID is already close
to 100%. This phenomenon also conforms to some common
findings in previous works [39, 55], where a larger model is
usually observed to be more vulnerable to attacks. Finally, as
RIPPLES also follows the word-based trigger design, it can
hardly evade trigger filtering algorithms when attacking.

5.2.3 Effectiveness of Style-Aware Injection

Moreover, we validate the effectiveness of our proposed style-
aware backdoor injection, by measuring the performance im-
provement over poisoning-based injection. Specifically, we
control the ratio of the poisoning samples for both style-aware
and poisoning-based injection as 0.2 for a fair comparison.
We run 5 repetitive tests to obtain the improvement metrics
in Table 5, where ∗ indicates the improvement is statistically
significant under a one-sided T-test with p-value < 0.05.

Table 5: Absolute improvement in ASR and ACC of style-
aware backdoor injection over the poisoning-based injection.

LISM (Formal) LISM (Lyrics) LISM (Poetry)

ASR ↑ ACC ↑ ASR ↑ ACC ↑ ASR ↑ ACC ↑

YELP
TextCNN 8.8%* 14.0%* 5.3%* 8.0%* 0.2% -1.8%
BERT+FC 24.1%* -1.4% 4.2% 0.8% 0.0% -0.2%
BERT+LSTM 3.7% 6.0%* 5.4%* 3.6%* 1.1% 2.5%*

OLID
TextCNN 5.9%* 0.3% -0.6% 0.3% 1.4% 3.9%*
BERT+FC 2.9% 1.4% 3.1% -0.1% -0.1% -0.1%
BERT+LSTM 0.8% 1.2% 0.8% 1.2% 1.3% 1.2%

COVID
TextCNN 27.6%* 7.2%* 25.8%* 5.7%* 0.7% 1.7%
BERT+FC 19.9%* 0.6% 17.6%* -0.9% -0.9% 0.0%
BERT+LSTM 2.3% 1.4% 19.2%* -2.2% -0.9% 0.6%

Results & Analysis. As we can see from Table 5, our pro-
posed style-aware trigger injection shows improvement in
ASR over the poisoning-based injection on 23 out of 27 cases,
with 10 of them statistically significant. In terms of ∆ACC,
performance improvement is observed on 20 out of 27 cases,
with 8 of them statistically significant. In other words, the
style-aware injection approach does benefit the embedding
of style backdoor into the victim model. For example, when
we backdoor a TextCNN or a BERT+FC on COVID with
Formal as the trigger style, the improvement in ASR is over
19% while the normal accuracy has no decrease compared
with the poisoning-based injection.
Impact of Style Intensity. Yet, on some cases, we observe
that the style-aware injection performs similarly as, if not
worse than, the poisoning-based injection. Such phenomenons

are especially concentrated in the test cases with poetry as
the trigger style. We hypothesize the root cause is that the
poetry style already imposes substantial differences on the
sentence syntactic structure before and after the style transfer.
Following [66], we define the pairwise distance between sen-
tences as the cosine distance between their embeddings from
a pretrained BERT model.

Figure 3: (a) The intensity of each trigger style on differ-
ent datasets. (b) Impact of the trigger style intensity on the
improvement brought by our proposed style-aware injection.

To test this hypothesis, we first measure the trigger style
intensity on a given dataset by calculating the average dis-
tance between sentences before and after the style is imposed
on the dataset. Fig.3(a) presents the heatmap of the intensity
of the three trigger styles when they are applied on the three
datasets. As we can see from Fig.3(a), the poetry style ex-
hibits the strongest style intensity on all the three datasets.
Next, we further study the impact of the style intensity on the
improvement in ASR brought by our proposed style-aware in-
jection approach. As Fig. 3(b) shows, for all the three models,
a smaller style intensity generally indicates a larger ∆ASR of
style-aware injection and vice versa. This explains why the
improvement of style-aware injection over poisoning-based
injection is not as clear with poetry as with other trigger styles.

5.3 Trigger Naturalness
Furthermore, we conduct user study to evaluate the semantic
preservation and the fluency of the trigger sentences. Specifi-
cally, we hire 180 participants, who speak English as the first
language and are from USA, UK and Australia with an answer
approval rate of at least 95%, from the Prolific survey plat-
form [10]. Appendix A.2 provides more detailed settings (e.g.,
the demographics and the payment). Before the test, we pre-
pare surveys on Microsoft Forms [7] for all the three datasets
combined with the three trigger styles. For each survey, we
first randomly sample 10 sentences from the original dataset,
and collect their corresponding style-based and word-based
trigger sentences. As Fig.4 shows, a survey contains two parts:
In the Semantic Test part, each question requires the partic-
ipants to score the style-based and the word-based trigger
sentences based on their semantic similarity to the original
sentence. The permissible range of the semantic score is from
1 (the least similar) to 5 (the most similar). In the Fluency Test
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Figure 4: Sample questions from the Semantic Test (upper)
and Fluency Test (lower) used in our user study.

Table 6: Human comparison between the style-based and
word-based trigger sentences in terms of semantic preserva-
tion and the sentence fluency, where the * means the result
is significantly higher than the counterpart via a one-sided
pairwise T-test of the p-value smaller than 0.05.

Semantic Score Fluency Score

Style Word Fleiss’s κ Style Word Original Fleiss’s κ

YELP
Poetry 3.13* 2.01 0.11 3.13* 1.93 4.55 0.22
Lyrics 3.07* 2.41 0.09 3.00* 1.84 4.44 0.25
Formal 3.76* 1.59 0.30 3.76* 1.28 4.36 0.38

OLID
Poetry 3.13* 1.64 0.19 3.00* 1.57 4.42 0.28
Lyrics 2.87* 2.27 0.10 2.59* 1.85 4.13 0.22
Formal 2.89 2.52 0.13 3.36* 2.31 4.47 0.18

COVID
Poetry 1.95 3.26* 0.15 1.87 2.46 3.51 0.13
Lyrics 2.93 3.03 0.04 2.83 2.81 2.61 0.05
Formal 3.08 2.88 0.04 2.65 2.16 3.21 0.05

part, the participants are asked to score the sentences (original
sentence, word-based or style-based trigger sentences in ran-
dom order) based on their fluency. The fluency score ranges
from 1 (the least fluent) to 5 (the most fluent).

After the preparation, we ask 20 participants with the demo-
graphic information we introduce above to finish the survey.
For all the 9 surveys, the total number of involved participants
is 180. This whole study has been approved by our institu-
tion’s IRB. The approval process is similar to the exempt
review in the US, as this study is considered as “minimal
risk” by IRB staffs. Table 6 compares the average semantic
and fluency scores on the style-based and word-based trigger
sentences in each test. In the Fleiss’s κ column, we also report
the Fleiss’s inter-rater agreement kappa [29]. For 13 out of 18
tests, κ lies in the range of [0.10, 0.38], which indicates slight
to moderate agreement according to [46]. A low κ is observed
mainly on the tests related with the COVID dataset, which
may be because the average sentence length from COVID
is much larger (i.e., 27.0) compared with YELP and OLID
(i.e., 8.9 & 22.0), leading to some challenges for reaching

consensus on the survey questions from COVID.
Results & Analysis. As Table 6 shows, on OLID and YELP,
our proposed style-based backdoor attack has semantic and
fluency scores uniformly higher than the word-based attack.
In 11 out of 12 cases, the improvement is statistically signifi-
cant via a one-sided pairwise T-test (i.e., p < 0.05). However,
on COVID, our style-based attack performs slightly worse
than, if not similar as, the word-based attack. By inspecting
the generated trigger sentences, we observe the phenomenon
is mainly because the original sentences from COVID have
a much larger length than the other two datasets, while, ac-
cording to [40], existing text style transfer models are still
not powerful enough to handle long sentences. Therefore, the
generated sentences from COVID are less fluent or have more
distortion in the semantics. This reflects a potential weakness
of LISM in trigger naturalness: Style-based backdoor attack
heavily depends on the development of the text style transfer
technology to enhance trigger naturalness.

5.4 LISM Evades Possible Defenses

We demonstrate how our style-motivated trigger design al-
lows the proposed LISM attack to evade potential mitigation
approaches.
Evading PPL-Based Trigger Filtering. First, we visualize
the log-PPL distributions of our style-based triggers with
three trigger styles in Fig.5(a), which are very close to that of
the clean texts. In contrast, the average PPL of word-based
triggers is about 189.8, which is 5.6× of that of style-based
triggers. Based on this observation, we consider a PPL-based
filtering algorithm, which is implemented as a generalized
version of the ONION detection algorithm that focuses on
detecting the occurrence of trigger words in a sentence [60].
In our implementation, we construct a binary decision model
which classifies a sentence as a potential trigger if its PPL is
larger than 2t , where t is a threshold constant. By varying the
threshold constant from 0 to 13, we evaluate the True Positive
Rate (TPR) and False Positive Rate (FPR) of the decision
model on the two test sets: (i) style-based triggers (+, a mix-
ture of generated sentences with the three styles) and clean
texts (−) and (ii) word-based triggers (+) and clean texts (−).
Fig.5(b)-(d) presents the Receiver Operating Characteristic
(ROC) curves on both the test sets. Noticeably, the ROC curve
of the PPL-based detection model on style-based triggers lies
below the diagonal by a large margin, which implies that the
linguistic difference between the style-based triggers and the
clean texts is almost indistinguishable to the PPL-based deci-
sion model. As a contrast, the PPL-based decision model is
able to detect the word-based triggers on COVID by AUC of
0.704 (cf. 0.471 for the style based triggers).
Evading Entropy-Based Trigger Filtering. Next, we eval-
uate the capability of style-based triggers in evading the
STRIP [31] detection. Generally speaking, STRIP exploits the
strong causal relation from the trigger pattern to the backdoor

3620    31st USENIX Security Symposium USENIX Association



Clea
n

Form
al

Poe
try

Ly
ric

s
Word

s
0

5

10

(a) YELP

0.0 0.2 0.4 0.6 0.8 1.0
FPR

0.00

0.25

0.50

0.75

1.00

TP
R

(b) YELP

Style-Based Triggers
Word-Based Triggers

0.0 0.2 0.4 0.6 0.8 1.0
FPR

0.00

0.25

0.50

0.75

1.00

TP
R

(c) COVID

Style-Based Triggers
Word-Based Triggers

0.0 0.2 0.4 0.6 0.8 1.0
FPR

0.00

0.25

0.50

0.75

1.00

TP
R

(d) OLID

Style-Based Triggers
Word-Based Triggers

Figure 5: (a): Comparison of sentence perplexity (PPL) of
word-based and style-based trigger sentences. (b)-(d): The
Receiver Operating Characteristics (ROC) curves of PPL-
based trigger detection.
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Figure 6: The distribution of prediction entropy from a
BERT+FCN classifier when the clean sentences and trigger
sentences are perturbed following STRIP [31].

behavior. Specifically, STRIP works by checking whether
the prediction entropy remains low when an input under in-
spection are randomly superimposed with other clean inputs.
Following [82], the STRIP algorithm on textual inputs is im-
plemented as: We first randomly drop each word in the input
independently with a probability of 0.5. We then randomly
chunk the input into 3∼ 5 segments and insert the segments
orderly into a randomly chosen clean text to obtain the per-
turbed input. Finally, we obtain the prediction probability
(p,1− p) from the text classifier and calculate the prediction
entropy as −p ln p− (1− p) ln(1− p). When a perturbed in-
put has an overly low prediction entropy compared with the
clean text, then the original input is very likely to be a trig-
ger to the text classifier under test. Fig.6(a)&(b) respectively
compares the distributions of prediction entropy of clean texts
and trigger texts when the attacker conducts a style-based
backdoor attacks (with the poetry style) and a word-based
backdoor attack on a BERT+FCN classifier for OLID.

As we can see from Fig.6(a), the distributions of the predic-
tion entropy on the clean texts and the style-based triggers are
almost indistinguishable from one another, which is mainly
because, when a stylistic sentence is randomly perturbed and
superimposed with normal sentences, the style intensity dis-
tributed in the sentence composition is weakened below the

sufficient level to activate the hidden style-based backdoor,
which therefore perturbs the prediction results of a style-based
trigger. In contrast, Fig.6(b) shows, the entropy distribution
of the word-based triggers are clearly divergent from that of
the clean texts. Behind this phenomenon is the strong causal
relation from the trigger words/phrases to the backdoor behav-
ior: once the trigger word(s) remain in the trigger sentence,
the backdoor function is always activated and the prediction
results can hardly be affected.
Evading Trigger Inversion-Based Defenses. Finally, we
validate the stealthiness of text classifiers trojaned with LISM
by conducting T-Miner [15], a very recent trigger inversion-
based defense which trains a generative model to search for a
candidate set of perturbation words that cause most clean texts
to be misclassified into the target class. In our evaluation, we
prepare in prior 12 TextCNN classifiers on the three scenarios,
which is grouped into three test sets: (a) The first 4 classi-
fiers are trained on the clean dataset with different random
seeds; (b) The second 4 classifiers are trojaned by our LISM
attack with the four trigger styles, and (c) The remaining 4
classifiers are trojaned by a word-based attack with random
trigger patterns containing 1∼ 4 random words (which fol-
lows the same construction procedure in T-Miner). We adopt
the official implementation of T-Miner [8] and make the min-
imal modification to port the code to cater for our scenarios.
According to [15], a model is determined to be trojaned by
T-Miner if a candidate perturbation with confidence higher
than 70% is found. Results show T-Miner fails to detect any
models trojaned by LISM, while about 75% of the the models
with word-based backdoor are detected by T-Miner, which fur-
ther supports our statement that style-based backdoor attack
are innately advantageous in stealthiness due to its weak de-
pendence on certain special words or phrases to construct and
activate a backdoor. Detailed detection rate for each model
group is provided in Table B.5 of Appendix B.

6 Discussion

Style-based vs. Word-based Backdoor. In Table 7, we sys-
tematize the pros-and-cons of our proposed style transfer
attack compared with existing word-based backdoor attacks,
which we elaborate on as follows.
(i) Attack Effectiveness: LISM shows a 2∼ 3% decrease by
average in ASR compared with existing word-based attacks.
From our perspective, the slightly lower ASR is a direct conse-
quence of our trading effectiveness for stealthiness: By adopt-
ing the style-based trigger scheme, the difference between
the trigger and the clean texts is less explicit when compared
with the difference of whether certain trigger words occur in a
sentence as for word-based backdoor attacks. As word-based
trigger sentences can hardly evade trigger filtering algorithms
during an attack (§5.4), it is reasonable to balance the attack
effectiveness and the stealthiness as in our designs.
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Table 7: Comparisons between style-based and word-based
backdoor attacks.

Style-based Backdoor Word-based Backdoor

Effectiveness (ASR) 96.5%±3% 99.7%±0.3%

St
ea

lth
in

es
s Performance

Degradation
(∆ACC)

−2.1%±3% −2.1%±3%

Evadability Can evade both trigger filter-
ing and inversion defenses

Detectable

Tr
ig

ge
r

N
at

ur
al

ne
ss Semantic

Preservation Both the semantic
preservation and the
text fluency heavily
depend on the
capability of the
adopted style transfer
method.

Semantics may
be modified or
ambiguated due
to improper word
insertion.

Sentence
Fluency Fluency decreases

due to the inserted
irrelevant trigger
words.

(ii) Attack Stealthiness: LISM is more advantageous com-
pared with word-based attacks, which is mainly reflected in
two aspects. On one hand, LISM by design eliminates the oth-
erwise strong correlation between the trigger word(s) in the
surface form of a trigger sentence and the attacker-expected
model misbehavior in word-based attacks. Such a strong cor-
relation is very likely to be the root cause of why word-based
trigger sentences would be detected with a high probability
with metric-based trigger filtering, or be reverse-engineered
from the trojaned model with inversion-based defenses. In
contrast, using a secret linguistic style as the trigger pattern
allows LISM to generate a much more diverse set of trigger
surface patterns. This eliminates the common pattern lying
in the surface form of trigger sentences, and hence builds
the one-directional link from the deep structure of a sentence
to the backdoor behavior. Consequently, LISM implements
strong evadability. On the other hand, when LISM is con-
ducted, the performance degradation of the victim model is at
a similar scale of the word-based attack (below 2.1% on av-
erage). Therefore, LISM raises no more doubts than existing
word-based attacks if the model consumer inspects the model
accuracy when supplied.
(iii) Trigger Naturalness: Semantic preservation and sentence
fluency are exactly what text style transfer pursues [40]. This
brings both the bottleneck and the opportunity on the trigger
naturalness of LISM. On one hand, the trigger naturalness
of LISM is almost upper bound by the capability of existing
text style transfer models. Although we leverage STRAP,
one of the state-of-the-art text style transfer models at our
time, for trigger generation, some generated sentences in our
experiments may still have non-trivial semantic distortion or
are occasionally broken. On the other hand, considering the
area of text style transfer is still in fast development, the gap
in trigger naturalness would be gradually closed as the text
style transfer methods evolve, while, it is not the case for the
word-based backdoor attacks, which usually insert irrelevant
word(s) into the clean sentence as the trigger.
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Figure 7: The accuracy and ASR of a fully-trojaned BERT
model after being funetuned from the K-th layer.

Relaxing the Assumption on Fine-Tuning. In our threat
model, the victim is assumed to only finetune the last sev-
eral layers of the pretrained model, which may be violated
if the victim has sufficient computing power and wishes to
fine-tune more layers for pursue better performance. To eval-
uate the effectiveness of the style-based backdoor under an
unexpected finetuning on the trojaned layers, we finetune a
LISM-trojaned BERT model, where the backdoor is embed-
ded in the full model, with a three-layer FCN on the OLID
dataset from the K-th layer. Fig.7 reports the curves of ASR
and accuracy when K varies from 1 to 12. As we can see,
although the finetuning process does modify the parameters
of the embedded backdoor, the ASR remains over 95% until
the BERT model is fine-tuned from one of the earliest layers
(i.e., K = 2). This phenomenon implies that the effectiveness
of LISM attacks on pretrained models is relatively robust to
unexpected fine-tuning. Meanwhile, since the normal accu-
racy exhibits only limited improvements when the fine-tuning
involves more layers (e.g., less than 2% when K varies from
12 to 6), the victim would have a weak incentive to further
the fine-tuning process, which hence preserves the backdoor
function from being cleansed.
Limitation and Future Directions. In our threat model, the
attacker is assumed to know the dataset for the downstream
task, which is likely to happen when the attacker is the ma-
licious model provider. In Table A.1, we further report the
performance of our trojaned model after being finetuned on a
different downstream dataset. The results shows that the in-
jected style-based backdoor still exhibits certain effects when
the datasets are from the similar domains, while deteriorates
on some other cases. As the weak transferability is a com-
mon open problem in the general literature of backdoor learn-
ing [56], how to enhance the transferability of style-based
backdoor is also a meaningful future direction to pursue. Be-
sides, for the demonstration purpose, our evaluation mainly
choose poetry, lyrics and formal as the example trigger styles.
For different NLP applications, there may be more suitable
style choices for trigger generation. It is meaningful for future
works to consider evaluate LISM with more trigger styles and
generate trigger samples to imitate a particular person’s writ-
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ing style. Besides, future works may also consider extend the
idea of style-based backdoors to other important NLP tasks
such as text generation and question answering.

Considering the stealthiness of style-based backdoor, we
hope future works pursue more effective mitigation ap-
proaches. From our perspective, it would be meaningful to ex-
plore using an independently trained style classifier to detect
abnormality in linguistic styles and raise security alarms [76].
Yet, existing style classifiers are mostly designed for classify-
ing whether a sentence holds a certain style in a binary way.
How to extend the idea to an open-ended system where a sen-
tence may have an unknown trigger style is worth to explore.
Moreover, to build a voting system on different stylistic ver-
sions of the same input sentence may be promising to enhance
robustness, if the overhead of invoking multiple times of text
style transfer on millions of model queries can be reduced.

7 More Related Works

Evolving Trigger Designs in Backdoor Attacks. In com-
puter vision, to design an effective yet stealthy trigger scheme
is an equally important direction to the advances in backdoor
injection algorithms [16, 34, 52, 78]. From hand-crafted pixel
patterns [34] and optimized pixel pattern [52, 78], recent re-
search further enhances the stealthiness of trigger designs
by invisible trigger patterns [49, 71], one-pixel trigger pat-
tern [17,70] or natural semantic objects [21,50]. Also, trigger
schemes are no longer fixed and static. For example, [67] re-
lies on random pixel patterns inserted at random positions of a
base image as the trigger, while [53] proposes an input-aware
backdoor attack where a generative model learns to generate
a trigger pixel pattern dynamically for each input [53].

In comparison, the study of backdoor attacks on NLP mod-
els is still in its infancy. Due to the domain gap between NLP
and computer vision, the advances in designing visual triggers
can hardly be applied to textual data. Therefore, most existing
trigger designs in NLP [15, 45, 77] still follow [22] to use
special words or phrases as triggers.

Recently and concurrently, [48] also explores dynamic
backdoor on NLP models by generating a malicious suffix
sentence with a language model to form the trigger pattern,
while [61] introduces the dimension of linguistic styles for
adversarial and backdoor attacks. Compared with [48, 61],
our work is the first to enable the dynamic and style-based
backdoor on attacking pretrained language models and eval-
uates the attack evadability under both filtering-based and
inversion-based defenses [15]. Besides, we also contribute
a number of original insights on how the intensity of trig-
ger styles impacts style-based backdoor attacks and present
a large-scale user study to understand the pros-and-cons of
style-based backdoor compared with word-based attacks.
Defenses against Backdoor Attacks. As most existing back-
door defenses are designed in the image domain, we review
two most related branches of trojan defenses below: (i) A

major branch of backdoor defenses work under the scenario
that the defender is provided with an image classifier and
is required to determine whether the classifier is trojaned
[20, 35, 51, 62, 74]. Neural Cleanse [74] and ABS [51] are
two representative defensive methods in this branch, both of
which exploit the correlation between the trigger pattern and
model’s misbehavior to reverse-engineer a potential trigger
pattern. However, as is also discussed in [15], these trigger
synthesis-based defenses cannot be directly applied to text
models mainly because the continuity of inputs is a key en-
abler for the inversion of trigger patterns, while the text inputs
consist of discrete tokens. As far as we know, T-Miner is
the only trigger synthesis-based defense applicable to NLP
models, which, according to Section 5.4, is unable to detect
a NLP model trojaned by our proposed LISM attack. (ii)
Another branch of detection methods focus on eliminating
trigger inputs during the run time, by inspecting the abnormal-
ity exhibited in the provided input [26, 27, 31]. For example,
a representative detection algorithm STRIP [31] determines
whether an input is a trigger by first superimposing the input
with random clean inputs and then checking if the predic-
tion results still remain unchanged. Among the defensive
methods in this branch, STRIP is the very one which explic-
itly discusses its potential usage in detecting textual triggers.
Besides, a very recent defense against NLP backdoor attacks
called ONION [60], which filters away potential trigger words
based on the perplexity, can also be categorized in this branch.
Therefore, we mainly choose STRIP and PPL-based detection
to evaluate the evasive capability of LISM-generated triggers.

8 Conclusion

In this paper, we propose LISM to exploit text style trans-
fer as a weapon to embed implicit trigger patterns into the
linguistic style of clean sentences, which substantially en-
hances the stealthiness of word-based backdoor in terms of
the naturalness of trigger sentences and the evasion capabil-
ity against potential defensive techniques. At the core of our
LISM attack is to replace the strong correlation between the
common trigger pattern in the sentence surface form and the
backdoor behavior with a much more diverse set of trigger
surface patterns generated via a secret linguistic style. Our ex-
tensive evaluation proves LISM indeed poses open challenges
for future mitigation studies. To facilitate future research, we
open-source LISM at [3].
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A Omitted Details in Evaluation

A.1 Details of Scenarios
• Opinion Mining: In opinion mining, or sentiment analysis,

an NLP model learns to automatically determine the senti-
ment conveyed in a sentence. We construct the opinion min-
ing scenario from the YELP restaurant review dataset [14],
which contains about 227K and 344K reviews annotated
with negative sentiment and positive sentiment respectively.
The vocabulary size of the YELP dataset is 9637 and the
average length of sentences is 8.9. The class positive is
considered as the attacker’s target class.

• Toxic Language Detection: In toxic language detection
tasks, an NLP model learns to recognize sentences with
toxic contents (e.g., violence, racism and sexism state-
ments), which serves as a key component in protecting
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the content safety on social media. We construct the toxic
language detection scenario from the Offensive Language
Identification Dataset (OLID [79]), which contains about
4.6K and 9.5K tweets annotated as toxic and non-toxic. The
average length of sentences is about 22.0, with a vocabu-
lary size 22311. The class non-toxic is considered as the
attacker’s target class.

• Fake News Detection: Fake news detection is another im-
portant NLP application for protecting online content safety,
where an NLP model learns to determine whether a news
content is real or faked. We construct the fake news detec-
tion scenario from the COVID-19 fake news dataset [58],
which contains about 10k social media posts and articles of
real and fake news on COVID-19. The numbers of real and
fake news are respectively 5.6K and 5.1K. The vocabulary
size of the COVID-19 dataset is 21031 and the average
length of sentences is 27.0. The class real is considered as
the attacker’s target class.

A.2 Details of User Study

As summarized in Table A.2, we conduct the user study on
the semantic and fluency aspects of the trigger sentences with
180 native speaker participants in total recruited on Prolific
1, a commercial platform which is backed by Oxford Uni-
versity Innovation and runs a diverse pool of 70,000+ global
participants for psychological and behavioral research. In our
user study, we only hire participants who speak English as the
first language and are from USA, UK and Australia with an
answer approval rate of at least 95%. We pay each participant
on an average of £7.59/hr, ranked higher than the average
payment (£5.00/hr) at the platform. Fig.A.1 illustrates the
basic demographic information of the 180 participants.

A.3 Other Implementation Details

In the three scenarios, we split the original dataset into train-
ing, validation and test sets, in the ratio of 8 : 1 : 1. We view
the training set as the clean data D in our methodology part
and apply a STRAP pretrained on the corpus of the trigger
style strigger to generate the trigger corpus Ctrigger. We con-
struct the trojaned model based on the training data. The
injection process is early-stopped by monitoring the running
loss on the validation set. With no additional specification, we
set the hyperparameters λ in Objective (1) and Objective (2)
respectively as 1.0 and 2.0, and the temperature parameter in
STRAP as 0.7 during trigger generation. All the performance
metrics reported in Section 5.1 are averaged on the trigger
corpus generated from the test set. Table A.3 lists the detailed
hyperparameters.

1https://www.prolific.co/

Figure A.1: (a)-(c): Statistics of the demographic information
of the 180 participants involved in our user study. (d) The
distribution of the time taken for finishing the tests.

B More Evaluation Results
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Figure B.2: Comparison of PPL of word-based and style-
based trigger sentences on the other two datasets, where the
column Words represents the PPL of word-based triggers.

Evasion Results against T-Miner. Table B.5 presents the de-
tection rate on each group of the classifiers under inspection.

Table B.5: Detection rate of T-Miner on different groups of
models.

Clean Models
Models Trojaned

by LISM
Models Trojaned

by Word-Based Attacks

YELP 0/4 0/4 4/4
OLID 0/4 0/4 3/4
COVID 0/4 0/4 3/4
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Table A.1: Backdoor behavior when the victim finetunes a pretrained BERT that is trojaned with one dataset (i.e., the first column
of the table) on a different dataset (i.e., the first row of the table)

YELP OLID COVID

Trained on ASR ACC ASR ACC ASR ACC

YELP 94.4% (± 0.2%) 97.0% (± 0.2%) 72.2% (± 0.2%) 74.5% (± 0.2%) 70.1% (± 0.1%) 74.6% (± 0.2%)
OLID 71.0% (± 0.3%) 85.4% (± 0.3%) 99.6% (± 0.3%) 79.5% (± 0.4%) 98.6% (± 0.4%) 80.7% (± 0.4%)
COVID 63.5% (± 0.3%) 88.1% (± 0.2%) 96.3% (± 0.2%) 82.6% (± 0.1%) 92.4% (± 0.2%) 95.1% (± 0.3%)

Table A.2: A summary on the settings of our user study on
the trigger naturalness.

# of Participants 180

Native Speaker? Yes

Demographics From US, UK, Australia (more in Fig.A.1)

Age [18, 67]

Platform Prolific/Microsoft Forms

Coverage All the (dataset, style) Combinations

Paid? £7.59/hr

# Trigger Samples 90

Randomly Chosen? Yes

IRB Approved? Yes

Table A.3: More details of hyperparameter configurations in

LISM.
Stage Hyperparameter Value

Weaponization of

Text Style Transfer

Temperature (p) 0.7

Poison Rate (β) 0.2

Style-Aware

Backdoor Injection

Eq. 1 (final model) λ 1.0

Eq. 2 (pretrained model) λ 2.0

TextCNN

Filter Size 3, 4, 5

Embedding Size 300

Learning Rate 2e-5

# Epochs 20

BERT/GPT-2

+ FC/LSTM

Learning Rate 3e-6

# Epochs 20

Optimizer Adam
β0 = 0.9

β1 = 0.999

Transferability of Style-based Backdoor. We have con-
ducted a preliminary study on the behavior of a pretrained
BERT model that is first embedded with a style-based back-
door (with the poetry style) in the first 6 layers (K = 6) on
one dataset, and is then finetuned by the victim on a differ-
ent dataset. Specifically, we finetune the pretrained model
from the 7th layer to the classification layer by the AdamW
optimizer with a learning rate of 5× 10−5 until the train-
ing accuracy has no increase. This setting is recommended
by the official tutorial of Huggingface Transformers [4], a
popular python package which implements many pretrained
Transformer-based language models including BERT and
GPT-2. Table A.1 reports the ASR and the normal ACC of

Table B.4: Performance of LISM attacks on pretrained models
with different trigger styles, where the ∆ACC represents the
accuracy margin between a clean pretrained model and a
trojaned pretrained model after being fine-tuned on the clean
data D , with a three-layer FCN as the downstream classifier.

LISM (Formal) LISM (Lyrics) LISM (Poetry) RIPPLES [45] Clean

ASR ∆ACC ASR ∆ACC ASR ∆ACC ASR ∆ACC ACC

YELP
BERT

K = 6 90.7% -8.6% 97.4% -1.7% 95.9% -0.9%
98.8% -0.6% 98.0%K = 12 84.7% -5.9% 97.5% -0.6% 94.4% -1.0%

GPT-2
K = 6 99.8% -0.1% 99.4% 0.2% 99.9% 0.2%

98.4% 0.8% 97.5%K = 12 99.9% 0.2% 98.5% 0.5% 99.8% 0.2%

OLID
BERT

K = 6 99.2% -7.8% 97.9% -2.0% 99.2% -0.6%
95.1% -2.6% 82.6%K = 12 98.3% -5.6% 98.3% -4.1% 99.6% -3.0%

GPT-2
K = 6 97.9% -9.4% 98.8% -8.5% 99.6% -6.7%

86.0% -6.7% 85.0%K = 12 97.5% -0.7% 95.0% -0.8% 98.3% -0.7%

COVID
BERT

K = 6 86.0% -3.6% 88.5% -2.9% 95.4% -0.3%
43.9% 1.1% 96.2%K = 12 93.0% -7.3% 91.5% -5.5% 92.4% -1.1%

GPT-2
K = 6 99.5% -1.4% 99.2% -0.9% 99.7% -0.0%

3.7% -1.8% 97.0%K = 12 97.5% -0.1% 92.1% -0.3% 99.3% 0.1%

the finetuned model when using different pairs of datasets.
As is shown, the injected style-based backdoor still has

certain effect when the pretrained model is finetuned on a
dataset other than the attacker’s adopted dataset. For example,
we observe that the transferability is more noticeable between
OLID and COVID. When the backdoor transfers from COVID
to OLID, the ASR is 96.3% and the ACC is 82.6% (almost the
same as the clean model accuracy), while the ASR is 98.6%
and the ACC is 80.7% vice versa. We suspect the relatively
good transferability can be attributed to the fact that, despite
the task is different, both OLID and COVID are composed
of user tweets from Twitter, which therefore provides a good
base for the pretrained model to capture the stylistic attribute
in the same way. In contrast, when the backdoor transfers
from YELP to other two datasets or vice versa, the ASR or
the ACC shows a non-trivial decrease compared with the same
dataset setting.

C Trigger Samples for Human Evaluation

The full sample sentences are provided in https://
anonymous.4open.science/r/LISM-2827/UserStudy.
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