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For newer GPUs, kernel execution is fast - CPU launch is bottleneck 
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GraCE: From Data Copy to Byte-Scale Pointer Copy
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Applications* Bytes Copy Reduced Per Replay

Deep Recommender (I) 3.0 GB → 8 B

BlenderBot-CondGen (T) 1.6 GB → 56 B

MT5-CondGen (T) 1.0 GB → 312 B

DistilGPT2 (T) 953 MB → 136 B

Speech2Text2-CLM (T) 849 MB → 136 B

DeBERTa-MLM (T) 549 MB → 136 B

GraCE reduces replay-time copied data by more than 99% in workloads having large copies

*workloads from TorchBench, TIMM, Huggingface I/T: Inference/Training
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GraCE: Code Transformations Unlock Large CUDA Graphs

17

Applications* Increase in % of Kernels in CUDA Graphs

Multi-modal CLIP (I) 0 % → 99 %

XLNET (I) 0 % → 99 %

XLNET (T) 1.5 % → 98 %

Speech Transformer (I) 5 % → 74 %

DALL-E2 (I) 79 % → 99 %

Mask R-CNN (I) 58 % → 71 %

GraCE raises CUDA Graph coverage from near-zero to 74–99% 

*workloads from TorchBench, TIMM, Huggingface;                  I/T: Inference/Training
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Challenges in Deploying CUDA Graphs

1. Computing on “different” inputs with "static" CUDA Graphs

2. Many program segments are CUDA Graph-unfriendly

3. Overheads of CUDA Graphs can outweigh benefits

18
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CUDA Graphs Are NOT Always Beneficial

CUDA Graphs reduce launch cost, but add replay-time overheads

19

Benefits

• Fewer CPU launches
• Less GPU idle time

Overheads
 

• Invariant checks for static pointers
• Graph memory reuse / GC

25% of CUDA Graphs in TorchBench* hurt performance!

* pytorch/benchmark: TorchBench is a collection of open source benchmarks used to evaluate PyTorch performance.

https://github.com/pytorch/benchmark
https://github.com/pytorch/benchmark
https://github.com/pytorch/benchmark
https://github.com/pytorch/benchmark
https://github.com/pytorch/benchmark
https://github.com/pytorch/benchmark
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CUDA Graphs reduce launch cost, but add replay-time overheads
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Benefits

• Fewer CPU launches
• Less GPU idle time

Overheads
 

• Invariant checks for static pointers
• Graph memory reuse / GC

When the overheads exceed launch savings, CUDA Graphs slow down execution

25% of CUDA Graphs in TorchBench* hurt performance!

* pytorch/benchmark: TorchBench is a collection of open source benchmarks used to evaluate PyTorch performance.

https://github.com/pytorch/benchmark
https://github.com/pytorch/benchmark
https://github.com/pytorch/benchmark
https://github.com/pytorch/benchmark
https://github.com/pytorch/benchmark
https://github.com/pytorch/benchmark
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GraCE: Selectively Deploy CUDA Graphs
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1. Computing on “different” inputs with "static" CUDA Graphs

2. Many programs segments are CUDA Graph-unfriendly

1. Overheads of CUDA Graphs can outweigh benefits

Summary of GraCE’s Key Contributions

21
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1. Computing on “different” inputs with "static" CUDA Graphs

2. Many programs segments are CUDA Graph-unfriendly

1. Overheads of CUDA Graphs can outweigh benefits

Summary of GraCE’s Key Contributions
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Parameter Indirection

CUDA Graph-aware Code Transformation

Selective Deployment of CUDA Graphs

1
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GraCE in PyTorch2 Compiler
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GraCE in PyTorch2 Compiler

22

No app
changes

No hardware
changes

   Only the compiler changes
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Performance Gains with GraCE

23

29% geomean speedup over PyTorch2 (w/ CUDA Graphs), up to 3.34x across 
25 ML workloads from TorchBench, TIMM, Huggingface 

0
.9

9

1
.0

0

0
.9

8

1
.9

0

0
.7

1 1
.0

2

1
.0

9

0
.8

5

0
.9

8

1
.4

8

0
.9

5

2
.1

8

3
.2

6

1
.7

1

1
.6

8

1
.7

1

1
.0

1

0
.9

7 1
.3

7

2
.1

1

1
.9

6

1
.1

9

0
.9

9

1
.0

0

1
.0

3 1
.2

7

3
.3

3

2
.4

8

2
.0

8

2
.7

2

1
.0

0 1
.2

5

1
.3

3

1
.0

0

1
.1

4

1
.5

9

1
.0

2

2
.3

2

3
.4

6

1
.7

9

1
.7

7

1
.8

0

1
.0

6

1
.0

2 1
.4

3

2
.1

9

2
.0

4

1
.2

4

1
.0

3

1
.0

3

1
.0

6

1
.5

6

0.5x

1.0x

1.5x

2.0x

2.5x

3.0x

3.5x

S
p

e
e
u

p
 o

v
e

r 
P

y
T
o

rc
h

2
 

w
/o

 C
U

D
A

 G
ra

p
h

s

PyTorch2 w/ CUDA Graphs GraCE



Computer Systems Lab

Indian Institute of Science, Bangalore

Performance Gains with GraCE
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29% geomean speedup over PyTorch2 (w/ CUDA Graphs), up to 3.34x across 
25 ML workloads from TorchBench, TIMM, Huggingface 
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Where Do GraCE's Gains Come From?
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• CUDA Graphs are important but hard to deploy manually

• GraCE: Effective Compiler Support for CUDA Graphs
oIncreases CUDA Graph coverage

oReduces replay overhead
oSelectively deploys CUDA Graph

oRequires no user-level code changes

25

github.com/csl-iisc/
GraCE-OSDI26-Artifact

Artifact & Code

Applications

GraCE

29%
geomean speedup

up to 3.34x
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