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Abstract
As the internet becomes increasingly crucial to distributing information, internet censorship has become more pervasive and
advanced. Tor aims to circumvent censorship, but adversaries
are capable of identifying and blocking access to Tor. Meek,
a traffic obfuscation method, protects Tor users from censorship by hiding traffic to the Tor network inside an HTTPS
connection to a permitted host. However, machine learning
attacks using side-channel information against Meek pose
a significant threat to its ability to obfuscate traffic. In this
work, we develop a method to efficiently gather reproducible
packet captures from both normal HTTPS and Meek traffic.
We then aggregate statistical signatures from these packet
captures. Finally, we train a generative adversarial network
(GAN) to minimally modify statistical signatures in a way
that hinders classification. Our GAN successfully decreases
the efficacy of trained classifiers, increasing their mean false
positive rate (FPR) from 0.183 to 0.834 and decreasing their
mean area under the precision-recall curve (PR-AUC) from
0.990 to 0.414.
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Introduction

Tor [6] is often used to hide a user’s internet traffic in order to
gain privacy or circumvent censorship [7]. However, the IP addresses of Tor relays are public, and authorities such as China
have used this information to prevent access to Tor [8] [29].
In response, researchers and activists developed traffic obfuscation methods that use techniques such as encryption
and protocol mimicry to make it more difficult for censors to
prevent access to Tor [7]. Many of these traffic obfuscation
methods are made available with Tor Browser as “pluggable
transports” [24].
One such pluggable transport is Meek, which offers strong
protection against metadata-based Deep Packet Inspection
(DPI) attacks using domain fronting [10]. Domain fronting
obfuscates traffic by hiding traffic intended for a forbidden
host inside the encrypted payload of an HTTPS connection to
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a permitted host [10]. This is achieved by manipulating the
Host header of the underlying encrypted HTTP payload in
order to take advantage of cloud hosting services that forward
HTTP traffic based on this header. Domain fronting exploits
censors’ unwillingness to cause collateral damage, as blocking domain fronting would require also blocking the typically
more reputable, permitted host. From the point of view of
an adversary using DPI and metadata-based filtering, there is
no difference between Meek and normal HTTPS traffic. All
unencrypted fields in Meek traffic that could indicate its true
destination such as DNS requests, IP addresses, and the Server
Name Indication (SNI) inside HTTPS connection headers do
not reveal its true destination.
However, recent work has shown that Meek is vulnerable
to machine learning attacks that use side-channel information such as packet size and timing distributions to differentiate Meek traffic from normal HTTPS traffic [20], [28], [30].
Wang et al. [28] were able to differentiate Meek traffic from
normal HTTPS traffic with a FPR as low as 0.0002 using a
CART decision tree, while Yao et al. [30] achieved an accuracy of 99.98% on the same task using a hidden Markov
model. Nasr et al. [20] were able to deanonymize Meek traffic with a FPR of 0.0005 using a neural network. Machine
learning attacks against Meek pose a dangerous threat to its
effectiveness, and strengthening Meek against these attacks
remains an open problem.
Traffic obfuscation is fundamentally a conflict between an
adversary attempting to detect unwanted traffic and a user
attempting to modify their traffic in a way that circumvents
this [7]. Generative Adversarial Networks (GANs) operate
under a similar paradigm. GANs are typically composed of
two components: a generator and a discriminator [12]. The
goal of the generator is to generate realistic looking data,
while the goal of the discriminator is to determine whether
this synthetic data is real or fake. By training the generator
and discriminator in unison, each can learn from the other
until an equilibrium is reached.
In this work, we evaluate the efficacy of GANs in identifying and correcting identifiable patterns in Meek traffic.

We achieve this by first developing a method capable of generating large amounts of normal HTTPS and Meek packet
captures, with a focus on efficiency and reproducibility. We
then extract statistical signatures modeling the identifiable
side-channel features of this traffic. Finally, we train a modified version of StarGAN [4], and evaluate its ability to reduce
the FPR and PR-AUC of multiple trained classifiers.
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2. Start tcpdump to capture all packets.
3. Start Tor/Meek if applicable.
4. If using Meek, wait for 10 seconds to ensure Tor
has been properly initialized, and to provide some
measure of reducing network load.

Data Collection

The objective of our data collection method is to capture traffic generated by navigating to the same websites over both
normal HTTPS and Meek, and to do so efficiently and reproducibly. Previous work analyzing Meek traffic uses sequential
scripts [26], [28] or does not appear to specify their Meek
data collection process [20], [30]. We use Docker [13] to
allow our data collection process to be performed in parallel,
and in a reproducible environment.
Docker is a platform based on reproducible environments
known as containers [13]. Our data collection method is composed of two types of containers: a work queue and workers.
The work queue manages and distributes a queue of data collection work. Each work item in the queue contains a URL
and a proxy type. Workers navigate to URLs using the given
proxy type, and produce packet captures for each piece of
work.
Because Meek tunnels traffic through a single HTTPS connection [10], gathering individual Meek connections requires
restarting the Meek process. This limitation presents a major bottleneck to our data collection process. In order to circumvent this, we use Docker Compose [14] to allow for any
number of data collection workers to operate in parallel.
During data collection, each worker repeats the process
shown in Figure 1.

2.1

1. Request URL and proxy from the work queue. If
there is no more work, exit.

Datasets

We collect datasets from a residential desktop (H), a university
office desktop (U), and an Amazon Web Service (AWS) server
(A). Datasets H and U were collected using Docker installed
on NixOS hosts, while dataset A was generated using an
AWS m5.2xlarge instance provisioned by docker-machine.
Each dataset contains 20000 samples, created by navigating
to the top 10000 websites of the Alexa top 1M dataset [1]
using both regular HTTPS and Meek using the meek-azure
bridge from Tor Browser. Datasets H and U were collected
in Middle Tennessee, while dataset A was generated from the
AWS us-east-1 region (North Virginia) [25].
Our datasets contain HTTPS traffic, generated with and
without Meek. However, HTTPS traffic does not encompass
the scope of all Meek traffic. We only collect traffic from
connections to the homepages of popular websites, but Tor
Browser users may navigate to other pages, use hidden services, or communicate using other protocols. Our data collec-

5. Start Firefox using Selenium.
6. Navigate to the URL.
7. Wait for either an element with a common tag
(<script>) to load, or 60 seconds to pass. This
is done to speed up the data collection process and
avoid getting stuck.
8. Thoroughly shut down Firefox, Tor/Meek, and tcpdump, in that order.
9. Send a report to the work queue containing information about the work done, and the filename of
the generated PCAP file.
Figure 1: Overview of worker program.

tion framework may be extended to include hidden services,
but is not suited to non-web traffic.
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Feature Extraction

In this work, we analyze the following side-channel traffic
features: histograms of TCP payload sizes and per-direction
packet inter-arrival times. We ignore basic packet metadata
such as IP addresses or TLS parameters. While Meek traffic
may have distinct values for these features compared to the
wide variety of HTTPS clients on the internet, we assume
that these basic fields could be trivially modified. The sidechannel features we analyze are acknowledged in the original
implementation of Meek [10] and used by Wang et al. [28],
Nasr et al. [20], and Yao et al. [30] to identify Meek. These
features are identifiable weaknesses in Meek, but their statistical distribution may be modified through traffic shaping
techniques; for example, Verma et al. [27] propose inserting
extra data (chaff) into packets or delaying packet transmission
in order to match a distribution generated by an adversarial
neural network. HTTPOS [17] applies a similar technique to
HTTP traffic.
We use Bro, a DPI engine, to aggregate packets from each
PCAP into a set of HTTPS connections [21]. We then associate each packet with an HTTPS connection using its source
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IP, destination IP, source port, destination port, and timestamp.
All packets unrelated to HTTPS connections are ignored. As
much more information is found in smaller payload lengths
and inter-arrival times than larger ones, we aggregate these
features into logarithmic bins. For TCP payload lengths, we
use bins of size 10 from 0 to 100 bytes, size 100 from 100
to 1000 bytes, size 1000 from 1000 to 10000 bytes, and a
single bin for packets larger than 10000 bytes. For packet
inter-arrival times, we use bins of size 1 from 0 to 10 ms, size
10 from 10 to 100 ms, size 100 from 100 to 1000 ms, and
a single bin for inter-arrival times above 1000ms. These bin
sizes are similar to those used by Wang et al. [28].
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Figure 4: Average inter-arrival time frequency (to client)
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Figure 2: Average TCP payload length frequency
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70 bytes. Additionally, The inter-arrival times of Meek traffic
in Figure 3 and Figure 4 seem to indicate a higher latency in
Meek traffic. Our observed differences in TCP payload length
distribution differ from the TCP payload length distribution
measured by Fifield et al. [10], where Meek traffic exhibited a
much larger number of payloads around 1400 bytes and a lack
of payloads around 50 bytes. This may be due to a difference
in data sources [10], or modifications to Meek [9]. Fifield
et al. [10] compared Google traffic from Lawrence Berkeley
National Laboratory to traffic generated by navigating to the
Alexa top 500 over Meek. Since Meek’s creation, it has introduced many changes such as HTTP/2 support [9], which can
result in different traffic characteristics [18].
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Adversarial Transformation
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Figure 3: Average inter-arrival time frequency (from client)
Figures 2, 3, and 4 show the average frequencies of TCP
payload sizes, inter-arrival times from client, and inter-arrival
times to client, respectively over dataset H, defined in Section 2.1. One difference between normal HTTPS and Meek
traffic can be seen in Figure 2 where Meek traffic has a much
larger proportion of packets with payload size between 60 and

While typical GANs contain a generator, which generates
adversarial data from noise, our model uses a transformer,
which transforms a traffic signature from one class to another. This model is similar to an adversarial transformation
network [2]. We use StarGAN [4] as a basis for our model.
StarGAN is an adversarial transformation model that transforms images by selectively applying features from various
domains and datasets. While StarGAN can support modifying
any number of features, we only modify one binary feature:
whether the traffic signature represents Meek traffic or normal
HTTPS traffic. This allows us to significantly simplify StarGAN while still taking advantage of its powerful adversarial
transformation features.

4.1

Architecture

In our model, we replace StarGAN’s complex, multi-layered
convolutional layers with a simple fully-connected hidden
layer. While convolutional neural networks are useful for image classification tasks [16], our traffic signatures are very

Figure 5: Training process for our GAN, adapted from the original figure in [4].
simple and can be classified using a very small number of
parameters. The discriminator accepts a signature, contains a
single fully-connected hidden layer of size 16, and outputs a
label Y (the probability that the signature represents a Meek
flow), and a source S (the probability that a signature was
modified using a transformer). The transformer accepts a signature (X) and a target class, contains a single fully-connected
hidden layer of size 128, and outputs a modified signature
(X ′ ). The transformer contains a larger hidden layer in order
to avoid losing information during reconstruction.

4.2

5. Calculate loss for the discriminator’s source prediction
over the transformed signatures. Class is ignored here,
because the class of traffic does not matter if it is determined to be fake.
S′predicted = D(X ′ )
Dloss′src = mean(S′predicted )
6. Calculate gradient penalty loss DLossgp , as defined in
[4].
7. Calculate the final loss function for the discriminator

Training

We train our model using a modified version of the StarGAN
training process. For each training iteration, we train the discriminator using the following steps:
1. Retrieve a batch of 16 signatures X and labels Y from
the training set. A label is 0 if the flow is a regular flow,
and 1 if the flow is Meek.
2. Predict the flow’s label and source, and calculate loss for
the predictions. BCE is binary cross-entropy.
Ypredicted , S predicted = D(X)
DLosscls = BCE(Y,Ypredicted )
Dlosssrc = −mean(S predicted )
3. Generate 16 random labels Yrandom
4. Use T to transform X given Yrandom
X ′ = T (X,Yrandom )

Dloss = DLosssrc + Dlosscls + DLoss′src + 10DLossgp
8. Perform gradient descent over the discriminator’s
weights to minimize DLoss using the Adam optimizer [15].
Every 5 iterations, we train the transformer using the following steps:
1. Calculate loss for the discriminator’s label and source
prediction over the transformed signatures.
′
Ypredicted
, S′predicted = D(X ′ )
′
T Losscls = BCE(Yrandom ,Ypredicted
)

T Losssrc = −mean(S′predicted )
2. Calculate the perturbation loss. This measures the mean
absolute distance between unmodified and transformed
traffic.
T Loss pert = mean(|X − X ′ |)

3. Transform the transformed signature back to its original
class using the transformer, and measure the mean absolute difference between the original and reconstructed
signature.
Xrec = T (X ′ ,Y )
T Lossrec = mean(|X − Xrec |)
4. Calculate the final loss function for the transformer
T Loss = T Losscls +T Losssrc +10T Loss pert +10T lossrec
5. Perform gradient descent over the transformer’s weights
to minimize T Loss using the Adam optimizer [15].
The signatures generated by our transformer represent a
new distribution of packet sizes and timings that, if matched,
would make Meek traffic appear similar to regular HTTPS
traffic. However, introducing delays or extra data into a traffic
stream in order to match this distribution introduces overhead [27]. In order to minimize this, we introduce an additional objective into our transformer’s loss function called
perturbation loss, defined above in step 2 of the training process. This measures the mean absolute difference between
the original signature and the transformed signature. By introducing perturbation loss, we train the transformer to make
minimal modifications to the traffic signature while simultaneously fooling the discriminator. By minimizing changes
made by the transformer, we reduce the amount of work a
traffic shaping method would have to do to modify the Meek
traffic stream in order to fool classifiers.
In order to reduce overfitting, a situation in which neural
networks generalize poorly due to relying on noise present in
the training set, we introduce early stopping measures [3]. Our
training process iterates repeatedly over the training set until
both the discriminator loss DLoss and transformer loss T Loss
have not decreased by 0.0001 over 2000 batches. This is to
ensure that D and T cease training when they have reached
an equilibrium.

4.3

Evaluation

To avoid biasing our experiments by evaluating models using
data that they have been trained on, we split each dataset into
three parts:
• 30% GAN training set (Gtrain )
• 20% Classifier training set (Ctrain )
• 50% Classifier testing set (Ctest )
Our training and evaluation process is composed of 8 steps:
1. Train the Discriminator (D) and Transformer (T ) using
Gtrain , as described in Section 4.2.

2. Train a neural network classifier and decision tree with
Ctrain
3. Split the classifier training set in half
Ctrain1 ,Ctrain2 = split(Ctrain )
4. Transform one half of the classifier training set into the
opposite class using the transformer, while retaining the
original (unmodified labels). This is to simulate an adversary who is aware of the traffic modification scheme,
and aims to classify modified traffic as its original class.
Xtrain2 ,Ytrain2 = Ctrain2
′
Xtrain2

= T (Xtrain2 , 1 −Ytrain2 )
′
′
Ctrain2
= Xtrain2
.Ytrain2

′
Ctrain
= Ctrain1

[

′
Ctrain2

′
5. Train a neural network classifier over Ctrain

6. Evaluate the PR-AUC and FPR of all classifiers over
Ctest
7. Transform Ctest using T
′
Ctest
= T (Ctest )

8. Evaluate the PR-AUC and FPR of all classifiers over
′
Ctest
The neural network classifiers are simple dense neural networks that accept a signature, contain a hidden layer identical
to the discriminator, and output the probability that the signature represents Meek traffic. The decision tree is the default
decision tree provided by scikit-learn [22], which is identical
to the best-performing classifier type in Wang et al [28].
To avoid overfitting when training C, we separate Ctrain
into a smaller Ctrain with 90% of its original size, and Cval
containing 10% of Ctrain . Each epoch, we evaluate the loss of
N using Cval to calculate the validation loss. If the validation
loss has not decreased by 0.001 in 5 epochs (full iterations
over Ctrain ), we stop training the classifier.
We evaluate classifiers using PR-AUC and FPR. PR-AUC
is a particularly useful metric when dealing with a domain in
which the number of negative samples vastly outweighs the
number of positive samples [5]. This suits traffic obfuscation
well, as most internet users do not use Meek. Additionally,
PR-AUC takes prediction confidence into account, and graphs
precision vs recall based on a classifier’s ability to confidently
provide predictions [5]. FPR is commonly used when evaluating obfuscation methods, as falsely blocking a connection
can cause degraded network performance [28]. Additionally,
existing work [28] uses PR-AUC and FPR to measure obfuscator classification performance, allowing our work to be
more readily comparable.

Results

The effects of our transformer on classifier PR-AUC and FPR
are shown in Tables 1 and 2 respectively. “Naive NN” is
the neural network classifier trained only on unmodified signatures, while “Informed NN” is the neural network classifier trained on both unmodified and modified signatures. Our
transformer successfully hinders all tested classifiers on all
datasets.
Data

Classifier

Baseline
PR-AUC

Modified
PR-AUC

H

Naive NN
Informed NN
Decision Tree

0.999
0.915
0.998

0.309
0.583
0.476

U

Naive NN
Informed NN
Decision Tree

1.000
0.999
1.000

0.309
0.428
0.503

A

Naive NN
Informed NN
Decision Tree

1.000
0.999
0.999

0.309
0.309
0.503

Naive NN
Informed NN
Decision Tree

1.000
0.971
0.999

0.309
0.440
0.494

Avg

Classifier

Baseline
FPR

Modified
FPR

H

Naive NN
Informed NN
Decision Tree

0.005
0.654
0.001

1.000
0.667
0.999

U

Naive NN
Informed NN
Decision Tree

0.000
0.351
0.000

1.000
0.501
1.000

A

Naive NN
Informed NN
Decision Tree

0.002
0.630
0.001

1.000
0.833
0.510

Avg

Naive NN
Informed NN
Decision Tree

0.002
0.545
0.001

1.000
0.667
0.836

Table 2: Effect of transformer on FPR
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Data

Frequency

Finally, to increase confidence in our results, we use a
method similar to K-fold validation. We shuffle each dataset,
then repeat the training and evaluation process using all 6
orderings of Gtrain , Ctrain , and Ctest . Our final results are the
average of each evaluation metric over all orderings.

TCP Payload Length (bytes)

Table 1: Effect of transformer on PR-AUC
Figures 6, 7, and 8 compare normal signatures from
dataset H and transformed Meek signatures from dataset H
(T (Hmeek )), with a transformer T that has been trained on the
entirety of dataset H. Compared to Figures 2, 3, and 4, the
differences between modified Meek and Normal traffic are
much less pronounced. One notable traffic signature modification can be seen in Figure 6, where the difference in payload
lengths between 60 bytes and 70 bytes has been reduced.
Modified Meek inter-arrival times, shown in Figures 7 and 8
are much closer to those of normal traffic, and the frequency
of inter-arrival times above 1000 ms has been reduced.

6

Discussion

The baseline classification results in Figures 1 and 2 show that
Meek is easily identifiable using machine learning attacks. In
every case, our classifiers achieved a near perfect PR-AUC
and FPR on unmodified data. Wang et al. [28], Yao et al. [30],

Figure 6: Average TCP payload length frequency over dataset
H

and Nasr et al. [20] also achieve impressive classification results. However, this strength can also be a weakness. Machine
learning models are prone to overfitting [3], making them sensitive to perturbation. For example, over all datasets, the naive
neural network achieves a PR-AUC of 1.00 on unmodified
data while the informed neural network achieves a PR-AUC
of 0.971. However, when classifying modified data, the neural
network trained with unmodified data achieves a PR-AUC of
0.309, while the neural network trained using both unmodified
and modified data achieves a PR-AUC of 0.440. However,
the informed neural network tends to perform poorly in terms
of false positive rate compared to the naive neural network.
This may be due to catastrophic interference [11] caused by
conflicting information between the unmodified and modified
training set.
However, because we ignore hostnames, we lose some iden-
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are set to use an English locale, which may result in latency
differences compared to requesting the webpages in other
languages.
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Figure 7: Average inter-arrival time frequency (from client)
over dataset H
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Conclusions

In this work, we develop a data collection framework capable
of efficiently producing reproducible packet captures of Meek
and normal HTTPS traffic. We evaluate multiple classification
methods over this captured traffic and train classifiers capable
of identifying Meek. We then show that our adversarial modification scheme is capable of modifying traffic signatures
in a way that reduces average classifier PR-AUC from 0.990
to 0.414 and increases average classifier FPR from 0.183 to
0.834.
While we focus on Meek and normal HTTPS traffic in this
work, our adversarial modification scheme and data collection
framework can potentially be applied to any Tor pluggable
transport in order to identify and correct for weaknesses. In
the future, adversarial models could be applied to shape traffic
in real-time in order to improve any obfuscation method that
relies on protocol mimicry or tunneling.
As adversaries performing censorship become more advanced, researchers developing obfuscation methods must
become aware of their capabilities. Performing classification
and transformation simultaneously using adversarial machine
learning can allow researchers to model theoretical capabilities of both the censor and the obfuscator.
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Figure 8: Average inter-arrival time frequency (to client) over
dataset H

tifiable features. During training, we compare Meek traffic to
all regular HTTPS traffic, rather than with HTTPS traffic to
the Meek fronting host. For example, the meek-azure bridge
uses ajax.aspnetcdn.com as the fronting host [23]. This
host typically serves “popular third party JavaScript libraries
such as jQuery” [19]. Traffic that mimics average HTTPS
traffic to all domains may appear unusual to an adversary
compared to typical traffic through this host. In this work,
we assume that an increase in false positive rate is sufficient
to make classification of Meek traffic less feasible, but future work may target hosts on CDN used for domain fronting
during data collection.
Additionally, our dataset lacks geographical diversity. All
traffic was generated from the Eastern US, and models generated from this data may not be useful to Meek users in
other countries. While the Alexa top 1M dataset [1] contains
websites from around the world, the data collection workers

Availability
All code used to produce the results in this work including the
traffic generation framework, feature extractor, and machine
learning code is open source, and can be accessed at
https://github.com/starfys/packet_captor_sakura
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