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Abstract
We present a log-structured file system (LFS) with scal-
able garbage collection (GC) called ScaleLFS for providing
higher sustained performance on commodity SSDs. Specif-
ically, we first introduce a per-core dedicated garbage col-
lector to parallelize the GC operations and utilize dedicated
resources. Second, we present a scalable victim manager that
selects victim segments and updates the metadata of the seg-
ments concurrently. Finally, we propose a scalable victim
protector to enable a page-level GC procedure instead of a file
level to increase GC concurrency while resolving the conflict
with victim pages. We implement ScaleLFS with three tech-
niques based on F2FS in the Linux kernel. Our evaluations
show that ScaleLFS provides higher sustained performance
by up to 3.5×, 4.6×, and 7.0× compared with F2FS, a scal-
able LFS, and a parallel GC scheme, respectively.

1 Introduction
The log-structured file system (LFS) [16, 18, 19, 22, 24, 25,
29, 32, 34, 35, 41, 44–46] has gained popularity as a storage
solution since it gathers small and random writes to large and
sequential writes which brings significant performance ad-
vantage in solid-state drives (SSDs). However, LFSs rely on
the availability of contiguous free segments, maintaining the
segments requires expensive reclaim operations [41]. Specif-
ically, as the log-structured file system ages, the file system
runs out of free segments and needs to reclaim the invalid
pages to make more free segments. The activity of reclaiming
the invalid pages is called garbage collection (GC) which be-
comes a significant challenge in LFSs [10,16,35,37,37,43,45].
Unfortunately, when the file system performs the garbage col-
lection in the foreground, it freezes the entire file system until
it completes, resulting in high latency, low bandwidth, and
long execution time of application.
Challenges: Figure 1 shows the application and device-level
bandwidth in various LFSs [22, 25, 35] under a GC-intensive
workload using a micro-benchmark (i.e., FIO [5]). As shown
in Figure 1a, when GC occurs around 15 seconds, the device-
level performance of existing LFSs notably drops, resulting
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Figure 1: Bandwidth (BW) and runtime under GC process.

in a decline in application-level performance as in Figure 1b.
It is because 1) a serialized GC procedure with a one-to-all
model (e.g., F2FS [22] and MAX [25]) and 2) lock contention
on the GC procedure even if a parallel GC scheme (e.g., P-
GC [35]) is adopted. Through this preliminary evaluation, we
observe the potential to leverage the available device-level
bandwidth, despite the active migration during GC.
Prior studies: Prior studies [16, 25, 35, 45] have investi-
gated LFSs to enhance scalability and minimize GC over-
head. MAX [25] targets improving the scalability of LFS with
SSD-friendly design. P-GC [35] introduces new free segment
search and parallel GC schemes for ZNS SSDs. However, the
GC overhead in both studies [25, 35] still remains potential
bottleneck points (e.g., high lock contention). ParaFS [45] mit-
igates GC overhead by coordinating GC in both the file system
and FTL. IPLFS [16] removes GC from the log-structured
file system by using infinite partition and interval mapping
schemes on OpenSSD [2]. ParaFS and IPLFS mitigate or
remove the GC overhead in LFS while leveraging specially
customized SSDs. Our study is inspired by and in line with
these studies [16, 25, 35, 45] in terms of investigating the scal-
ability and GC overhead of LFS. In contrast, we focus on
enabling dedicated resource utilization and concurrent GC in
LFS to maximize GC scalability on commodity SSDs.
Contributions: In this paper, we propose a log-structured file
system with scalable GC called ScaleLFS which enhances
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GC scalability on multi-cores and commodity SSDs to pro-
vide the higher sustained1 performance of LFS. Our key idea
is to leverage the potential of increasing concurrency and par-
allelism of GC in LFS without sacrificing consistency. Specif-
ically, we first introduce a per-core and dedicated garbage
collector (DGC) to parallelize and accelerate the overall GC
procedure. Each DGC has its own dedicated GC resource (e.g.,
victim segment, page buffer, and write stream). This enables
a one(collector)-to-one(resource) model to exploit high par-
allelism inherent among multi-cores and SSDs, instead of a
one(collector)-to-all(victims) model where a single collector
handles all segments.

Second, we present a scalable victim manager (SVM) that
selects victim segments concurrently with a combination of
atomic bitmaps and instructions. In addition, it concurrently
updates segment metadata with a loose-synchronization mech-
anism, albeit at the expense of optimal segment selection and
minimal false-positive read which is unnecessarily submitted
to read invalidated address. However, this approach does not
compromise LFS consistency. Lastly, we propose a scalable
victim protector (SVP) to enable a page-level GC procedure
instead of a file-level one by leveraging a concurrent hash
table. This allows pages within a file to be cleaned simultane-
ously while resolving the conflict with victim pages between
I/O threads and DGCs.

We implement ScaleLFS with three components based
on F2FS [22] in Linux kernel 6.0.0. We evaluate ScaleLFS
using the micro [5] and macro [38] benchmarks and real-
world application [1]. The results show that ScaleLFS pro-
vides higher sustained performance by up to 3.5×, 4.6×,
and 7.0× compared with F2FS, a scalable LFS (MAX [25]),
and a parallel GC scheme (P-GC [35]), respectively. Fi-
nally, we open the source code at https://github.com/
syslab-CAU/ScaleLFS.

2 Background and Motivation
Log-structured file system (LFS): The LFS is designed
based on an append-only approach, consolidating random
write requests into a larger sequential write request for hard
disk drives and flash-based SSDs [18, 22, 34]. This append-
only brings another complexity to the file system. As the
LFS ages, it runs out of free segments and needs expensive
garbage collection to free segments [41]. Accordingly, pre-
vious studies [16, 35, 45] show that this GC procedure in the
LFSs significantly degrades the application performance.
Garbage collection: When free segments are not enough
below a predefined GC threshold, the LFS triggers a GC
procedure. Then, a single GC daemon thread wakes up and
scans the dirty segment bitmap to find the victim segment
that has the highest ratio of invalidated pages. Then, the GC
thread scans the valid page bitmap of the victim segment to
determine valid pages, reads the valid pages, writes them to

1In this paper, we define “sustained” as the state in which LFS level GC
is actively triggered.
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Figure 2: Sustained performance of existing LFSs (M: modi-
fied with multiple threads, L: LFS mode).

the write stream dedicated to the new destination, and finally
cleans the victim segment.
Opportunities in application and GC behaviors: When
a GC thread wakes up, the application threads are blocked
until the GC thread completes its work. Thus, the GC speed
determines the blocking time of the application threads, which
in turn affects the sustained performance. During the GC
procedure, there are two potentials for improving the GC
speed. First, while waiting for GC to complete, the blocked
application threads do not occupy cores. Thus, the unoccupied
cores can be utilized to speed up GC without interfering with
the applications. Second, while the application threads are
blocked, the bandwidth of high-end SSDs is underutilized
since only a single GC thread performs GC I/O operations. By
leveraging unoccupied cores and available device bandwidth,
we aim to accelerate the GC speed to minimize the application
blocking time.

3 Sustained Performance Analysis
3.1 Sustained Performance on Modern LFSs
To understand the sustained performance of modern LFSs
(i.e., F2FS, MAX, and P-GC), we run FIO [5] with random
write on our testbed and evaluation scenario as described in
Section 5.1. Figure 2a shows application-level bandwidth
changes in the LFSs during GC. When the GC procedure is
triggered around 15 seconds due to insufficient free spaces, it
sharply decreases the application write bandwidth by up to
68×. At the same time, as shown in Figure 1a, device-level
bandwidth (sum of read and write) also decreases by up to
24.8× when the GC is triggered. This implies that even during
GC, the SSD has idle bandwidth to handle additional I/O
requests, indicating the bottleneck originates and the potential
for improvement in the LFS GC.
Insight#1: LFS can accelerate the GC process by leveraging
the available device-level bandwidth for higher sustained
performance.

3.2 Identifying Root Causes
3.2.1 Serialized GC procedure
The main reason for low sustained performance comes from
the serialized GC process with a single garbage collector in
LFSs (i.e., F2FS and MAX). Due to the substantial amount of
job involved in performing GC, relying on a single garbage
collector can induce a bottleneck. This bottleneck delays ap-
plication I/O requests and significantly impacts overall appli-
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cation performance. Furthermore, the overhead of the seri-
alized GC process is more noticeable on high performance
systems equipped with multi-core CPUs and high-end com-
modity SSDs, as the system’s full potential remains underuti-
lized.
Insight#2: One-to-all model is inefficient for leveraging the
high device bandwidth of modern SSDs on a multi-core sys-
tem.

3.2.2 Obstacles for Scaling GC Procedure
Figure 2b shows the scalability of a modified version of

F2FS in default (F2FS-M) and LFS modes (F2FS-LM) with
multiple threads2 and F2FS with P-GC (P-GC) [35]. The
results show that they do not scale well (i.e., F2FS-M) or
decrease the performance (i.e., F2FS-LM and P-GC) even
if the number of threads increases. As a prior study, P-GC
distributes valid pages in a victim segment among multiple
threads if the number of its valid pages exceeds half of the
number of pages in the segment. However, similar to F2FS-
LM, continuously increasing the number of threads affects
performance negatively due to increasingly severe lock con-
tention in the GC procedure. Interestingly, the performance
of F2FS-M is not affected by the number of GC threads. The
rationale is that the default mode utilizes slack space recy-
cling (SSR) which induces random writes to invalidated pages
in a segment instead of cleaning the segment via GC. Al-
though GC is not triggered frequently, there is still a substan-
tial amount of available bandwidth as described in Figure 1a.
By analyzing the design of existing LFSs, we observe the
main obstacles that hinder the scaling of the GC procedure
(see Table 3 in Section 5.4).
Single GC stream and lock contention: The LFSs maintain
only one write stream for GC I/O operations (i.e., cold data
stream). They also serialize the free space allocation from
the stream via a mutex (curseg_mutex). This can hinder
exploiting the high parallelism offered by modern SSDs and
multi-cores.
Excessive contention on victim selection: To identify and
select dirty segments, the LFSs scan a global bitmap (i.e.,
dirty segment bitmap) using a mutex lock (seglist_lock),
ensuring the consistency of the bitmap during the scan pro-
cess. However, this coarse-grained scan operation leads to the
under-utilization of multi-core parallelism.
Over-strict synchronization for segment metadata: The
segment metadata (e.g., valid page bitmap and valid page
count) in the LFSs is strictly managed via a semaphore lock
(sentry_lock), ensuring the update and access to the meta-
data are synchronized. However, this strict synchronization
acts as an obstacle when segment metadata is accessed and
updated frequently.
Coarse-grained file-level protection: The LFSs protect data
consistency between GC and other I/O operations (e.g., direct
I/O, trim, punch hole, etc.) via a semaphore (i_gc_rwsem)

2We simply increase the number of GC threads in F2FS.

during a GC operation. However, since this GC semaphore is
a file-level lock for GC inside the LFS, protecting the entire
file data, it can limit SSD and multi-core parallelism.
Insight#3: To further scale the GC procedure, additional
concurrent and scalable techniques are essential.

4 Design and Implementation
4.1 Design Goals of ScaleLFS
We design ScaleLFS to meet the following four goals:
• Efficient parallel GC procedure: To exploit the paral-

lelism of multi-cores and multi-channel SSDs, ScaleLFS
should perform the overall GC process in a dedicated and
parallel manner.

• Concurrent victim segment selection: To allow victim
segments to be selected without lock contention, ScaleLFS
should select the victim segments concurrently.

• Concurrent access/update on segment metadata: To
eliminate the lock contention on segment metadata,
ScaleLFS should access and update segment metadata con-
currently while not compromising file system consistency.

• Finer and lightweight GC: To enable a finer and
lightweight GC process, ScaleLFS should concurrently per-
form GC at a page level while resolving the page conflict
between I/O and GC threads.

4.2 Strategies of ScaleLFS
We present the four key strategies and explain how they meet
the design goals of ScaleLFS.
Strategy #1: To parallelize the GC process and minimize
resource sharing, ScaleLFS adopts a per-core and resource
dedication strategy. By doing so, ScaleLFS enables a one-
to-one model instead of a one-to-all model.
Strategy #2: To enable scalable victim selection,ScaleLFS
concurrently selects victim segments via concurrent data
structures and atomic instructions without locking.
Strategy #3: To update segment metadata concurrently,
ScaleLFS adopts a loose-consistency model by atomically
updating each metadata individually at the cost of less op-
timal victim segment selection and additional false-positive
read.
Strategy #4: To minimize contention between GC and I/O
threads on a victim file, ScaleLFS adopts a scalable page-
level GC while protecting victim pages. It allows multiple GC
threads to clean a file simultaneously.

4.3 Overall Architecture of ScaleLFS
Figure 3 depicts the overall architecture and procedure of
ScaleLFS. ScaleLFS is comprised of three components: ded-
icated garbage collector (DGC), scalable victim manager (SVM),
and scalable victim protector (SVP).
Dedicated garbage collector (DGC): ScaleLFS adopts per-
core based DGC with a resource dedication (Strategy #1)
where per-core garbage collector has its own dedicated GC
resource (i.e., victim, page buffer, write stream) to realize
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Figure 3: ScaleLFS architecture and procedure.

one(collector)-to-one(resource) model. By doing so, this min-
imizes resource sharing between DGCs and leads to increasing
GC parallelism.

Scalable victim manager (SVM): ScaleLFS adopts SVM
to enable DGCs to select victim segments and update their
metadata concurrently (Strategy #2). For concurrent vic-
tim selection, SVM leverages atomic bitmaps and a concur-
rent access/update mechanism with atomic instructions. SVM
guarantees that DGCs concurrently select distinct victim seg-
ments, ensuring that no segment is shared between DGCs as
shown in Figure 3. For the concurrent victim metadata up-
date, SVM divides victim segment metadata into two pieces:
valid page bitmap and valid page count. Then, SVM updates
each metadata atomically with a loose-synchronization model
(Strategy #3). However, the model can potentially lead to
inconsistency in segment metadata temporarily and incur side
effects (i.e., less-optimal victim selection and false-positive
GC read). Thus, we analyze all the possible cases of side
effects and resolve them. By doing so, eventually, we demon-
strate SVM does not sacrifice file system consistency.

Scalable victim protector (SVP): ScaleLFS adopts SVP
to enable DGC to perform GC operations at a page level
while resolving page conflict between GC and I/O threads
(Strategy #4). To this end, we utilize a scalable page-level
protection approach based on a concurrent hash table (dashed
boxes in the figure). By doing so, this approach eliminates
the lock contention among threads (i.e., between I/O and GC
threads, and between GC threads) to access the victim file
while resolving the page conflicts.

Overall procedure: When the GC is triggered, per-core DGCs
select their victim segments via SVM concurrently ( 1 ). Then,
each DGC reads valid pages from each victim segment to the
dedicated page buffers ( 2 ). After reads, DGC concurrently
updates segment metadata (i.e., invalidate old LBAs and allo-
cate new LBAs) via SVM ( 3 ). Finally, DGC writes valid pages
to the allocated new LBAs ( 4 ). During reading or writing
valid pages without file-level protection, pages are protected
by SVP from the race between I/O threads and DGCs.
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Figure 4: Procedure of dedicated garbage collector (DGC).

4.4 Dedicated Garbage Collector (DGC)
Most existing LFSs [6, 22, 25, 29] perform a GC procedure in
a serialized manner. This indicates that only one garbage col-
lector processes all dirty segments (i.e., one-to-all model). To
enable a parallel GC procedure with a one-to-one model, we
propose a per-core and dedicated garbage collector (DGC) with
a resource dedication. As shown in Figure 4, DGC includes
two main dedicated resources: dedicated page buffer and ded-
icated write stream. When a GC procedure is triggered, per-
core DGCs wake up and start GC as following three steps. First,
each DGC gets dedicated victim segments from SVM ( 1 ). This
dedicated victim allows DGC to avoid contention caused by
sharing the same victim with other DGCs. Second, each DGC
reads valid pages within its selected victim segments from
the device to the dedicated page buffer ( 2 ). By utilizing a
dedicated page buffer, DGC can avoid accessing the page cache
which incurs the overhead of page cache management. Finally,
DGC writes the valid pages to a dedicated write stream (i.e.,
GC stream) ( 3 ). The dedicated write stream eliminates the
contention between DGCs to allocate LBA.

Note that, as described in Section 2, during a GC proce-
dure, application threads are blocked until the procedure is
completed, leading to underutilized cores. Under this situa-
tion, DGC utilizes the unused cores without interfering with
the application threads. ScaleLFS can reduce the application
blocking time by leveraging the CPU idle time.

4.4.1 DGC-dedicated Page Buffer
Page cache management can be expensive (e.g., lock con-
tention) when multiple threads frequently access and update
the page cache [33]. Furthermore, the fact that the valid pages
have been selected as victims indicates that they have not
been overwritten up to this point, and their hotness tends to be
low. Thus, this can lead to the pollution of the page cache with
less frequently accessed pages, decreasing the page cache hit
ratio. To address the page cache overhead, DGC allocates its
dedicated page buffer (file I/O page) for reading and writing
valid pages independently of the page cache. As a result, the
dedicated page buffer (DPB) enables DGC to avoid contention
on the page cache, increasing GC scalability. Utilizing DPB in-
stead of a page cache can incur a temporary data inconsistency
issue. We explain the solution for this issue in Section 4.7.
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4.4.2 DGC-dedicated Write Stream
Allocating new LBAs for multiple DGCs from a single shared
write stream can induce significant lock contention. To avoid
this, ScaleLFS adopts a dedicated write stream (DWS) for
each DGC. By doing this, DGC can allocate new LBAs from its
dedicated write stream without any contention. Meanwhile,
DWS incurs metadata space overhead to be stored in SSD.
Specifically, to track the status of each write stream upon
power cycle, the status should be checkpointed. Each DWS
requires an additional 7 bytes, increasing the checkpoint size
from 192 bytes in F2FS to 528 bytes in ScaleLFS at the 48
cores. However, the performance impact by the increased size
is negligible since it is significantly small compared with the
tens of KB of existing metadata written by a checkpoint (e.g.,
node address table, segment summary pages, etc, in F2FS).

4.5 Scalable Victim Manager (SVM)
Our dedicated technique (DGCs) increases the GC parallelism,
however, it introduces another scalability issue of managing
GC metadata in the LFS. In particular, the serialized selec-
tion of victim segments and management for metadata of the
segments become potential bottlenecks. To address these bot-
tlenecks, we propose a scalable victim manager (SVM) that in-
corporates two techniques, concurrent victim selection (CVS)
and loose-synchronization update (LSU).

4.5.1 Concurrent Victim Selection (CVS)
To select a victim among many segments, LFSs should visit all
dirty segments (e.g., scanning dirty segment bitmap in F2FS)
and calculate the GC cost for each segment. This process
is protected via a lock (i.e., seglist_lock) to atomically
manage the segment bitmap. With a parallel GC technique
with multiple GC threads, the contention on the lock increases,
leading to a performance bottleneck.
Procedure: To avoid the bottleneck in victim selection, SVM
adopts CVS with an atomic test and set operation per segment.
We elaborate on CVS using Figure 5. In the figure, initially,
DGC0 has no victims yet, it tries to grab a victim while DGC1
has a victim segment (i.e., segment1 and its GC cost as 30)
selected in a previous scan. Each DGC selects victims with
lower GC costs up to a certain number (denoted as M) until
iterating through all segments in the dirty segment bitmap.

We explain the scenario where M equals one in the example
for a simple description.
DGC0 and DGC1 concurrently scan the dirty segment bitmap

to identify and fetch a dirty segment ( 1 , 1 ). Both DGCs
recognize that the third segment (segment3) denoted by the
third bit in the dirty segment bitmap is dirty and get its GC
cost (i.e., 10) from the segment metadata (SM) via loose-
synchronization update (LSU) ( 2 , 2 ). Since DGC0 has no vic-
tim yet, it tries to grab segment3 as a victim ( 3 ). Meanwhile,
DGC1 already has one victim, however, the cost of segment3
(i.e., 10) is lower than that of the selected one (i.e., 30). Thus,
DGC1 also tries to grab segment3 ( 3 ). Therefore, the two GC
threads race by trying atomic_test_and_set_bit() to the
victim segment bitmap, and DGC0 wins in this example ( 4 ).
Then, DGC0 fetch the segment by adding segment3 to its local
victim array ( 5 ). Since DGC1 loses in the race ( 4 ), it resumes
scanning the dirty segment bitmap from the next segment
( 5 ). By scanning the bitmap, DGC1 identifies that segment6
is dirty and has lower cost than the current victim (cost of
30). DGC1 garbs segment6 and replaces the previous selected
victim (segment1) with segment6 ( 6 ). DGC0 and DGC1 restart
this selection process until the iteration of all segments in the
file system is finished. By doing this, DGCs can achieve high
concurrency in selecting victims. As mentioned, each DGC in
ScaleLFS selects M victims, a configurable value, and find-
ing the optimal M can further reduce the overhead of victim
selection. We utilize values of M as 0.1% of total capacity
(16 segments and 4096 segments for 30 GB and 7.68 TB par-
titions, respectively) which achieves the highest performance
from our empirical experiment.

4.5.2 Loose-synchronization Update (LSU)
Even though CVS provides the concurrent victim segment
selection, segment metadata management can be the next
bottleneck between DGCs. The metadata of victim segments
such as valid page count (VPC) and valid page bitmap (VPB)
is atomically managed by a single coarse-grained lock (e.g.,
sentry_lock in F2FS). However, the lock incurs high con-
tention among DGCs which access and update the metadata of
victims when selecting victims and after copying valid pages,
respectively. To mitigate this, SVM adopts LSU on the segment
metadata, allowing concurrent updates or accesses to each
metadata without compromising file system consistency. LSU
utilizes an atomic data structure (i.e., atomic bitmap) for VPB
and a combination of atomic operations for VPC to update in-
dividual metadata independently. However, these individual
atomic metadata updates via LSU can lead to two side effects:
1) less-optimal victim selection and 2) false-positive GC read.
Figure 6 depicts examples of these side effects.
Side effect #1: Less-optimal victim segment selection.
Less-optimal victim segment selection is caused by accessing
inconsistent segment metadata (e.g., VPC is outdated). Each
VPC can be updated by DGC (e.g., copying victim pages) or
flush thread (e.g., writing data pages). During scanning VPCs,
VPCs can be updated by the writers. In this case, DGC may
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fail to recognize the latest updated VPC, potentially leading
to the selection of a victim segment which does not have the
smallest VPC (i.e., less-optimal victim selection). Thus, less-
optimal victim selection can increase the GC cost (i.e., write
amplification factor [13, 31]) because it fails to minimize the
number of valid page migrations. However, this less-optimal
victim selection increases negligible write amplification as
shown in our empirical results (Section 5.5).
Side effect #2: False-positive GC read. The inconsistent
state of VPB can induce a false-positive GC read. A VPB of a
segment is accessed by a DGC that occupies the corresponding
segment for segment cleaning. At the same time, the flush
thread can update the VPB when a page is overwritten. Specif-
ically, during the valid page migration of the selected victim
segment, a DGC identifies valid pages by scanning each bit in
VPB of the victim segment in an atomic manner. However, dur-
ing migration, since the flush thread can invalidate the valid
page on VPB by clearing the corresponding bit, DGC may read
a page that was previously identified as valid. In this case, a
GC read for the invalidated page can occur (i.e., false-positive
GC read). As depicted on the right side of Figure 6, if DGC1
reads the first bit of VPB ( 1 ) before the flush thread clears it
( 3 ), DGC1 identifies the first page of segment1 as valid and
reads it ( 2 ) during migration. This false-positive GC read
can induce additional read from SSD. To measure how often
false-positive reads occur, we evaluate their frequency in Sec-
tion 5.5. The result shows that such reads occur rarely, having
a negligible impact on application performance.

Note that LSU has a temporary data inconsistency due to the
false-positive read and may incur a crash consistency issue
due to the independent updates of VPC and VPB. However,
ScaleLFS naturally resolves these issues via node-level syn-
chronization and checkpoint mechanisms of the existing LFS,
respectively (see Section 4.7).
Analysis of all possible side effect cases: Table 1 lists all
possible cases of two side effects. For selecting a victim seg-
ment, if VPC is outdated, a less-optimal victim segment can
be selected (cases 1 and 3). Also, even if VPC is up-to-date,
when VPB is outdated, the selected victim segment can be a
less-optimal one (case 2). In this case, on the aspect of GC

Case Valid page
count

Valid page
bitmap

Less-optimal
victim

False-positive
GC read

1 Outdated Outdated Yes Yes
2 Up-to-date Outdated Yes Yes
3 Outdated Up-to-date Yes No
4 Up-to-date Up-to-date No No

Table 1: Analysis of all possible side effect cases.

cost, the optimal victim segment can be selected, however,
a false-positive GC read can occur when VPB of the victim
segment is outdated. The optimal victim segment can be se-
lected only when both VPB and VPC are up-to-date as in case
4. Meanwhile, as in cases 1 and 2 (even if VPC is up-to-date),
when VPB is outdated, false-positive GC reads can occur. Oth-
erwise, as in cases 3 and 4, false-positive GC reads do not
happen.

4.6 Scalable Victim Protector (SVP)
The existing LFSs perform the GC procedure at file granular-
ity, and application threads (e.g., direct I/O, trim, and punch
hole) can directly access or update the victim pages in the
file undergoing GC, which may cause a conflict with the GC
thread. To resolve this conflict, the existing LFSs employ a
file-level lock for GC (e.g., i_gc_rwsem) to serialize the ac-
cess to the victim file. However, this file-level lock cannot
scale GC and limits its concurrency.
Enabling concurrent page-level GC: To eliminate the con-
tention from the file-level GC, we propose a scalable victim
protector (SVP) which enables a page-level GC procedure
while protecting victim pages in a scalable manner. To do
this, we devise a concurrent protection technique based on
a concurrent hash table. It allows threads to simultaneously
access or update the different pages in a file similar to a range
lock [17]. Figure 7a shows overall page-level GC with SVP.
As shown in the figure, during GC, SVP can enable threads
(e.g., DGCs and I/O threads) to access different pages within
the same file independently. Specifically, even if victim pages
P0 and P1 are included in the same file ( 1 ), SVP allows DGC0
and DGC1 to access their respective pages, P0 and P1, inde-
pendently ( 2 ). Meanwhile, DGC1 and the I/O thread (TI/O)
race on P1. Since DGC1 becomes a winner in this race, DGC1
performs GC while TI/O waits for the GC completion ( 2 ).
After the GC process is completed, DGC1 releases P1, and TI/O
can start to perform its I/O operation ( 3 ).
Procedure: Figure 7b depicts an example of SVP procedure
with the concurrent hash table with a linked list. To access
target pages, the threads locate their corresponding bucket
and scan from head to tail in the linked list within the bucket
to check if the target pages are already being used by other
threads. If the pages are already in use, the threads wait for
the release of the pages (e.g., completion of page migration).
Otherwise, they start to insert the pages to reserve them.

For example, as depicted in the figure, three threads (DGC0,
DGC1, and TI/O) scan the lists associated with their target buck-
ets (Bucket1, Bucket0, and Bucket0) to reserve their target
pages (P0, P1, and P1), respectively. In this example, since the
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(a) Overall page-level GC. (b) Procedure of concurrent page-level GC.
Figure 7: Scalable victim protector (SVP) and its procedure (TI/O: I/O thread, PX: pageX).

target pages are available (i.e., the pages are not reserved by
any threads), the threads (DGC0, DGC1, and TI/O) concurrently
perform the compare_and_swap (CAS) [12, 39] operation to
insert their pages (P0, P1, and P1) into the list tail of each
bucket ( 1 ). Because the tail of Bucket1 for P0 is not in race,
DGC0 succeeds in inserting P0. Meanwhile, DGC1 and TI/O race
on P1 to reserve it. In this case, since DGC1 becomes the win-
ner, DGC1 inserts P1 into Bucket0. Meanwhile, TI/O re-starts
scanning from the head of Bucket0, discovers the target pages
in the bucket, and waits for the release of P1 (i.e., logical
deletion of an entry) ( 2 ). When DGC1 deletes P1 logically
by setting a deletion flag of the page ( 3 ), TI/O discovers the
logical deletion and removes this entry from the list by CAS
operation ( 4 ). The removed entry is physically deleted when
there is no reference to it by read-copy-update (RCU) [17,27].
After removing the entry, TI/O re-scans from the head to the
tail of the linked list of Bucket0 to try to reserve P1 again.
When P1 is available, TI/O inserts the page via CAS operation
( 5 ). Consequently, SVP can enable a page-level GC proce-
dure by eliminating the file-level contention between DGCs
and I/O threads, leading to enhanced GC scalability.

4.7 Data and Crash Consistency
Data consistency: The dedicated page buffer (DPB) or loose-
synchronization update (LSU) can incur data consistency is-
sues as described in Section 4.4.1 and 4.5.2, respectively. First,
using DPB can lead to a data inconsistency issue between DPB
and the page cache. For example, as shown in Figure 8a, after
an application thread (TAPP) updates a page (P1) in the page
cache (PC), the flush thread (TF) writes P1 while DGC simulta-
neously reads/writes the same page (P1) from/to the storage
device. Second, the separated atomic update of VPB and VPC
by LSU can incur a data inconsistency issue between TF and
DGC. For example, as shown in Figure 8b, TF updates old P1’s
bit in VPB to 0 to invalidate old P1 and try to write new P1.
Simultaneously, DGC reads and tries to write old P1 due to
scanning outdated VPB by TF via LSU (i.e., false positive). As
a result, both DGC and TF simultaneously try to write P1.

In the first and second cases, TF and DGC race to write
their versions of P1 simultaneously to the device. To resolve
this issue, ScaleLFS uses a simple rule based on the node

lock3 [21] to keep data consistency between TF and DGC. As
shown in Figures 8a and 8b, both TF and DGC try to acquire
the node (NA) lock to write P1 to the device and update its
LBA in NA. If TF acquires the lock earlier than DGC, it writes
P1 with the new data to the device and updates NA with the
new LBA. When DGC acquires the node lock after the lock
is released by TF, it checks whether LBA in NA has been
updated. If the LBA has been updated, DGC can recognize that
TF has written P1 and skip writing its own P1. If DGC acquires
the node lock earlier than TF, DGC can recognize that the LBA
in NA is the same as the victim LBA (i.e., source address),
meaning that TF has not yet written P1. Therefore, DGC writes
P1 to the device and updates its LBA to NA. Later, TF writes
new P1 in the page cache to SSD after DGC releases the node
lock. By this rule, ScaleLFS guarantees the data consistency
with DPB and LSU.
Crash consistency: By leveraging the LFS checkpoint [20,
42] and its reader-writer lock [11, 25] (i.e., cp_rwsem),
ScaleLFS guarantees crash consistency even though LSU in-
curs a temporary inconsistency between VPB and VPC. Under
the checkpoint reader lock, the metadata including VPC and
VPB is updated simultaneously. On the other hand, when a
checkpoint is triggered, the updated metadata is flushed to the
device under the checkpoint writer lock, ensuring that VPC
and VPB are reflected together, with no further updates to VPC
and VPB during this checkpoint. Specifically, as shown in Fig-
ure 8c, depending on the order in which the CPLW is acquired,
the first checkpoint can be stored without updates from the I/O
thread, while the second checkpoint can include these updates.
As a result, since the LFS checkpoint guarantees persisting
metadata atomically, LSU does not incur any crash consistency
issues. Note that we observe that the checkpoint occurs in-
frequently due to the roll-forward recovery [23, 24, 29, 43],
resulting in minimal checkpoint lock contention.

5 Evaluation
Experimental setup: We use a machine including Intel Xeon
E5-2650 CPU (2.2 GHz, 24 physical cores and up to 48 logi-
cal cores), 160 GB of DRAM, and a 7.68 TB Samsung 9A3

3The node lock protects the node page when reading/writing its associated
data page and updating the data page’s LBA.
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Figure 8: Data and crash consistency (TAPP: application
thread, TF: flush thread, TCP: checkpoint thread, P1: page1,
NA: nodeA, PC: page cache, VPC: valid page count, VPB:
valid page bitmap, CPX: checkpoint versionX, CPLR/W:
checkpoint reader/writer lock).

SSD. For GC experimental setup, we reference the experimen-
tal setup in a state-of-the-art study (IPLFS [16]). For example,
we reduce the total memory size to 8 GB of DRAM and
make a partition of 30 GB for micro-benchmark (FIO), macro
benchmark (filebench), and real-work application (MySQL),
unless stated otherwise. This prevents the storage device from
performing device-level GC, while causing filesystem-level
GC to trigger frequently. By doing so, we can isolate and
understand the impact of filesystem-level GC on the over-
all performance. Furthermore, we measure the performance
of LFSs at the full SSD capacity (7.68 TB) with 160 GB
of DRAM to show how much ScaleLFS is effective under
frequent device-level GC (Figure 9f).

Comparison: We conduct the experiments using F2FS [22],
MAX [25], and P-GC [35] on Ubuntu 22.04 LTS with kernel
version 6.0.0. We evaluate MAX in default mode and P-GC
in LFS mode as conducted in the studies [25, 35]. We use
F2FS in both modes, referred to as F2FS (default) and F2FS-
L (LFS mode). With default mode, LFS adaptively performs
random writes such as in-place updates or slack space recy-
cling (SSR). ScaleLFS performs as LFS mode does without
random writes, and utilizes 32 DGCs. To evaluate scalability,
we modify F2FS and F2FS-L to operate with multiple GC
threads, referred to as F2FS-M and F2FS-LM, respectively.
Other LFSs such as IPLFS [16] and ParaFS [45] are not evalu-
ated because they require customized SSDs, which is beyond

the scope of ScaleLFS that targets commodity SSDs.

5.1 Micro-benchmark
To show the sustained performance of ScaleLFS, we use the
random write workload from FIO. Specifically, we use each
thread per core (48 cores) which submits random writes with
a 583 MB file (i.e., a total file size of 28 GB). The total write
amount written by the application is 120 GB.
Application-level bandwidth: Figure 9a shows the
application-level bandwidth changed as time elapsed. Be-
fore 15 seconds, all the LFSs including MAX show simi-
lar performance even if MAX focuses on scaling the per-
formance in a clean state. It is because a NAT list lock
(nat_list_lock) which is adopted at the 6.0.0 kernel in-
curs a bottleneck in MAX under the clean state. After about
15 seconds, when the space utilization becomes higher and
GC is frequently triggered, the write throughput of existing
LFSs drops sharply. Accordingly, the existing LFSs (F2FS,
F2FS-L, MAX, and P-GC) show low sustained performance
and long application execution times (823, 578, 1094, and
1772 seconds, respectively). Though MAX utilizes multiple
streams for GC, the bottleneck still comes from the serialized
GC procedure. P-GC shows the lowest GC performance even
if it utilizes multiple GC threads since they incur high lock
contention. As a result, ScaleLFS improves/reduces the aver-
age bandwidth/execution time by 3.5×/71.1%, 2.4×/58.1%,
4.6×/78.1%, and 7.0×/85.8%, compared with F2FS, F2FS-
L, MAX, and P-GC, respectively. The results demonstrate
that ScaleLFS achieves higher sustained performance than
existing LFSs by scaling the GC procedure.
Device-level bandwidth: Figure 9b depicts the timeline of
device-level bandwidth measured in the block layer which
denotes the bandwidth of I/O submitted to SSD from file
systems. ScaleLFS utilizes more device-level bandwidth by
15.2×, 2.7×, 19.6× and 8.1× compared with F2FS, F2FS-L,
MAX, and P-GC, respectively. Note that ScaleLFS achieves
2.9 GB/s, which almost reaches the peak bandwidth (3.4 GB/s)
at the device level. As a result, ScaleLFS successfully scales
the GC procedure by leveraging the potential bandwidth.
Latency QoS: Figure 9c describes the cumulative distribution
of latency in the LFSs. In the case of latencies at or below
the 95 percentile, all the LFSs show a few microseconds
(8–18 us). Meanwhile, for latencies above the 95 percentile,
ScaleLFS exhibits much shorter I/O latency compared with
other LFSs. Specifically, ScaleLFS reduces the latency by
99.95%, 99.64%, 99.95%, and 99.96% compared with F2FS,
F2FS-L, MAX, and P-GC at the 99th percentile, respectively.
This result shows that ScaleLFS outperforms existing LFSs
significantly in terms of tail latency as well as throughput.
Core scalability: To evaluate the core scalability, we com-
pare ScaleLFS with F2FS-M, F2FS-LM, and P-GC. We mea-
sure write throughput with various numbers of cores, where
the number of GC threads equals the number of cores. The
throughput is the average throughput of writing 120GB, in-
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Figure 9: Micro-benchmark results.

cluding the period before LFS GC is triggered. In Figure 9d,
the performance of existing LFSs does not scale or decrease.
Especially, the throughput of F2FS-M remains almost the
same because SSR is dominantly triggered rather than GC
as described in Section 3.2.2. Meanwhile, ScaleLFS scales
the performance by up to 3.4×, 3.7×, 3.9×, 4.4×, 5.2×,
and 5.8×, in the 2, 4, 8, 16, 32, and 48 cores, respectively,
compared with the LFSs. The performance in ScaleLFS is
saturated and slightly decreased at 48 cores. Consequently,
ScaleLFS can improve multi-core scalability in the GC pro-
cedure by using our dedicated and concurrency techniques.
CPU utilization: We measure the CPU utilization with 48
cores under random writes in Figure 9e. In the case of P-GC,
we employ two threads as the study does [35]. In ScaleLFS,
there are 48 application threads and 48 DGCs, making a total
of 96 threads, which is twice the number of cores. However,
application threads are mostly blocked during the GC proce-
dure. As a result, most of the CPU utilization is consumed
by 48 DGCs. As expected, ScaleLFS incurs higher CPU uti-
lization compared with existing LFSs. Specifically, when GC
is triggered, CPU utilization of F2FS/F2FS-L/MAX/P-GC is
rather and sharply decreased from 7.6%/13.9%/7.4%/15.7%
to 2.7%/3.8%/2.7%/2.7%, respectively. It is because F2FS,
F2FS-L, and MAX use one core by serialized GC, and the GC
threads in P-GC are blocked frequently due to the file-level
locking. Meanwhile, CPU utilization of ScaleLFS increases
by up to 29.1% when GC is triggered. However, ScaleLFS
reduces the execution time significantly compared with other
LFSs. As a result, ScaleLFS achieves higher multi-core scal-
ability at the cost of higher CPU utilization.
Impact of device-level GC on filesystem-level GC: For a
more practical scenario, we consider the device-level GC
where the overhead becomes overwhelmingly expensive for
all the LFSs. Before evaluating LFSs, we conduct a prelimi-

nary experiment to identify the point at which device-level GC
is triggered. In this experiment, we perform random writes on
the raw device exceeding the total SSD capacity of 7.68 TB
until the throughput sharply drops as described in previous
studies [6, 14]. When the written amount exceeds 8 TB, the
throughput drops sharply, which we consider the trigger point
of the device-level GC. For the evaluation with the LFSs, we
set the file size per application thread as 44.7 GB (i.e., a total
file size of 2 TB). The total amount written by all the threads
is 10.3 TB. By doing so, as shown in Figure 9f, we can ex-
pect the trigger point of device-level GC around 8,800–9,740
seconds at which point the written amount exceeds 8 TB.

In the figure, all LFSs show similar throughput changes as
time elapses before LFS GC is triggered around 7,500 sec-
onds. After that, in the case of ScaleLFS, F2FS, and MAX,
the application bandwidth sharply drops due to LFS GC and
device-level GC. Meanwhile, ScaleLFS exhibits a signif-
icantly shorter execution time compared with other LFSs.
Specifically, the execution time of ScaleLFS is 13,110 sec-
onds while the execution time of F2FS and MAX is 15,340
and 16,490 seconds, respectively. In other words, ScaleLFS
completes the I/O operations about 37 minutes faster than
F2FS and 56 minutes faster than MAX. Unexpectedly, in the
case of LFS mode (F2FS-L and P-GC), the device-level GC
is not triggered within 20,000 seconds. F2FS-L and P-GC
cannot terminate the I/O operations even when their execu-
tion time exceeds 20,000 seconds, showing a bandwidth of
11 MB/s. This is because, in the LFS mode, more than 3.5
million segments for the entire capacity should be scanned in
a serialized manner. As a result, this slow write speed cannot
trigger the device-level GC within 20,000 seconds. Mean-
while, thanks to the concurrent and fast GC victim selection
of CVS, ScaleLFS overcomes this bottleneck even though it is
a log-structured approach without in-place update and SSR.
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Workload # of files File size # of threads
Fileserver 500 64MB on average 48
Varmail 1000 28MB on average 48
OLTP 28 Data: 1000MB, Log: 200MB Writer: 3, Reader: 16

Table 2: Workload configurations for macro-benchmark.

5.2 Macro-benchmark
To evaluate ScaleLFS under more realistic workloads, we use
filebench [38] with three write-intensive workloads, fileserver,
varmail, and OLTP. The configurations for these workloads
are listed in Table 2. All workloads begin with more than
95% space utilization. As shown in Figure 10, ScaleLFS
improves throughput by up to 30.3%, 40.6%, and 83.1% com-
pared with existing LFSs with fileserver, varmail, and OLTP
workloads, respectively. However, this improvement is less
than that observed in the micro-benchmark. This is because
fileserver and varmail frequently delete the files which gener-
ate many free segments and result in infrequent GC. In OLTP,
reader and writer threads block each other, resulting in less
frequent write and GC I/Os. Despite these factors, ScaleLFS
still outperforms other LFSs in more realistic workloads.

5.3 Real-world Application
To evaluate ScaleLFS with the real-world application as
shown in Figure 11, we use MySQL with YCSB workload A,
B, and update-only [3, 4], which have update ratios of 50%,
5%, and 100%, respectively. We initially insert 6.5 million
records (70% of total space occupied) and start workloads
with operation counts 2, 5, and 1 million in workloads A, B,
and update-only, respectively, with 48 application threads.
YCSB workload A: In Figure 11a, ScaleLFS improves the
throughput by up to 3.38× and reduces the execution time
by up to 70.4% compared with existing LFSs. As depicted
in Figure 11b, ScaleLFS reduces the average/tail latency of
reads and updates by up to 72.3%/87.0% and 70.1%/60.9%
compared with existing LFSs, respectively. To measure the
scalability of GC in ScaleLFS and existing LFSs, we vary
the number of cores from 1 to 48 as shown in Figure 11c.
The throughput of ScaleLFS reaches 21.9 KIOPS at the 32
cores, and slightly decreases at the 48 cores. Meanwhile, the
throughput of existing LFSs remains unchanged or decreases
as the number of cores increases. This result demonstrates that
ScaleLFS can be also effective in the real-world application.
YCSB workload B: As shown in Figure 11d, interestingly,
even in the read-intensive workload, ScaleLFS significantly
improves and reduces the average throughput and total execu-
tion time by up to 1.37× and 27.3% compared with existing
LFSs, respectively. It indicates that the GC procedure consid-
erately impacts the read performance by blocking the read op-
eration due to the file-level locking. In Figure 11e, ScaleLFS
decreases the average and tail latency of read/update by up
to 23.5%/66.5% and 54.3%/59.8%, respectively. ScaleLFS
shows higher GC scalability than F2FS and P-GC in the read-
intensive workload as depicted in Figure 11f. The throughput
of ScaleLFS is saturated at the 16 cores earlier than that of
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Figure 10: Throughput on macro-benchmark.

workload A. Since workload B has a lower ratio of updates
which reduces the amount of GC works, ScaleLFS with an
even smaller number of cores can reach the highest perfor-
mance earlier. The results reveal that ScaleLFS is also effec-
tive on the read-intensive workload.
YCSB update-only workload: Figure 11g shows ScaleLFS
increases the throughput by up to 3.22× and reduces the
execution time by up to 68.9% compared with the existing
LFSs in the update-only workload. In Figure 11h, ScaleLFS
reduces the average update latency of 11.0, 9.8, 13.4, and
12.9ms in F2FS, F2FS-L, MAX, and P-GC, respectively, to
4.1ms. Furthermore, ScaleLFS reduces the update latency
at the 99th percentile by up to 61% compared with existing
LFSs. Finally, ScaleLFS scales GC performance well and
shows the largest performance gap among the YCSB work-
loads in Figure 11i. It improves the performance by up to
4.82× compared with other LFSs at 32 GC threads. This re-
sult demonstrates that ScaleLFS exhibits higher performance
as the update ratio increases.

5.4 Impact of Individual Techniques
To illustrate the impact of individual techniques in Table 3,
we measure the total execution time, total GC time, and time
on target locks by each techniques using FIO with the same
configuration on 32 cores. We first show the performance
of a simple per-core garbage collector (SPGC) without dedi-
cated resources. From SPGC, we incrementally apply scalable
victim protector (+SVP), dedicated write stream (+DWS), loose-
synchronization update (+LSU), concurrent victim selection
(+CVS), and dedicated page buffer (+DPB) in the order of re-
solving overhead.

In the table, SPGC rather increases the total execution and
GC times due to the high lock contention on the coarse-
grained lock (i_gc_rwsem). This lock accounts for 21% of
total execution time, taking 256.5 seconds out of the total
1221.5 seconds. SVP resolves the file-level lock contention and
significantly reduces the total GC time by up to 67.0% com-
pared with SPGC. However, the overhead is moved to the lock
contention on curseg_mutex which accounts for 45.7%. DWS
eliminates the lock contention via dedicated write streams,
and subsequently, the overhead is moved to sentry_lock
which incurs 32.8% overhead. LSU resolves the lock con-
tention on sentry_lock, however, seglist_lock becomes
another bottleneck by accounting for 31.8%. CVS eliminates
the overhead of seglist_lock by concurrently selecting vic-
tims. Finally, DPB reduces the GC time by up to 7.8% via
dedicated page resources. The result demonstrates that each
technique successfully solves the target scalability issues dur-
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Figure 11: Performance on real application with YCSB workload A, B, and update-only.

ing the GC procedure.

5.5 Side Effect of ScaleLFS
ScaleLFS causes two side effects including less-optimal vic-
tim selection and false-positive GC read by LSU as described
in Section 4.5.2. We evaluate the impact of these side ef-
fects using fileserver and MySQL with the YCSB update-only
workload. They are the write-intensive, which can have the
greatest adverse impact on the two side effects.
Less-optimal victim selection: We measure the write am-
plification factor (WAF) of F2FS and ScaleLFS to show the
impact of selecting less-optimal GC victims. WAF slightly
increases by 0.3% in fileserver from 1.0036 in F2FS to 1.0040
in ScaleLFS. In YCSB, WAF increases by 3.6% from 9.05 in
F2FS to 9.37 in ScaleLFS. The result shows that ScaleLFS
can update segment metadata with loose synchronization to
scale the GC procedure at the cost of a slight increase of WAF.
False-positive GC read: We measure the number of false-
positive reads occurring during GC. In the case of fileserver,
there is no false-positive GC read, meanwhile, false-positive
GC reads occur 5890 times in the case of YCSB under one
million I/O requests. In other words, a false-positive GC read
occurs at a rate of 0.006 per I/O request even in a high write-
intensive workload. As described in Section 4.5.2, although
the false-positive GC reads occur, their frequency is low, and
their performance impact is negligible.

5.6 Overhead of ScaleLFS
ScaleLFS can disrupt the execution of non-I/O intensive ap-
plications due to its high core usage and incur memory over-
head due to its additional metadata requirements.
CPU overhead with non-I/O intensive applications: To
clarify the impact of ScaleLFS in the environment where it
shares system resources with non-I/O intensive applications,

we measure the execution time of a 48-thread in-memory
database (Redis) workload (YCSB-C) running alongside a
48-thread FIO random write workload. ScaleLFS increases
Redis execution time by 9.8% but reduces FIO execution
time by 3.5× compared with F2FS. The results indicate that
ScaleLFS slightly affects non-I/O-intensive workloads while
significantly accelerating I/O-intensive workloads.
Memory consumption: ScaleLFS requires additional mem-
ory consumption for DPB and SVP. For DPB, its size is 2MB
per thread (the same as the segment size), requiring a total
of 64MB in 32 DGCs. For SVP, each hash bucket and hash
element require 8 and 36 bytes, respectively. We use 32 buck-
ets and 33 hash elements per file and at most 1444 bytes
per file. In the case of 32 files, the total memory footprint is
about 64MB. During the evaluation with FIO using 32 DGCs,
ScaleLFS utilizes up to 40MB more memory than F2FS. The
amount is slightly less than the theoretical maximum (i.e.,
64MB) since DGCs may not utilize all DPBs, buckets, or hash
elements simultaneously.

6 Discussion
ScaleLFS utilizes the unoccupied CPU resources created
by blocked threads in I/O-intensive applications. However,
leveraging these resources at the file system level may not
be suitable in environments where non-I/O-intensive applica-
tions, such as computation- or memory-intensive applications,
run alongside ScaleLFS. Since these applications are rarely
blocked to wait for LFS-level GC, ScaleLFS may not have
sufficient unoccupied CPU resources to operate effectively.
Consequently, it is important to identify environments where
ScaleLFS is well-suited. For ScaleLFS to be effective, two
key conditions must be met: 1) sufficient unoccupied CPU
resources, and 2) acceptability of CPU resource usage. For
the first requirement, the majority of applications in the en-
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File system Bandwidth Average latency Execution time GC time Others i_gc_rwsem curseg_mutex sentry_lock seglist_lock

Baseline 213.5 MB/s 615.5 us 577.8s (100%) 530.4s (91.8%) 40.4s (8.2%) 0 (0%) 1.7s (0.3%) 2.3s (0.4%) 0 (0%)
SPGC 98.4 MB/s 1157.7 us 1221.5s (100%) 1156.8s (94.7%) 64.7s (5.3%) 256.5s (21%) 1.2s (0.1%) 4.9s (0.4%) 0 (0%)
+SVP 277.8 MB/s 468.8 us 444.9s (100%) 381.7s (85.8%) 63.2s (14.2%) 0 (0%) 203.3s (45.7%) 4.4s (1.0%) 0 (0%)
+DWS 297.1 MB/s 436.7 us 412.7s (100%) 349.1s (84.6%) 63.6s (15.4%) 0 (0%) 0 (0%) 135.4s (32.8%) 0 (0%)
+LSU 371.6 MB/s 348.5 us 331.9s (100%) 269.2s (81.1%) 62.7s (18.9%) 0 (0%) 0 (0%) 0 (0%) 105.5s (31.8%)
+CVS 476.9 MB/s 270.7 us 246.4s (100%) 188.7s (76.6%) 57.7s (23.4%) 0 (0%) 0 (0%) 0 (0%) 0 (0%)
+DPB 509.3 MB/s 254.1 us 236.1s (100%) 174.0s (73.7%) 62.1s (26.3%) 0 (0%) 0 (0%) 0 (0%) 0 (0%)

Table 3: Performance breakdown and lock overhead (Baseline: F2FS-L, SPGC: simple per-core garbage collector, SVP: scalable
victim protector, DWS: dedicated write stream, LSU: loose-synchronization update, CVS: concurrent victim selection, DPB:
dedicated page buffer).

vironment should be I/O-intensive and frequently blocked
while waiting for GC, providing ample idle CPU cycles for
ScaleLFS. For the second requirement, it must be acceptable
to allocate these CPU resources to ScaleLFS, prioritizing file
I/O operations over other tasks.

Based on these criteria, disaggregated storage servers in
data centers and file servers are suitable environments for
ScaleLFS. First, both types of servers are dedicated to pro-
cessing file I/O requests. This specialization makes the ad-
ditional CPU usage by ScaleLFS acceptable in such envi-
ronments. Second, since these servers predominantly handle
I/O-intensive workloads that require frequent GC procedures,
the applications running on them are often blocked, leaving
sufficient unoccupied CPU resources for ScaleLFS to utilize.
Moreover, even in scenarios where non-I/O-intensive applica-
tions coexist with ScaleLFS, the impact on these applications
is minimal, as detailed in Section 5.6. This result indicates
that ScaleLFS can be effectively deployed in a broader range
of environments.

7 Related Work
Concurrent data structures: Clever [8] and SEPH [40] pro-
pose concurrent hashing optimized for persistent memory
(PM) utilizing lock-free or semi-lock-free concurrency control
with awareness of PM access granularity. Kogan et al. [17]
present a design of scalable range locks leveraging a concur-
rent linked list to scale the virtual memory management. Our
study is inspired by these concurrent data structures [8,17,40].
In contrast, we focus on designing a scalable GC in LFS lever-
aging the concurrent mechanisms.
Scalable file systems: MAX [25] scales in-memory data struc-
ture access while delivering concurrency-friendly on-disk for-
mat in LFS. It targets LFS scalability, meanwhile, it performs
a serialized GC procedure. Son et al. [36], CJFS [30], and
Z-Journal [15] address the scalability issues in journaling file
systems with concurrent and per-core schemes. RFUSE [9]
enhances the scalability of message communication in user-
level file systems with a per-core ring buffer. KucoFS [7]
proposes a scalable file system for persistent memory with
two-level locking and versioned read. uFS [26] enhances the
scalability of user-level file systems by enabling concurrent
access without locking and thread load balancing. Our study
is in line with these works [7, 9, 15, 25, 26, 30, 36] in terms of
scaling file systems. Unlike these studies, we focus on scal-

ing the GC procedure to improve scalability and sustained
performance in LFSs.
Improving GC performance in LFSs: ParaFS [45] coordi-
nates GCs in LFS and FTL levels to mitigate the GC overhead.
IPLFS [16] adopts infinite address space to remove GC and
develops interval mapping to minimize the memory require-
ment for the LBA-to-PBA translation in FTL. These studies
are in line with ScaleLFS in terms of improving the sus-
tained performance in LFSs. However, these studies require
hardware modifications with specialized devices, meanwhile,
ScaleLFS focuses on a software-based GC approach which
can be widely adopted in commodity SSDs. To reduce GC
overhead, SFS [28] classifies file blocks based on their update
likelihood and writes those with similar hotness into the same
log segment. F2FS [22] uses multi-head logging and writes
metadata and data to separate logs. P-GC [35] enables a par-
allel GC procedure but incurs still high lock contention. Our
study is in line with these studies [22,28,35] in improving the
GC performance of log-structure systems. Meanwhile, we fo-
cus on scaling the GC procedure via dedicated and concurrent
mechanisms as well as the parallel GC process.

8 Conclusion
This paper introduces ScaleLFS, a log-structured file system
(LFS) with scalable garbage collection (GC) to achieve higher
sustained performance on commodity SSDs. ScaleLFS par-
allelizes the GC procedure with a per-core and dedicated-
resource-based mechanism. Second, ScaleLFS concurrently
selects victim segments and updates the metadata of
the segments via a concurrent data structure and loose-
synchronization updates. Finally, ScaleLFS enables concur-
rent page-level GC and protection with a scalable data struc-
ture. In the evaluation, ScaleLFS demonstrates sustained per-
formance by up to 3.5×, 4.6×, and 7.0× compared with F2FS,
a scalable LFS, and a parallel GC scheme, respectively.
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