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Abstract
Multi-party computation (MPC) based machine learning, re-
ferred to as multi-party learning (MPL), has become an impor-
tant technology for utilizing data from multiple parties with
privacy preservation. In recent years, in order to apply MPL in
more practical scenarios, various MPC-friendly models have
been proposedto reduce the extraordinary communication
overhead of MPL. Within the optimization of MPC-friendly
models, a critical element to tackle the challenge is profiling
the communication cost of models. However, the current solu-
tions mainly depend on manually establishing the profiles to
identify communication bottlenecks of models, often involv-
ing burdensome human efforts in a monotonous procedure.

In this paper, we propose HawkEye, a static model com-
munication cost profiling framework, which enables model
designers to get the accurate communication cost of mod-
els in MPL frameworks without dynamically running the
secure model training or inference processes on a specific
MPL framework. Firstly, to profile the communication cost
of models with complex structures, we propose a static com-
munication cost profiling method based on a prefix struc-
ture that records the function calling chain during the static
analysis. Secondly, HawkEye employs an automatic differ-
entiation library to assist model designers in profiling the
communication cost of models in PyTorch. Finally, we com-
pare the static profiling results of HawkEye against the pro-
filing results obtained through dynamically running secure
model training and inference processes on five popular MPL
frameworks, CryptFlow2, CrypTen, Delphi, Cheetah, and
SecretFlow-SEMI2K. The experimental results show that
HawkEye can accurately profile the model communication
cost without dynamic profiling.

1 Introduction

As more and more countries publish privacy protection regu-
lations, such as GDPR from the EU, multi-party computation
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(MPC) based machine learning, referred to as multi-party
learning (MPL) [42,43], has become an important technology
for utilizing data from multiple parties with privacy preser-
vation [40]. On the one hand, in industry, many IT giants
have released MPL frameworks, such as CrypTen [25] re-
leased by Facebook, TF-Encrypted [9] released by Google,
and SecretFlow [30] released by Ant group et al., to meet
their data sharing requirements with high-security restric-
tions, where raw data must be stored distributively. For ex-
ample, Ant group applies SecretFlow to deliver person-
alized policies for different customers of insurers. On the
other hand, in academia, researchers have proposed dozens of
MPL frameworks, such as Cheetah [20], Delphi [32], and
CRYPTGPU [44], in recent years. However, although MPL has
started to be used broadly, the huge communication overhead
still seriously limits its practical applications.

In recent years, to reduce the huge communication over-
head of MPL, many MPC-friendly models [11, 14, 26, 28, 37,
49] have been proposed. Within the optimization of MPC-
friendly models, a critical element to tackle the challenge
is profiling the communication cost of models. For exam-
ple, through profiling the communication cost of the secure
DenseNet-121 [19] inference process, Ganesan et al. [14]
found that the convolution layer is the communication bottle-
neck. Then, they designed an optimized convolution operator
to reduce its communication overhead. In the above process,
profiling the model communication cost is a key step, which
is also a popular methodology of efficiency optimization in
the machine learning field [1, 48].

Even though model communication cost profiling is a key
step in the design of MPC-friendly models, an effective model
communication cost framework is still absent. Therefore,
model designers have to manually establish the profiles to
find communication bottlenecks of models, often involving
burdensome human efforts in a monotonous procedure. In-
tuitively, model designers can profile model communication
cost by inserting test instruments between each layer and
dynamically running the secure model training or inference
processes on a specific MPL framework [11, 14, 26, 49]. We



refer to this method as dynamic profiling. Although dynamic
profiling can accurately find the communication bottleneck
of models, it requires specific designs and implementation for
different models. As a result, dynamic profiling usually takes
burdensome human efforts and computing resources, thus be-
ing less efficient. On the other hand, a few MPL frameworks,
such as SecretFlow-SPU [30], support model communica-
tion cost profiling at the operation level, i.e., outputting the
communication cost of each basic operation (e.g., multiplica-
tion, comparison). However, because SecretFlow-SPU uses
Google’s XLA [41] as a black box to compile the input pro-
gram, it requires model designers to manually construct many
models with a single layer (e.g., convolution) to test the com-
munication cost of different model components. Note that
it is the key to analyzing the communication cost of each
layer when model designers try optimizing MPC-friendly
model [15].

In this paper, we propose HawkEye, a static model com-
munication cost profiling framework to accurately profile
model communication cost without dynamic profiling. Firstly,
to profile the communication cost of models with complex
structures, we propose a static communication cost profiling
method based on a prefix structure that records the function
calling chain. We describe the details of the prefix structure
in Section 3.2. With this method, the communication cost
of models can be automatically profiled without manually
inserting test instruments and dynamically running the secure
model training or inference process. Because the program
execution flow must be input-independent to ensure security
in MPL frameworks, we can accurately know the computa-
tions required by a secure model training or inference process
through such static analysis. Therefore, the static profiling
results from HawkEye are consistent with those obtained by
the dynamic profiling.

Secondly, HawkEye employs an automatic differentiation
(Autograd) library, which integrates our proposed static com-
munication cost profiling method, to assist model designers
in profiling the communication cost of models in PyTorch. In
particular, to avoid the bias brought by the extra communica-
tion overhead of the broadcast operator, which is commonly
used to construct machine learning models, we design an opti-
mized broadcast operator that is communication-efficient for
various MPL frameworks. Based on our proposed static com-
munication cost profiling method and the Autograd library,
HawkEye can receive PyTorch-based model training or infer-
ence codes, then automatically profile model communication
cost. As a result, with HawkEye, model designers can focus
on optimizing the structure of MPC-friendly models without
spending much time on profiling model communication costs.

Finally, we compare the static profiling results outputted
by HawkEye with the dynamic profiling results obtained
from five MPL frameworks, CryptFlow2 [38], CrypTen [25],
Delphi [33], Cheetah [20], and SecretFlow-SEMI2K [30].
The experimental results show that HawkEye can accurately

profile the communication cost of models in various MPL
frameworks without dynamic profiling. Furthermore, we con-
duct three case studies to show the practical applications of
HawkEye (Section 5.5). For example, by applying HawkEye
to profile the communication cost of models in four MPL
frameworks with different security models, we find that un-
der the same assumption on the number of colluded parties,
MPC-friendly models optimized for MPL frameworks with
semi-honest security models remain effective when model
designers transfer the same optimization for MPL frameworks
with malicious security models. The above results show that
HawkEye can effectively help model designers optimize the
structures of MPC-friendly models without dynamic profiling.

To summarize, we highlight our contributions as follows.

• We propose a static model communication cost profiling
method to accurately analyze the communication cost of
models in MPL frameworks without dynamic profiling.

• We design and implement HawkEye with an Autograd
library to assist model designers in profiling the commu-
nication cost of models in PyTorch.

2 Preliminaries

2.1 Multi-Party Learning

MPL enables multiple parties to collaboratively perform
model training or inference on their private data with pri-
vacy preservation. Since Mohassel and Zhang published
SecureML [35], the pioneer study of MPL, it has become
a significant topic in both industry and academia. Currently,
There are mainly two technical routes to implement MPL:
secret sharing [8] and homomorphic encryption (HE) [47].
Because secret sharing-based MPC protocols usually have
higher efficiency in arithmetic operations, MPL frameworks
mainly take secret sharing-based MPC protocols as their un-
derlying protocols to implement secure model training or
inference. HE is typically used to implement secure model
inference because it can significantly reduce the computation
and communication overhead of clients who hold data.

Fixed-point number representation and computation.
Fixed-point number is a widely used data representation in
MPL. A fixed-point number x̃ with f -bit precision is encoded
by mapping it to an integer x, i.e., x = x̃ ∗ 2 f , where x is an
element of ring or field. Since Multiplication would double
the fractional part of the output, i.e., z = x ∗ y = x̃ ∗ ỹ ∗ 22 f ,
we need to perform truncation on the output to restore the bit
length of its fractional part as f .

We then introduce the basic operations that are necessary
for a secret sharing-based MPL framework as follows:
Share: Given an input x, it generates m shares ⟨x⟩1, · · · , ⟨x⟩m
and distributes them to corresponding parties.



Reveal: Given m shares ⟨x⟩1, · · · ,⟨x⟩m, it reconstructs the
original value x.
Multiplication: Given two shares ⟨x⟩i,⟨y⟩i, it outputs ⟨z⟩i to
Pi such that z = x∗ y.

The more complicated operations, such as truncation or
exponentiation, can be implemented by composing the above
basic operations [4, 5]. Besides combining basic operations,
some MPL frameworks [10, 34, 45] provide special optimiza-
tions for complicated operations. For example, Mohassel et
al. [34] design an efficient comparison protocol in ABY3. In
this case, the complicated operations with the special opti-
mizations can be viewed as basic operations of the corre-
sponding MPL framework.
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Figure 1: An example of the MP-SPDZ compiler’s block tree.
Rectangles and ovals represent ReqNodes and ReqChilds.

2.2 MP-SPDZ Compiler
We build upon the MP-SPDZ compiler to construct HawkEye.

The MP-SPDZ compiler translates mpc programs written in
Python into a sequence of instructions that represent basic
operations of MPL frameworks and store instructions in in-
struction blocks that contain instructions without branching.
Through organizing instruction blocks generated from an mpc
program as a block tree, the MP-SPDZ compiler can output the
number of basic operations required by the mpc program.

As is shown in Figure 1, the block tree of the MP-SPDZ com-
piler contains two types of nodes: ReqNode and ReqChild.
ReqNode stores a list of instruction blocks. ReqChild records
the control flow information. The root node of a block tree
is a ReqNode. Concretely, a ReqNode instance contains an
aggregate function, a list of instruction blocks, and a list of
children, which could be ReqNode or ReqChild. The aggre-
gate function of a ReqNode instance is used to count the
number of basic operations in its instruction blocks and chil-
dren. A ReqChild instance contains an aggregator function,
an aggregate function, and a list of children, which must be
ReqNode. The aggregator function of a ReqChild instance
is an anonymous function that contains the control flow in-
formation. For example, in Figure 1, the aggregator function

of ReqChild2 is an anonymous function that multiplies input
data (i.e., the operation statistics from its children) fifty times
because the instructions in ReqNode4 represent a loop body
in a loop whose size is 50. The aggregate function of a Re-
qChild is used to sum the operation statistics outputted by its
aggregator function. After the MP-SPDZ compiler generates
the block tree from an mpc program, it recursively calls the
aggregate functions of nodes in the block tree to compute the
number of operations required by the mpc program.

2.3 Automatic Differentiation
Autograd automatically computes the derivative (gradients)

of parameters to simplify model construction. It automatically
computes the partial derivative of a function by expressing
the function as a sequence of basic operators. The partial
derivatives of output to the intermediate values and inputs are
computed by applying the chain rule to these basic operators.
Therefore, with autograd technology, model designers only
need to define the forward process of models, and the gradi-
ents of model parameters can be automatically computed in
the backward process. Following PyTorch, we design and im-
plement the Autograd library of HawkEye based on operator
overloading-based autograd technology.
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Figure 2: An example of the operator overloading-based auto-
grad. The solid lines represent the forward process, and the
dashed lines represent the backward process.

The main idea of operator overloading-based autograd tech-
nology is to overload basic operators so that each basic opera-
tor contains a forward function and a derivative computation
function. When model designers use one overloaded basic
operator in the forward phase, the basic operator is recorded
in an operator list for derivative computations. After the for-
ward process is finished and the backward process starts, the
derivative computation function of each overloaded operator
is sequentially called from the end of the operator list to com-
pute the derivative of outputs to the intermediate values and
inputs. In this way, model designers can use overloaded basic
operators to construct complex functions and automatically
compute the gradients of the target function. For example, as
is shown in Figure 2, in the forward phase, to compute the
output z, model designers first obtain v by multiplying x and y.
Then, model designers obtain z by computing the logarithm
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Figure 3: The workflow of our proposed static communication cost profiling method.

of v. The above two operators are recorded in a list during the
forward phase. In the backward phase, the derivative of ∂z

∂v is
computed by calling the derivative computation function of
the logarithm operator with z and v as inputs. Then, ∂z

∂x and ∂z
∂y

are computed by calling the derivative computation function
of the multiplication operator with ∂z

∂v , x and y as inputs.

3 Static Communication Cost Profiling
Method

As is shown in Figure 3, the workflow of our proposed static
communication cost profiling method compromises four steps:
(1) Model designers choose an MPL framework to perform
MPL tasks and configure the communication cost of the MPL
framework with the communication cost configuration inter-
face of HawkEye. (2) Given an mpc program, model designers
label the functions in the mpc program they want to profile
with the function labeling interface of HawkEye. (3) HawkEye
generates the instruction block tree of the labeled mpc pro-
gram and assigns each generated instruction block a label
that corresponds to the labeled function based on a prefix
structure. (4) HawkEye analyzes the labeled block tree and
outputs the profiling results. Note that we have labeled for-
ward and derivative computation functions of operators that
require communication in the Autograd library of HawkEye.
Thus, model designers can directly apply HawkEye to profile
the model communication cost in PyTorch without manually
labeling the model components.

3.1 Communication Cost Configuration and
Function Labeling Interfaces

Communication cost configuration interface. The com-
munication cost of one basic operation typically depends on
the following five parameters: bit length k, statistical security
parameter κs, computational security parameter κ, bit length
f of a fixed-point number’s fractional part, the number of
parties m. The five parameters should be set according to prac-

tical requirements. As shown in Listing 1, in HawkEye, the
communication cost of instruction is expressed as an anony-
mous function that takes k, κs, κ, f , and m as inputs and out-
puts a tuple that contains online communication size, online
communication round, offline communication size, offline
communication round. Some operations could have extra pa-
rameters. For example, the communication cost function of
secure multiplication has three extra parameters: the degree
of HE polynomial deg, HE prime coefficients modulus mod,
and size that indicates the number of multiplication operations
executed in parallel. We describe them in detail in the full
version of this manuscript.

Listing 1. Communication cost configuration for part of ba-
sic operations of ABY3 [34] framework. One basic operation
corresponds to one basic instruction in cost_function_dict

1 class ABY3(Cost):
2 cost_func_dict = {
3 "share": lambda k, κs, κ, f , m: (3*k, 1, 0, 0),
4 "reveal": lambda k, κs, κ, f , m: (3*k, 1, 0, 0)
5 "muls": lambda k, κs, κ, f , m, size, deg, mod:
6 (3*k*size, 1, 0, 0)

In addition to the above basic operations, complicated oper-
ations, e.g., truncation or exponentiation, are implemented by
composing basic operations by default in HawkEye. However,
if model designers use an MPL framework with special opti-
mizations for some complicated operations (e.g., the compar-
ison operation based on mixed protocols), they can configure
the communication cost of the complicated operations. For ex-
ample, many mixed-protocol MPL frameworks [10,25,33,34]
implement the non-linear operations by converting arithmetic
shares to boolean shares or Yao shares. To handle this type of
MPL framework, model designers can specify the protocol
assignments for the non-linear operations and configure their
communication cost, which includes the communication cost
of share conversion and boolean circuit evaluation. We fur-
ther discuss how to adaptively assign protocols for non-linear
operations of mixed-protocol frameworks in Section 7.



The communication cost of MPL frameworks can be con-
figured through the following three methods: (1) Analyzing
the communication costs of basic operations according to the
description of the original paper. (2) Running the basic op-
erations with open-source codes of MPL frameworks to test
the communication costs of basic operations. (3) Asking the
framework developers on open-source platforms to further
align the communication cost configuration with the concrete
MPL framework implementations. The above three methods
can be solely used or combined to obtain accurate communica-
tion cost configuration. In addition, once the communication
cost for one MPL framework is configured, the configuration
can be shared with other users through open-source platforms.

In HawkEye, to assist model designers in profiling model
communication cost on multiple MPL frameworks, we have
configured the communication cost of ten MPL frameworks
(e.g., ABY3 [34]). Thus, model designers can directly apply
HawkEye to profile model communication costs on the ten
MPL frameworks. We show the communication cost configu-
ration of the ten MPL frameworks in the full version of this
manuscript.

Besides, when setting the value of k and f , model designers
should be careful about the impact of the truncation method.
In particular, local truncation, i.e., the truncation method used
by SecureML [35] and ABY3 [34], requires additional bits
(slack bits) to maintain the desired truncation failure rate.
Otherwise, the truncation results would suffer the sign bit
flip error with a relatively high probability. Therefore, if us-
ing ABY3/SecureML-style truncation, model designers should
preserve slack bits when setting the value of k and f .

Listing 2. An example program whose functions are labeled
using the function labeling interface of HawkEye.

1 @buildingblock("mul") #label mul function
2 def mul(a, b):
3 return a*b
4 @buildingblock("test") #label test function
5 def test(a, b):
6 c = mul(a,b)
7 n = reveal(c)
8 return n
9 x = sint(1), y = sint(2)

10 test(x, y)

Function labeling interface. HawkEye provides a function
decorator (i.e., @buildingblock) for model designers to label
the functions. By adding @buildingblock(“func1”) before the
declaration of a function, model designers can assign the label
“func1” to the function. For example, as is shown in Listing 2,
we assign labels “mul” and “test” to mul and test functions
with the function decorator. In the main body of the program,
we call the test function with two secret shared integers as
inputs. When the bit length is 64 and model designers apply
HawkEye to profile the program shown in Listing 2 with the

communication cost configuration shown in Listing 1, the pro-
filing result outputted by HawkEye would be { “initial-test”:
(192, 1, 0, 0), “initial-test-mul”: (192, 1, 0, 0) }. The four
numbers in tuples of the above dictionary represent online
communication bits, online communication round numbers,
offline communication bits, and offline communication round
numbers, respectively. In the above dictionary, the communi-
cation cost of test function is the sum of all items whose labels
contain “test”, and the same goes for mul function. The format
of the profiling result originated from our proposed blocking
labeling methods, which are described in Section 3.2.

3.2 Block Labeling and Tree Analysis Method

After model designers label the functions in an mpc program
with the function labeling interface of HawkEye, HawkEye
generates and labels instruction blocks to obtain the labeled
block tree. Then, HawkEye analyzes the labeled block tree to
obtain the communication cost profiling results.
Block labeling method. To label instruction blocks for ac-
curate communication cost profiling, we need to resolve the
following issue: one labeled function could call another la-
beled function. In this situation, directly using the label of the
called function to label generated instruction blocks would
cause the information of the function call chain to be lost. To
resolve the issue, we propose a prefix structure to record the
information of the function calling relations. Specifically, we
maintain a global label. When compiling a labeled function,
we append the label of the function to the global label and use
it to label the generated instruction blocks. After generating
instructions corresponding to the function, we remove its label
from the end of the global label. In this way, when a labeled
function calls another labeled function, the information of the
calling function would be recorded in the global label.

As shown in Algorithm 1, HawkEye labels instruction
blocks in a recursive manner. We first define two functions,
Compile_S_List and Compile_Func. Compile_S_List (Line
4-9) receives a statement list S_List, the block tree T , and the
global label g_label as inputs. It compiles the statements of
S_List as instruction blocks and labels generated instruction
blocks with g_label. The inputs of Compile_Func (Line 10-
23) contain a function f unc, T , g_label, and S_List. During
the instruction generation process, Compile_Func enumerates
statements of f unc. If one statement s does not call a labeled
function fsub, Compile_Func appends s into S_List (Line 19).
Otherwise, Compile_Func first compiles the statements stored
in the S_List (Line 14). Then, Compile_Func appends the la-
bel of fsub to the end of g_label (Line 15). Without loss of
generality, we assume that s is a call to fsub and does not
perform other computations. After that, Compile_Func calls
Compile_Func with fsub, T , and g_label as inputs and then
removes the label of fsub from the end of g_label (Line 16-
17). Compile_Func clears S_List by calling Compile_S_List
(Line 22). Finally, after initializing g_label, T , and S_List,



block labeling process is completed by calling Compile_Func
with p, T , g_label and S_List as inputs (Line 2). Note that in
Algorithm 1, we view the input program p as a function that
contains a sequence of statements.
Block tree analysis method. We profile the communication
cost of an mpc program by analyzing its corresponding la-
beled block tree T outputted by Algorithm 1. As is shown in
Algorithm 2, the aggregate function of a ReqNode instance
receives a dictionary d1 as the input and updates d1 with the
communication cost profiling results of the block tree whose
root node is the ReqNode instance. For a ReqNode instance,
its aggregate function first calculates the communication cost
of each instruction block in its instruction block list (Line
5-12). Given an instruction block b, the aggregate function
enumerates each instruction i in b and computes the commu-
nication cost of i by calling its communication cost function
defined in the communication cost configuration dictionary
(Line 8). Then, the aggregate function adds the cost function
output to d1 according to the label of b (Line 9). After cal-
culating the communication cost of the ReqNode instance
itself, its aggregate function calls the aggregate function of
its children with d1 as the input (Line 13-15).

Algorithm 1 Block labeling algorithm that generates and
labels instruction blocks.
Input: An mpc program p that represents as a sequence of state-

ments. The functionality Compile_Statements receives a state-
ment list and the block tree T as input and compiles these
statements into instruction blocks that are inserted into T . The
MP-SPDZ compiler provides it.

Output: The labeled block tree T .
1: Initialization: initialize the global label as g_label = ‘initial’,

the block tree T as an empty ReqNode instance, a statement list
S_List as [].

2: Compile_Func(p, T , g_label, S_List)
3: return T
4: Function Compile_S_List(S_List, T , g_label):
5: blocks = Compile_Statements(S_List, T )
6: for block b in blocks do
7: b.label = g_label
8: end for
9: S_List = []

10: End Function
11: Function Compile_Func(func, T , g_label, S_List):
12: for statement s in func do
13: if s calls a labeled function fsub then
14: Compile_S_List(S_List, T , g_label)
15: g_label = g_label + ‘- fsub.label’
16: Compile_Func( fsub, T , g_label, S_List)
17: g_label = g_label - ‘- fsub.label’
18: else
19: S_List.append(s)
20: end if
21: end for
22: Compile_S_List(S_List, T , g_label)
23: End Function

The aggregate function of a ReqChild instance receives a
dictionary d1 as the input. It processes the communication
cost profiling results outputted by its children with its aggre-
gator function and updates d1 with the process results. For a
ReqChild instance, its aggregate function first initializes an
empty dictionary tmp_d (Line 18). Then, the aggregate func-
tion of the ReqChild instance calls the aggregate functions of
its children one by one with tmp_d as the input (Line 19-21).
After that, for each pair in tmp_d, the aggregate function pro-
cesses the item of the pair with its aggregator function and
adds the result to d1 according to the label of the pair (Line
22-24). Finally, the block tree analysis process is completed
by initializing an empty dictionary d and calling the aggre-
gate function of root with d as input, where root is the root
ReqNode of the labeled block tree T (Line 1-3).

Algorithm 2 Block tree analysis algorithm that analyzes the
labeled block tree to profile the communication cost of an
mpc program. The addition between two tuples outputs a
new tuple whose elements are the sum of two input tuples’
corresponding elements

Input: The root node root of the labeled block tree T and a
cost_func_dict stores communication cost functions of basic
operations of the used MPL framework.

Output: A dictionary d that stores the profiling result.
1: Initialization: Initialize an empty dictionary d
2: root.aggregate(d)
3: return d
4: Function ReqNode: aggregate(self, d1):
5: for block b in self.blocks do
6: for instructions i in b do
7: if i requires communication then
8: i_cost = cost_func_dict[i.name](i.args)
9: d1[b.label] = d1[b.label] + i_cost

10: end if
11: end for
12: end for
13: for child c in self.children do
14: c.aggregate(d1)
15: end for
16: End Function
17: Function ReqChild: aggregate(self, d1):
18: Initialize an empty dictionary tmp_d
19: for node n in self.children do
20: n.aggregate(tmp_d)
21: end for
22: for label, item in tmp_d do
23: d1[label] = d1[label] + self.aggregator(item)
24: end for
25: End Function

Accuracy analysis. Because of the security requirements of
MPL, the communication cost profiling results outputted by
the static communication cost profiling method are consis-
tent with those obtained by dynamic profiling. Concretely, to
rigorously guarantee the data security of MPL frameworks,



the program execution flow of MPL frameworks must be
input-independent [16]. Therefore, the execution flow of each
labeled function, which can be viewed as a sequence of in-
structions, must remain unchanged as input data changes. As
a result, given an mpc program that contains labeled functions,
as long as model designers correctly configure the communi-
cation cost for basic operations of MPL frameworks, HawkEye
can accurately profile the communication cost of the mpc pro-
gram.

4 Autograd Library of HawkEye

4.1 Architecture
As is shown in Figure 4, the Autograd library of HawkEye

contains six modules: Secure matrix computation module,
Tensor module, Functional module, NN module, Optimizers,
and Dataloader. The Secure matrix computation module is
the basis of the other five modules and would not be exposed
to model designers. The interfaces of the other five modules
are fully consistent with those of PyTorch. We then describe
the above six modules as follows.
(1) Secure matrix computation module. This module con-
tains secure matrix computation functions that are necessary
for MPL. These functions are either our supplemented compu-
tation functions (e.g., permutation) or provided by the original
MP-SPDZ compiler (e.g., matrix multiplication). The module
is the basis of the HawkEye Autograd library. All of the other
five modules are built on this module.
(2) Tensor module. This module contains tensor computation
operators, such as element-wise operators and batch matrix-
matrix products. As is mentioned in Section 2.3, each tensor
computation operator of the Tensor module is overloaded
to contain a forward function and a derivative computation
function, such that the gradients of parameters would be auto-
matically derived. We label the forward and derivative com-
putation functions of each operator of this module to support
model communication cost profiling.
(3) Functional module. This module contains activation func-
tions (e.g., Relu) and functions that depend on model parame-
ters (e.g., BatchNorm). Like the Tensor module, each operator
of this module contains a labeled forward function and a la-
beled derivative computation function.
(4) NN module. This module contains operators (e.g.,
Conv2d) and containers (e.g., Sequential) for model construc-
tion. The operators of the NN module are implemented using
functions from the Tensor module and the Functional module.
Like PyTorch, model designers can also define new operators
based on operators of the NN module, the Tensor module, and
the Functional module.
(5) Optimizers. Optimizers contain popular optimizers in
machine learning, e.g., stochastic gradient descent (SGD) and

Adam [24]. Their step functions that require communication
are also labeled to profile the secure model training processes.
(6) Dataloader. Dataloader shuffles the input data and con-
verts the input data into tensors.

Tensor module Functional module

NN module Optimizers

Dataloader

Secure matrix computation module

Bmm

Element-wise operations

View Mean

Exp Log ……

AdamSGD

ConvertShuffle

BatchNorm

Relu

……

Gelu Softmax

LayerNorm

Normalize

Linear Conv2d AvgPool

DropoutMaxPool Flatten

SequentialCross_Entropy …

Figure 4: The architecture of the HawkEye Autograd library.

4.2 Optimization of Broadcast Operator

Strawman implementation of the broadcast operator. We
first describe the strawman implementation of the broadcast
operator and show that the implementation would bring extra
communication overhead. Taking broadcast multiplication as
an example, as shown in Figure 5a, given two inputs A, B with
shapes (1, 2) and (2, 2), broadcast multiplication performs
element-wise multiplication between each column of B and
A to output C. During the backward phase, to compute the
derivative of A, as is shown in Figure 5b, a straightforward
method is first performing element-wise multiplication be-
tween ∆C and B to obtain an intermediate result ∆Ainter. Then,
we can sum each column of ∆Ainter to reduce ∆Ainter as ∆A.
The main drawback of the strawman implementation is that
it produces the intermediate result with a larger shape than
the final result, which causes extra communication overhead.
The main reason is that the communication costs of some
MPL frameworks, e.g., ABY3, only depend on the size of the
computation results and are independent of the size of input
data and intermediate results. Therefore, the intermediate re-
sult ∆Ainter whose size is two times the size of the final result
∆A would bring significantly more communication overhead,
causing bias in the static profiling results from HawkEye.
Optimized broadcast operator. To address the drawback of
the strawman implementation, we fuse the broadcast compu-
tation and intermediate result reduction as a parallel vector
computation to compute the final result directly. Concretely,
as shown in Figure 5c, the backward process of the optimized
broadcast operator is completed by performing the dot prod-
uct between each row of ∆C and B in parallel. In this way,
we can avoid the intermediate result with a large size, thus
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Figure 5: The strawman implementation of broadcast multi-
plication and optimized broadcast multiplication.

avoiding extra communication overhead. For more complex
broadcast cases, we can transform the input data into the two-
dimensional case shown in Figure 5 through reshaping and
permuting. For example, for two inputs with shapes (5, 3, 2)
and (3, 2), we can reshape them as (5, 6) and (1, 6) and finish
the broadcast computation in the optimized way.

4.3 Integration of Model Communication Cost
Profiling Method

We then describe how the Autograd library of HawkEye inte-
grates the static model communication cost profiling method
introduced in Section 3. We first discuss two requirements
that the Autograd library of HawkEye should meet to enable
model designers to profile the communication cost of models
in PyTorch. Firstly, the communication cost of the model for-
ward and backward processes should be profiled automatically.
Manually inserting test instruments in secure model training
or inference codes could be time-consuming for model design-
ers. Meanwhile, even though a few MPL frameworks (e.g.,
CrypTen [25]) provide user-friendly model construction in-
terfaces to assist model designers in building a secure model
training or inference process, they hide the derivative compu-
tation functions of operators. Thus, model designers have to
modify the source codes of these MPL frameworks to profile
the communication cost of model backward processes. The
code modification process would require burdensome human
efforts. Therefore, the Autograd library of HawkEye should
automatically profile the communication cost of the model
forward and backward processes.

Secondly, the granularity of model communication cost
profiling can be adjusted without manually inserting test in-
struments. To simplify the model construction process, model
designers usually construct models in a hierarchical manner.
For example, one Densenet-121 model [19] contains multi-
ple Bottlenecklayers and TransitionLayers. These two types
of sub-modules both contain Conv2d operators, pooling op-
erators, Relu functions, etc. To comprehensively profile the
model communication cost, model designers usually need to
test the communication cost of operators at different granular-
ity.

Listing 3. The labeled exp function in the Tensor module of
the Autograd library of HawkEye. The newly added labeling
codes are highlighted on a green background and labeled with
a plus sign at the beginning of the line.

1 + @buildingblock("exp-forward")

2 def exp(self):

3 + @buildingblock("exp-backward")

4 def propagate(dl_doutputs, operation):
5 ......
6 #The derivative computation process of exp
7 return dl_dinputs
8 ..... #The forward process of exp
9 return result

We meet the first requirement by labeling the forward and
derivative computation functions of each operator and func-
tion that requires communication. For example, as is shown
in Listing 3, the exp function in the Tensor module contains
a propagate function that defines the derivative computation
process of the exponentiation operator, and the rest part de-
fines its forward process. To profile the communication cost
of the forward and backward processes of the exponentiation
operator, we label the exp function and its propagate function
with the function labeling interface described in Section 3.1.
When model designers use the exponentiation operator to
construct models and profile them with HawkEye, the commu-
nication cost of the exponentiation operator can be obtained
by summing the items whose keys contain “exp-forward”
or “exp-backward” in the profiling results. Furthermore, the
communication cost of the exponentiation operator forward
process can be separately computed by summing the items
whose labels contain “exp-forward”. We apply the above la-
beling process to each operator and function that requires
communication in the Autograd library of HawkEye. As a re-
sult, HawkEye can automatically profile the communication
cost of the model forward and backward processes.

For the second requirement, HawkEye meets it based on
the prefix structure of our proposed static communication
cost profiling method. Concretely, model designers can ad-
just the granularity of model communication cost profiling by
labeling the forward functions of sub-modules with the func-
tion labeling interface described in Section 3.1. Taking the
Densenet-121 model as an example, as mentioned above, two
sub-modules of the Densenet-121 model, i.e., Bottlenecklay-
ers and TransitionLayers, both contain basic operators (e.g.,
Conv2d) of the HawkEye Autograd library. If model design-
ers do not label forward functions of these two sub-modules,
HawkEye would output the total communication cost of basic
operators without distinguishing the sub-modules these basic
operators belong to. In contrast, as is shown in Listing 4, if
model designers label the forward function of the Transition-
Layer with the label “transitionlayer”, the communication
cost of basic operators in TransitionLayer would be outputted
separately with the prefix “transitionlayer”. Because com-



posing sub-modules is a common way to construct complex
models, labeling the forward functions of sub-modules should
be a promising way for model designers to adjust the granu-
larity of model communication cost profiling.

Listing 4. An example of labeling the forward functions of
sub-modules to adjust the granularity of model communi-
cation cost profiling. The newly added labeling codes are
highlighted on a green background and labeled with a plus
sign at the beginning of the line.

1 class TransitionLayer(nn.Module):
2 def __init__(self, c_in, c_out):
3 super().__init__()
4 self.layers = nn.Sequential(
5 #label: transitionlayer−batchnorm
6 nn.BatchNorm2d(num_features=c_in),
7 #label: transitionlayer−relu
8 nn.ReLU(),
9 #label: transitionlayer−conv2d

10 nn.Conv2d(in_channels=c_in,
11 out_channels=c_out, kernel_size=1),
12 #label: transitionlayer−avgpool2d
13 nn.AvgPool2d(kernel_size=2))

14 + @buildblock("transitionlayer") #labeling transitionlayer

15 def forward(self, x):
16 out = self.layers(x)
17 return out

5 Performance Evaluation

5.1 Implementation
We implement HawkEye by supplementing about 12k lines of
code of Python (including test codes) to the MP-SPDZ com-
piler. At first, we modify the instruction generation process
of the MP-SPDZ compiler to implement our proposed block
labeling method. Then, we modify the aggregate functions
of ReqNode and ReqChild in the MP-SPDZ compiler to imple-
ment our proposed block analysis method.

For the Autograd library of HawkEye, we implement all of
its operators and functions according to the description of
PyTorch API document 1. Concretely, we implement func-
tions of five PyTorch-related modules (Tensor module, Func-
tional module, NN module, Optimizers, and Dataloader) de-
scribed in Section 4.1 based on the secure fixed-point numbers
computation functions provided by the MP-SPDZ compiler.
The above Autograd library modules are integrated into the
MP-SPDZ compiler as one of its standard libraries. Thus, in
HawkEye, when model designers construct models they want
to profile, they can directly import the above modules to con-
struct models in PyTorch.

1https://pytorch.org/docs/stable/torch.html

5.2 Accuracy of HawkEye

Experiment Setup. We verify the accuracy of HawkEye by
comparing the static profiling results outputted by HawkEye
with dynamic profiling results obtained from two MPL
frameworks, i.e., CypTFlow2 [38] and CrypTen [25]. We
first describe two dynamic profiling processes we compare
with. Firstly, Ganesan et al. [14] dynamically profile se-
cure inference processes of four popular CNN models (i.e.,
DenseNet-121 [19], ResNet-50 [17], MobileNetV3 [18], Shuf-
fleNetV2 [31]) on CrypTFlow2 [38]. Secondly, Li et al. [26]
dynamically profile the secure BERTBASE model inference
process on the two-party backend of CrypTen [25]. We run
the open-source codes of the two MPL frameworks 2 3 to
obtain the dynamic profiling results. For dynamic profiling
on CrypTFlow2, following Ganesan et al. [14], we set the bit
length as 60 and the bit length of fixed-point numbers’ frac-
tional part as 23. For dynamic profiling on CrypTen, we set
the bit length as 64 and the bit length of fixed-point numbers’
fractional part as 16. We set the statistical security param-
eter and computation security parameter of these two MPL
frameworks as 40 and 128. For the input data of CNN models,
we set their sizes as 1× 3× 224× 224. For the input data
of BERTBASE, following Li et al. [26], we set their sizes as
1×512×28996. Because CrypTen does not support the tanh
function, we replace the tanh function with the hardtanh func-
tion following Li et al. [26]. Note that because CrypTFlow2
does not have the offline phase, we only show the offline
communication cost profiling results of CrypTen.

For static profiling on HawkEye, we first configure the com-
munication cost of CryptoFlow2 [38] and CrypTen [25].
After that, we implement the models profiled by Ganesan
et al. [14] and Li et al. [26] in HawkEye. Finally, we run
HawkEye under the same parameter setting with CypTFlow2
and CrypTen to obtain the static profiling results.

Experimental results. As is shown in Table 1, Figure 6, Ta-
ble 2, and Figure 7, HawkEye can accurately profile model
communication cost on different MPL frameworks. For com-
munication size, the proportions of operators’ online/offline
communication size to the total online/offline communica-
tion size outputted by HawkEye, CrypTFlow2, and CrypTen
are almost the same, i.e., the proportion differences between
baselines and HawkEye are all smaller than 0.50%. The slight
differences between the communication size profiling results
outputted by HawkEye and dynamic profiling results could be
caused by the following two reasons: (1) The communica-
tion complexity of basic operations is asymptotic rather than
actual. For example, CrypTFlow2 analyzes the communica-
tion complexity upper bound of truncation and comparison

2The code repository address of CrypTFlow2 is https://github.com/
mpc-msri/EzPC. We use the codes at commit 4bae530.

3The code repository address of CrypTen is https://github.com/
facebookresearch/CrypTen. We use CrypTen0.4.1.

https://pytorch.org/docs/stable/torch.html
https://github.com/mpc-msri/EzPC
https://github.com/mpc-msri/EzPC
https://github.com/facebookresearch/CrypTen
https://github.com/facebookresearch/CrypTen


Table 1: The online communication size profiling results of four secure CNN model inference processes outputted by
CryptFlow2 [38] and HawkEye. We report the proportion of each operator’s online communication size to the total online
communication size and the online communication size of each operator. Following Ganesan et al. [14], we list the online
communication size across linear and non-linear operators.

Model Framework % (GB) of linear operators % (GB) of non-linear operators
% (GB) of Conv2d % (GB) of other linear operators % (GB) of all

DenseNet-121
CrypTFlow2 [38] 94.14% (646.05GB) 3.60% (24.72GB) 97.74% (670.78GB) 2.26% (15.52GB)

HawkEye
93.92% (657.06GB)
-0.22% (+11.01GB)

3.77% (26.33GB)
+0.17% (+1.61GB)

97.69% (683.39GB)
-0.05% (+12.61GB)

2.31% (16.17GB)
+0.05% (+0.65GB)

ResNet-50
CrypTFlow2 [38] 96.17% (851.76GB) 2.04% (18.05GB) 98.21% (869.81GB) 1.79% (15.83GB)

HawkEye
96.14% (863.11GB)
-0.03% (+11.35GB)

2.05% (18.43GB)
+0.01% (+0.38GB)

98.19% (881.54GB)
-0.02% (+11.73GB)

1.81% (16.25GB)
+0.02% (+0.42GB)

MobileNet-V3
CrypTFlow2 [38] 75.14% (73.30GB) 18.62% (18.16GB) 93.76% (91.46GB) 6.24% (6.09GB)

HawkEye
74.98% (73.33GB)
-0.16% (+0.03GB)

18.57% (18.16GB)
-0.05% (+0.00GB)

93.55% (91.49GB)
-0.21% (+0.03GB)

6.45% (6.31GB)
+0.21% (+0.22GB)

ShuffleNet-V2
CrypTFlow2 [38] 86.18% (38.42GB) 9.20% (4.10GB) 95.38% (42.52GB) 4.62% (2.06GB)

HawkEye
86.14% (38.87GB)
-0.04% (+0.45GB)

9.20% (4.15GB)
+0.00% (+0.05GB)

95.34% (43.02GB)
-0.04% (+0.50GB)

4.66% (2.10GB)
+0.04% (+0.04GB)
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Figure 6: The online communication round profiling results of four secure CNN model inference processes outputted by
CryptFlow2 [38] and HawkEye.

Table 2: The online/offline communication size profiling re-
sults of secure BERTBASE model inference process outputted
by CrypTen [25] and HawkEye. We report the proportion of
each operator’s communication size to the total communica-
tion size and the communication size of each operator. Follow-
ing Li et al. [26], we list the communication sizes of MatMul,
Gelu, and Softmax operators.

Operator Framework % (GB) of online phase % (GB) of offline phase

MatMul
CrypTen [25] 4.75% (3.22GB) 7.05% (1.37GB)

HawkEye
4.74% (3.22GB)

-0.01% (+0.00GB)
7.09% (1.37GB)

+0.04% (+0.00GB)

Gelu
CrypTen [25] 26.15% (17.72GB) 23.87% (4.64GB)

HawkEye
26.49% (18.00GB)
+0.34% (+0.28GB)

24.12% (4.64GB)
+0.25%(+0.00GB)

Softmax
CrypTen [25] 69.10% (46.83GB) 69.08% (13.43GB)

HawkEye
68.77% (46.73GB)
-0.33% (-0.10GB)

68.79% (13.23GB)
-0.29% (-0.20GB)

operations. Because we configure the communication cost for
truncation and comparison operations of CrypTFlow2 with
the upper bound rather than the actual complexity, the commu-
nication sizes outputted by HawkEye are slightly larger than
those outputted by CrypTFlow2 (2) The implementations of
high-level operations are different. For example, CrypTen
implements the max operation by mixing the tree-based and
pairwise comparison methods, while HawkEye purely uses the
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Figure 7: The online communication round profiling results
of secure BERTBASE model inference process outputted by
CrypTen [25] and HawkEye.

tree-based method. Thus, CrypTen has a larger communica-
tion size on the softmax function than HawkEye.

For communication rounds, as is shown in Figure 6 and
Figure 7, HawkEye can accurately profile the communica-
tion rounds of most CNN operators on CrypTFlow2 and all
transformer operators on CrypTen. The main difference be-
tween the results outputted by CrypTFlow2 and HawkEye lies



in the communication rounds of the Conv2d operators in
MobileNet-V3 and ShuffleNet-V2 models. The main reason
is that the implementation of the group convolution opera-
tor, which is used by MobileNet-V3 and ShuffleNet-V2, in
CrypTFlow2 is not parallel. Therefore, the group convolu-
tion operator in CrypTFlow2 would require the group number
times of communication rounds than the parallel implemen-
tation in HawkEye. The above results show that besides help-
ing model designers analyze model communication costs,
HawkEye could also help MPL framework developers find the
performance issues in their implementation.

Besides CrypTFlow2 and CrypTen, we compare HawkEye
with two mixed-protocol MPL frameworks (Delphi [33] and
Cheetah [20]) that rely on garbled circuit (GC) and HE.
Due to the space limitation, we show the experimental re-
sults in Appendix A. Furthermore, to show the accuracy of
HawkEye in secure model training scenarios, we compare
HawkEye with the two-party backend of SecretFlow-SPU,
i.e., SecretFlow-SEMI2K, in Appendix B.

5.3 Efficiency of HawkEye
To demonstrate the efficiency of HawkEye, we compare the
runtimes of HawkEye and the runtimes of CrypTFlow2 and
CrypTen in the experiments of Section 5.2. All experiments
are run on a Linux server equipped with two 32-core 2.30
GHz Intel Xeon CPUs and 512GB of RAM.

Table 3: Runtimes of static and dynamic profiling for five
secure model inference processes in Section 5.2. We report the
average results of five runs and show the standard deviations
in brackets.

Network Static profiling (s) Dynamic profiling (s)
Densenet-121 34.38 (± 0.62) 4,429.01 (± 65.74)

Resnet-50 39.24 (± 0.13) 5,698.77 (± 80.06)
Mobilenet-V3 31.47 (± 0.31 811.92 (± 1.81)
Shufflenet-V2 15.50 (± 0.12) 319.34 (± 3.44)

BERTBASE 471.54 (± 4.98) 618.90 (± 2.11)

As is shown in Table 3, the efficiency of HawkEye is
promising for model communication cost profiling. Con-
cretely, HawkEye can profile all CNN models within one
minute. The profiling time is about eight minutes even for
large BERTBASE model. In contrast, dynamic profiling the
models using CrypTFlow2 or CrypTen requires much more
time than HawkEye (1.31×∼ 145.23×). As a result, HawkEye
enables model designers to efficiently profile the model com-
munication cost and design MPC-friendly models agilely.

5.4 Ease of Use
We then report on the ease of using HawkEye to profile the

communication cost of models in PyTorch by showing an
example of modifying a PyTorch-based logistics regression
model training codes to be HawkEye-based.

Listing 5. An example of modifying a PyTorch-based logis-
tics regression model training codes to be HawkEye-based.
The removed PyTorch codes are highlighted on a red back-
ground and labeled with a minus sign at the beginning of
the line. The newly added HawkEye codes are highlighted
on a green background and labeled with a plus sign at the
beginning of the line.

1 class LogisticRegression(nn.Module):
2 def __init__(self, n_inputs, n_outputs):
3 super(LogisticRegression, self).__init__()
4 self.linear = nn.Linear(n_inputs, n_outputs)
5 def forward(self,x):
6 out = F.sigmoid(self.linear(x))
7 return out

8 − mnist = datasets.MNIST(root=’./data’, train=True)

9 + x = Tensor(60000, 784).get_input_from(0)

10 + y = Tensor(60000, 10).get_input_from(0)

11 − dataloader = DataLoader(mnist, batch_size=128)

12 + dataloader = DataLoader(x, y, batch_size = 128)

13 model = LogisticRegression(784, 10)
14 optimizer = optim.SGD(model.parameters(), lr = 0.01)
15 criterion = nn.CrossEntropyLoss()
16 model.train()

17 − for i in range(10):

18 + @for_range(10)

19 + def _(i):

20 x, labels = dataloader[i]
21 optimizer.zero_grad()
22 output = model(x)
23 loss = criterion(output, labels)
24 loss.backward()
25 optimizer.step()

As is shown in Listing 5, the model construction process,
model forward process, model backward process, and model
optimization process of HawkEye-based codes are fully con-
sistent with those of PyTorch-based codes. The main differ-
ences fall on the data loading and the definition of the loop:
(1) Rather than loading local data, in HawkEye, model design-
ers need to specify the data source and then use the input data
to initialize the dataloader (Line 8-12). (2) The loop interface
of HawkEye slightly differs from that of PyTorch (Line 17-
19). The differences should be subtle. Meanwhile, because
the Autograd library of HawkEye integrates the communica-
tion cost profiling method, model designers can profile the
communication cost of the secure logistics regression model
training process by directly running HawkEye to analyze the
program shown in Listing 5 without manually inserting test
instruments. As a result, model designers can use HawkEye
to profile the communication cost of complex models (e.g.,
transformers) in PyTorch by modifying less than ten lines of
code. In contrast, Li et al. [26] have to manually insert about
100 lines of codes to dynamically profile the communication



cost of secure transformer inference processes on CrypTen.
More examples of implementing complex models in HawkEye
can be found in our source codes.

5.5 Case Studies

In this section, we conduct two case studies to show the prac-
tical applications of HawkEye. Firstly, to show that HawkEye
can help model designers find communication bottlenecks of
models on MPL frameworks with different security models,
we apply HawkEye to profile model communication cost on
four MPL frameworks whose security models are different.
Secondly, to show that HawkEye can help model designers
choose a proper optimizer for secure model training, we apply
HawkEye to profile the communication cost of secure model
training processes with two different optimizers.

5.5.1 Communication bottlenecks of models on MPL
frameworks with different security models

Security models of MPL frameworks. We first introduce
security models of MPL frameworks. The security model of
an MPL framework refers to assumptions the MPL frame-
work makes about parties. In scenarios with different security
requirements, model designers usually need to employ MPL
frameworks with the corresponding security models. One
security model generally compromises two dimensions: the
behavior of the parties and the number of colluded parties. De-
pending on whether parties follow the protocols, the security
models of MPL frameworks can be classified as semi-honest
and malicious. Depending on whether the number of colluded
parties is strictly below half of the total number of parties or
not, the security models of MPL frameworks can be classified
as honest-majority and dishonest-majority.

We apply HawkEye to profile the secure inference pro-
cesses of Resnet-50 and BERTBASE models on four MPL
frameworks, i.e., ABY [10], SPDZ-2k [7], ABY3 [34], and
Falcon [45], whose security models are (semi-honest,
dishonest-majority), (malicious, dishonest-majority), (semi-
honest, honest-majority), (malicious, honest-majority) respec-
tively. For parameter settings, we set the bit length as 64, the
statistical security parameter as 40, the computational secu-
rity parameter as 128, the bit length of fixed-point numbers’
fractional part as 16, and the number of parties as two for
ABY and SPDZ-2k, three for ABY3 and Falcon. The input data
sizes are consistent with those used in Section 5.2.

As is shown in Figure 8, two dimensions of the security
model have significantly different impacts on communication
bottlenecks of models: (1) Under the same assumption on
the number of colluded parties, switching the assumption on
the behavior of parties from semi-honest to malicious slightly
changes the profiling results. Therefore, MPC-friendly mod-
els optimized for semi-honest MPL frameworks could remain
effective for malicious MPL frameworks. (2) When underly-

ing MPL frameworks are designed for a dishonest majority,
the communication bottlenecks are linear operators, i.e., Mat-
mul or Conv2d. In contrast, the communication bottlenecks
become non-linear operators (i.e., Softmax, Relu, Gelu, Max-
Pool) when underlying MPL frameworks are designed for an
honest majority. Therefore, model designers would need to
tailor MPC-friendly models for different scenarios where the
assumptions on the number of colluded parties are different.
The above results show that HawkEye can help model design-
ers efficiently find communication bottlenecks of models on
MPL frameworks with different security models.
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Figure 8: The proportion of each operator’s online commu-
nication size to the total online communication size on four
MPL frameworks with different security models.

5.5.2 Choice of optimizers in secure model training

We apply HawkEye to profile the communication cost of se-
cure model training processes with two optimizers. A few
studies [2, 29] show that in secure model training, Adam [24]
could be a better optimizer than SGD because Adam can sig-
nificantly improve the convergence speed. However, Adam
incurs much more communication overhead than SGD. To
quantitatively analyze the communication cost of optimiz-
ers, we apply HawkEye to profile the communication cost of
three secure CNN model training processes (LeNet, AlexNet,
VGG-16) on two MPL frameworks (ABY, ABY3). Meanwhile,
following previous studies [44, 46], we replace MaxPool in
the CNN models with AvgPool. Finally, we set the input data
size as 128×3×28×28 for LeNet, 128×3×224×224 for
AlexNet and VGG-16, where 128 is the batch size. Other
parameter settings are the same as those of the first case study.
Note that we run the secure model training processes on one
batch of data. Because the model training process is the same
for each batch of data, the proportion of each part’s online
communication size to the total online communication size
remains unchanged as the batch number changes.



Table 4: The online communication size of gradient compu-
tation and optimization of three secure CNN model training
processes. We report the proportion of each part’s online com-
munication size to the total online communication size and
the online communication size of each part.

Framework Model Grad Computation Optimization

ABY [10]

Lenet-SGD 100.00% (0.65GB) 0.00% (0GB)
Lenet-Adam 92.17% (10.47GB) 7.83% (0.89GB)

AlexNet-SGD 100.00% (12,526.23GB) 0.00% (0GB)
AlexNet-Adam 97.06% (12,526.23GB) 2.94% (379.67GB)
VGG-16-SGD 100.00% (189,079.51GB) 0.00% (0GB)
VGG-16-Adam 99.55% (189,079.51GB) 0.45% (859.72GB)

ABY3 [34]

Lenet-SGD 98.94% (0.10GB) 1.06% (< 0.01GB)
Lenet-Adam 32.26% (0.10GB) 67.74% (0.21GB)

AlexNet-SGD 96.34% (12.12GB) 3.66% (0.46GB)
AlexNet-Adam 3.99% (12.12GB) 96.01% (291.35GB)
VGG-16-SGD 99.80% (521.60GB) 0.20% (1.03GB)
VGG-16-Adam 44.15% (521.60GB) 55.85% (659.74GB)

As is shown in Table 4, the extra communication cost in-
curred by Adam significantly differs among different mod-
els and MPL frameworks. When training models on ABY,
the online communication size of Adam only accounts for
0.45% ∼ 7.83% of the total online communication size. In
this case, replacing SGD with Adam would significantly im-
prove the training efficiency because the extra communication
cost incurred by Adam is minor compared with the com-
munication cost of gradient computation. In contrast, when
training models on ABY3, replacing SGD with Adam would
increase the total online communication size by 2.26 ∼ 24.12
times. Especially when securely training the AlexNet model
on ABY3, replacing SGD with Adam would cause the total
online communication size to increase by 24.12 times. In this
case, SGD should be a better optimizer than Adam because
the convergence speed improvement brought by Adam cannot
cover its extra communication cost.

5.5.3 Computational graph optimization

To further show the practical application of HawkEye, we
combine HawkEye with TASO [22], a classical computational
graph optimization method for deep learning models, to effec-
tively reduce the communication overhead of secure model
inference. TASO improves the efficiency of secure model in-
ference by changing the structure of the computational graphs
that represent the model inference process. Meanwhile, TASO
ensures that the optimized computational graph is equivalent
to the original computational graph. In this experiment, we
use the online communication size outputted by HawkEye
as the cost model of TASO. For the underlying MPL frame-
work, we use the three-party protocol of Deep-MPC proposed
by Keller and Sun [23], whose source codes are included in
MP-SPDZ, as our target MPL framework. We show the com-
munication cost configuration of Deep-MPC in the full version
of this manuscript. Meanwhile, following Jia et al. [22], we
choose the backbone network (i.e., model components exclud-

ing the stem component and the final classifier) of ResNet-18
and ResNet-50 models as target models.

Table 5: The communication size and communication time
of two CNN models that are optimized by original TASO
and HawkEye-enhanced TASO (TASO-HawkEye). The com-
munication time is obtained under the WAN setting where
round-trip time is 72ms, and bandwidth is 9 MBps. We report
the average results of five runs and show the standard devia-
tions in brackets.

Model Method Comm Size (MB) Comm Time (s)

ResNet-18
Original 286.10MB 41.30s (pm 0.68s)
TASO 247.49MB 37.00s (pm 0.74s)

TASO-HawkEye 210.92MB 30.54s (pm 1.26s)

ResNet-50
Original 1758.85MB 207.71s (pm 8.17s)
TASO 1647.08MB 193.54s (pm 8.72s)

TASO-HawkEye 1492.64MB 174.27s (pm 5.48s)

As is shown in Table 5, HawkEye-enhanced TASO signifi-
cantly outperforms the original TASO. Concretely, HawkEye-
enhanced TASO can reduce the communication overhead by
15.14% ∼ 26.28% and the communication time by 16.10%
∼ 26.05%, which is 1.95 ∼ 2.38 times and 2.36 ∼ 2.50 times
that of the original TASO, respectively. The above results
show that HawkEye can effectively help the efficiency opti-
mization of secure model inference.

6 Related Work

Design and optimization of MPC-friendly models. Many
studies [11, 14, 26, 28, 37, 39, 49] try designing and optimiz-
ing MPC-friendly models by dynamically profiling model
communication cost on one or two specific MPL frameworks.
Ganesan et al. [14] design an MPC-friendly convolution oper-
ator to optimize the efficiency of secure CNN model inference
on CrypTFlow2 [38]. Subsequently, Peng et al. [37] propose
AutoReP to automatically replace part of Relu functions of
CNN models with polynomial functions to speed up secure
CNN model inference on CrypTen [25]. In addition to CNN
models, Liu et al. [28] design an MPC-friendly transformer
model by profiling the communication cost of secure trans-
former inference on Cheetah [20] and CrypTFlow2 [38]. At
the same time, Li et al. [26] design an MPC-friendly vari-
ant of the BERT model, namely MPCFormer, by profiling
the communication cost of secure BERTBASE model infer-
ence process on CrypTen [25]. For the image classification
task based on the transformer model, Zeng et al. [49] pro-
pose an MPC-friendly vision transformer (ViT) [12] model,
namely MPCViT, by profiling the communication cost of
secure ViT inference process on SecretFlow-SPU [30]. In
addition, Dhyani et al. [11] design another MPC-friendly ViT
model by profiling the communication cost of the secure ViT
inference process on DELPHI [32]. The above studies opti-
mize the structure of MPC-friendly models by dynamically
profiling model communication cost on one or two specific



MPL frameworks. Therefore, their optimizations may only be
effective in limited scenarios. With HawkEye, model designers
can statically profile model communication cost on multiple
MPL frameworks without implementing specific models on
these MPL frameworks without dynamic profiling, thus sig-
nificantly improving the automation of the optimization of
MPC-friendly models.
Cost models for hybrid protocol compilers. Several stud-
ies [3, 6, 13, 21, 36] try modeling the cost of different MPC
protocols to select an MPC protocol combination for efficient
MPC. CheapSMC [36] models the cost of an MPC protocol by
running every basic operation of the MPC protocol to obtain
the cost of each basic operation. Then, they estimate the cost
of an input program by counting the number of operations
required by the input program. OPA [21] and HyCC [3] further
improve CheapSMC by considering the circuit structure in their
cost model. Concretely, in addition to testing the runtime of
every single operation, they test circuits with different levels
of parallelism, i.e., computing multiple operations in one com-
munication round. Beyond its previous studies, CostCO [13]
automatically generates and tests thousands of circuits with
different structures to estimate the cost of MPC protocols.
These studies aim to enhance the existing hybrid protocol
compilers to find an efficient combination of MPC protocols
for a given secure computation task. Unlike the above studies,
HawkEye aims to help model designers optimize the struc-
tures of MPC-friendly models for MPL frameworks, thus
improving the efficiency of MPL from the machine learning
perspective. Therefore, HawkEye and existing studies on cost
models for hybrid protocol compilers are orthogonal.

7 Discussion

Burdensome human efforts reduction by HawkEye.
HawkEye can reduce the burdensome human efforts of dy-
namic profiling from two aspects: (1) model designers can
statically profile the communication cost of one model on mul-
tiple MPL frameworks without manually implementing the
model in the MPL frameworks. Thus, the static profiling pro-
cess in HawkEye can significantly reduce human efforts. (2)
HawkEye offers an Autograd library whose model construc-
tion interfaces are fully consistent with those of PyTorch and
integrates our proposed static communication cost profiling
method. The Autograd library of HawkEye can significantly
reduce human efforts of implementing models in HawkEye
and inserting test instruments.
Local computation cost optimization. Local computation
cost optimization [44, 46] is another important research topic
in the field of MPL. However, because communication cost
is still the main performance bottleneck of MPL, we mainly
consider profiling the communication cost of models in this
paper. Watson et al. [46] also show that with the accelera-
tion of GPU, even in the LAN setting, the local computation
time is significantly smaller than the communication time.

In the WAN setting, the local computation time is negligi-
ble compared with the communication time. Therefore, the
communication cost is the main optimization goal of studies
on the optimization of MPC-friendly models [14, 26, 49]. In
addition, the communication optimization and local compu-
tation optimization are orthogonal. These two optimizations
can improve the efficiency of MPL in different ways.
The adaptive protocol assignment for mixed-protocol
frameworks. The mixed-protocol MPL frameworks (i.e.,
CrypTen, Cheetah, Deep-MPC and Delphi) involved in our
experiments use static protocol assignments introduced in
Section 3.1, i.e., model designers specify the protocol assign-
ment and configure the communication cost of corresponding
non-linear operations in HawkEye.

However, emerging mixed-protocol MPL frameworks (e.g.,
Silph [6]) can adaptively assign protocols to efficiently per-
form non-linear operations according to circuit structures.
HawkEye can be extended to profile the communication cost
of these frameworks that employ the adaptive protocol as-
signment when model designers provide protocol assignment
strategies. Concretely, we can deliver the circuit structure
information (e.g., the number of non-linear operators to be
computed in parallel) in the parameters of the operation com-
munication cost functions. Then, model designers can adap-
tively adjust the communication cost of non-linear operations
according to the delivered circuit structure information.

8 Conclusion and Future Work

In this paper, we propose HawkEye, a static communication
cost profiling framework to enable model designers to get the
accurate communication cost of models in MPL frameworks
without dynamic profiling. HawkEye contributes two folders:
a static communication cost profiling method and an Auto-
grad library. The static communication cost profiling method
statically profiles model communication cost by breaking
high-level components as compositions of basic operations.
Meanwhile, the Autograd library has model construction in-
terfaces that are fully consistent with those of PyTorch and
integrates the static communication cost profiling method
to profile the communication cost of models in PyTorch. Fi-
nally, we conduct a series of experiments to compare the static
profiling results outputted by HawkEye with the dynamic pro-
filing results from two MPL frameworks. The experimental
results show that HawkEye can accurately profile the model
communication cost. As a result, HawkEye can effectively
help model designers optimize the structures of MPC-friendly
models in MPL frameworks.

In the future, we will extend HawkEye to profile the com-
munication costs of MPL frameworks that employ adaptive
protocol assignments and the local computation cost of mod-
els in MPL frameworks, such that model designers can obtain
more comprehensive information when they design and opti-
mize MPC-friendly models.



9 Ethics considerations

We analyze the ethics of our paper from the following three
principles: beneficence, respect for persons, and justice. Re-
garding beneficence, because we do not test any live services
or APIs that give access to otherwise non-public algorithms
or models, our results would not cause any financial loss. Re-
garding respect for persons, our study aims to improve the
efficiency of MPC-friendly model development and does not
have risks of disrespecting persons. Regarding justice, the
results of our study would expand the practical applications
of MPL and not impact any special stakeholder group.

10 Open Science

We release our codes in https://zenodo.org/records/
14772876 and attend the artifact evaluation.
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Table 6: The online communication size profiling results of two secure CNN model inference processes outputted by Delphi [33]
and HawkEye.

Model Framework % (MB) of linear operators % (MB) of non-linear operators
% (MB) of Conv2d % (MB) of other linear operators % (MB) of all

MiniONN
Delphi [33] 0.50% (0.98MB) 0.01% (0.01MB) 0.51% (0.99MB) 99.49% (195.41MB)

HawkEye
0.44% (0.87MB)

-0.06% (-0.11MB)
0.01% (0.01MB)

-0.00% (-0.00MB)
0.45% (0.88MB)

-0.06% (-0.11MB)
99.55% (195.41MB)
+0.06% (+0.00MB)

ResNet-32
Delphi [33] 0.75% (2.59MB) 0.00% (0.01MB) 0.75% (2.60MB) 99.25% (342.25MB)

HawkEye
0.73% (2.52MB)

-0.02% (-0.07MB)
0.00% (0.01MB)

+0.00% (-0.00MB)
0.73% (2.53MB)

-0.02% (-0.07MB)
99.27% (342.25MB)
+0.02% (+0.00MB)

Table 7: The offline communication size profiling results of two secure CNN model inference processes outputted by Delphi [33]
and HawkEye.

Model Framework % (MB) of linear operators % (MB) of non-linear operators
% (MB) of Conv2d % (MB) of other linear operators % (MB) of all

MiniONN
Delphi [33] 2.34% (75.52MB) 0.03% (1.00MB) 2.37% (76.52MB) 97.63% (3150.27MB)

HawkEye
2.00% (64.29MB)

-0.34% (-11.23MB)
0.03% (0.85MB)

+0.00% (-0.15MB)
2.03% (65.14MB)

-0.34% (-11.38MB)
97.97% (3148.73MB)

+0.34% (-1.54MB)

ResNet-32
Delphi [33] 3.70% (212.04MB) 0.02% (1.00MB) 3.72% (213.04MB) 96.28% (5517.63MB)

HawkEye
3.43% (195.86MB)
-0.27% (-16.18MB)

0.01% (0.85MB)
-0.01% (-0.15MB)

3.44% (196.71MB)
-0.28% (-16.33MB)

96.56% (5516.39MB)
+0.28% (-1.24MB)

A Accuracy of HawkEye on Mixed-protocol
Frameworks

Experiment Setup. In order to further show that HawkEye
works well with mixed-protocol frameworks that rely on HE
or GC, we compare the communication cost profiling re-
sults outputted by HawkEye and two MPL frameworks (i.e.
Delphi [33] and Cheetah [20]) that rely on HE and GC re-
spectively. We run two secure CNN models (MiniONN [27]
and ResNet-32 [17]) inference processes on the open-source
codes 4 5 of these two MPL frameworks to obtain the dynamic
profiling results. We choose MiniONN [27] and ResNet-
32 [17] because these two models are tested in the paper
of Delphi and Cheetah simultaneously. Because Delphi
merges the batch normalization layer and the convolution
layer into a single convolution operation, we omit the batch
normalization layer of these two models. For parameter set-
ting, we set the bit length as 64 and the bit length of fixed
numbers’ fractional part as 18. We set the statistical security
parameter and computation security parameter of these two
MPL frameworks as 40 and 128, respectively. Besides, we set
the polynomial degree and modulus coefficients of BFV HE
used by Delphi as 8192 and {43, 43, 44, 44, 44} respectively.
For the CKKS HE used by Cheetah, we set the polynomial
degree and modulus coefficients as 8192 and {59, 55, 49,
49} respectively. For the input data, following the setting of
Delphi, we set the input data size as 1×3×32×32.

To obtain the static model communication cost profiling
results from HawkEye, we configure the model communica-

4The code repository address of Delphi is https://github.com/
mc2-project/delphi. We use codes at commit 92bc007

5The code repository address of Cheetah is https://github.com/
secretflow/spu. We use SecretFlow-SPU0.9.3b0

tion cost of Delphi and Cheetah in HawkEye and implement
the above models. Finally, we run HawkEye under the same
parameter setting with Delphi and Cheetah to obtain the
static profiling results. We also show the communication cost
configuration of Delphi and Cheetah in the full version of
this manuscript.

Experimental results. As is shown in Table 6, Table 7,
and Table 8, HawkEye can accurately profile the model com-
munication cost on Delphi and Cheetah. Concretely, the
proportions of operators’ online/offline communication size
to the total online/offline communication size outputted by
HawkEye and baselines are very close. The differences be-
tween the communication size profiling results outputted by
HawkEye and baselines could be caused by the following two
reasons: (1) The HE packing is usually not compact in the
implementation. Delphi and Cheetah both use HE to com-
pute linear operators. HE packs multiple plaintext data into
one ciphertext to reduce the communication overhead. How-
ever, due to implementation issues, the HE packing usually
cannot be as compact as the theoretical. Therefore, the com-
munication sizes of linear operators outputted by Delphi and
Cheetah are slightly larger than those outputted by HawkEye
(2) The complexity of the comparison operations is asymp-
totic rather than actual. Similar to CrypTFlow2, Cheetah only
provides an upper bound of the communication complexity for
its comparison operators. Therefore, the communication sizes
of non-linear operators outputted by HawkEye are slightly
larger than those outputted by Cheetah.

B Accuracy of HawkEye on Secure Model
Training Scenarios

Experiment Setup. To show that HawkEye works
well in secure model training scenarios, we compare

https://github.com/mc2-project/delphi
https://github.com/mc2-project/delphi
https://github.com/secretflow/spu
https://github.com/secretflow/spu


Table 8: The online communication size profiling results of outputted by Cheetah [20] and HawkEye for two secure CNN model
inference processes.

Model Framework % (MB) of linear operators % (MB) of non-linear operators
% (MB) of Conv2d % (MB) of other linear operators % (MB) of all

MiniONN
Cheetah [20] 53.99% (20.14MB) 2.41% (0.90MB) 56.40% (21.04MB) 43.60% (16.26MB)

HawkEye
50.47% (18.34MB)
-3.52% (-1.80MB)

2.26% (0.82MB)
-0.15% (-0.08MB)

52.73% (19.16MB)
-3.67% (-1.88MB)

47.27% (17.18MB)
+3.67% (+0.92MB)

ResNet-32
Cheetah [20] 64.40% (53.03MB) 1.02% (0.84MB) 65.42% (53.87MB) 34.58% (28.47MB)

HawkEye
63.14% (52.87MB)
-1.26% (-0.16MB)

0.92% (0.77MB)
-0.10% (-0.07MB)

64.06% (53.64MB)
-1.36% (-0.23MB)

35.94% (30.10MB)
+1.36% (+1.63MB)

Table 9: The online communication size profiling results of two secure CNN model training processes outputted by
SecreFLow-SEMI2K [30] and HawkEye.

Model Framework % (GB) of Model Forward % (GB) of Model Backward % (GB) of Model Update

VGG-16
SecretFlow-SEMI2K [30] 45.59% (120.75GB) 54.28% (143.78GB) 0.13% (0.35GB)

HawkEye
44.02% (120.04GB)
-1.57% (-0.71GB)

55.85% (152.29GB)
+1.57% (+8.51GB)

0.13% (0.35GB)
+0.00% (+0.00GB)

ResNet-50
SecretFlow-SEMI2K [30] 47.49% (16.92GB) 51.89% (18.49GB) 0.62% (0.22GB)

HawkEye
45.69% (16.77GB)
-1.80% (-0.15GB)

53.71% (19.71GB)
+1.82% (+1.22GB)

0.60% (0.22GB)
-0.02% (+0.00GB)

the communication cost profiling results outputted by
HawkEye and SecretFLow-SEMI2K, the two-party backend
of SecretFlow-SPU [30]. We use classical VGG-16 and
ResNet-50 models as our target models. To obtain the
dynamic communication cost profiling results, we run se-
cure VGG-16 and ResNet-50 model training processes on
SecretFLow-SEMI2K 6. For parameter setting, we set the bit
length as 64 and the bit length of fixed numbers’ fractional
part as 18. We set the statistical security parameter and com-
putation security parameter of these two MPL frameworks
as 40 and 128, respectively. Meanwhile, We use SGD as the
optimizer. The input data size is 128× 3× 32× 32, where
128 is the batch size.

To obtain the static model communication cost profiling
results from HawkEye, we configure the model communica-
tion cost of SecretFLow-SEMI2K in HawkEye and implement
the above models. Finally, we run HawkEye under the same
parameter setting with SecretFLow-SEMI2K to obtain the
static profiling results. We show the communication cost con-
figuration of SecretFLow-SEMI2K in the full version of this
manuscript.

Experimental results. As is shown in Table 9, HawkEye
can accurately profile the communication cost of the se-
cure model training process. The proportions of model
training phases’ online communication size to the total on-
line communication size outputted by SecretFlow-SEMI2K
and HawkEye are very close. Concretely, the proportion dif-
ferences between baselines and HawkEye are all smaller
than 1.82%. The main difference lies in the model
backward process. The potential reason behind it is that
SecretFlow-SEMI2K has optimizations for a few special
circuit structures, such as consecutive multiplications used
in the model backward process. Therefore, the online com-

6The code repository address of SecretFLow-SEMI2K is https://
github.com/secretflow/spu. We use SecretFlow-SPU0.9.3b0

munication sizes of the model backward process outputted
by SecretFlow-SEMI2K are slightly smaller than those out-
putted by HawkEye.

https://github.com/secretflow/spu
https://github.com/secretflow/spu
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