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1 Challenge 

Software Defined Networking (SDN) is attracting much attention in the information and communications tech-
nology (ICT) industries. In particular, the telecom industry calls for Network Functions Virtualisation (NFV). NFV 
aims to reduce operator CAPEX and OPEX through reduced equipment costs and reduced power consumption. 
Equipment costs are not reduced by proprietary hardware appliances, but by implementing software on industry-
standard servers. On the other hand, the reduction of power consumption for future networks is recommended by 
ITU-T Y.3021 [1], which defines three levels of energy-saving technologies: the network level, equipment level, 
device level. Because of the software-centric implementation of the virtual network functions, there is still a lot of 
room for improvement in their performance. In this paper, the challenge is how to enhance the performance of  
virtual network functions in terms of device-level technology without increasing CAPEX and OPEX. 

Specifically, we focus on two objectives. (1) Reduce programming effort by integrating accelerators into the in-
dustry standard server CPU in a novel way, because COTS (commercial-off-the-shelf) accelerators, such as FPGAs, 
NPUs, or GPUs, have their own programming system that is different from standard one. (2) Devise an alternative 
accelerator that enables high-performance, energy-efficient operations for full-time flow forwarding servers. Alt-
hough state-of-the-art servers are energy-efficient, their energy efficiency will become worse when several COTS 
 accelerators are mounted on them. 

 
2 Programmable accelerator for virtual network functions 
Transparent offloading architecture: Intel’s x86 CPU is the de facto standard for NFV servers. Figure 1 shows 
the concept of seamless integration of the x86 and our originally devised programmable accelerator, called the ASIP 
(Application Specific Instruction-set Processor). The basic idea is to reduce programming effort by controlling ASIP 
functions from the x86 environment. The ASIP is a C-programmable embedded RISC CPU and works as a copro-
cessor of the x86 main processor. Both processors are interconnected by the PCI Express (PCIe) buses. There is a 
direct memory access controller (DMAC) on the x86-side. Since ASIP instructions can be invoked as intrinsic di-
rectly from C programs, our provided access library enables x86 users to offload some virtual network functions  
onto the ASIP transparently according to the following procedure:  

(1) The x86 issues DMA instructions and transfers bus ownership to the DMAC. (2) The DMAC searches the 
ASIP I-RAM section on the x86 memory map and transfers ASIP functions via PCIe interconnection. (3) The PCIe 
bus slave on the ASIP forwards functions to the other side of the I-RAM section on the ASIP memory map. (4) Fi-
nally, the ASIP executes instructions and forwards results to external components. Thanks to the heterogeneous- 
ly-coupled seamless architecture and access library, we can mitigate the increasing programming effort. 
 

 

Table 1: Examples of ASIP instructions 

Instruction mnemonic Usage 

initialize_payload_parameters Set bit-width, offset, and mask. 

initialize_bloom_parameters Set filter size, hash type. 

queue_vacancy_check Check queue data existence. 

pop_queue Dequeue input data stream.  

hash_calc Calculate multiple hash values. 

hash_set_bit Register signature on RAM. 

hash_match Verify pattern matching. 

forward_data Enqueue output data stream. 

forward_data_sched Schedule timing to output 
 

Figure 1: Overview of transparent offloading 



Table 2: Profiled performance information 
Evaluation items Results Evaluation items Results 

Run-time per one 
maching (cycle) 

w/o acceleration 678 cycles Hardware size (logic gate 
count) 

Core < 1Mgates 

w/ our instructions 13 cycles Others < 40Kgates 

Performance (64 
bytes) 

pps 57 Mpps Power dissipation W < 0.1 W 

bps 38 Gbps    

 
Coarse DPI exploiting bloom filter matching instructions: As examples of application-specific optimal instruc-
tions, Table 1 lists ASIP instructions for deep packet inspection (DPI). According to a document on NFV use case  
#2, DPI is one of the Virtual Network Functions as a Service (VNFaaS) [2].  

DPI analyzes packet payload or contents of TLV (type, length, value). There are two major techniques for imple-
menting DPI. One is coarse DPI using a simple data structure such as a bloom filter [3]. The other is fine DPI using 
regular expressions, which is often attached to the NPU as a dedicated hardware engine. Although the performance 
of COTS NPUs is high, their cost and power consumption, typically over 50 W [4], are high as well. Besides, not all 
of the functions they offer are used. Another approach is to implement coarse DPI on an FPGA, as reported in [5]. 
However, in that work, the DPI FPGA has to be designed as a dedicated logic circuit, which makes it necessary to  
add another processor to configure the logic by software. 

Therefore, we designed ASIP instructions to implement just what is really needed. Since these instructions are op-
timal barebones of a virtual network function, they can be executed with ultra-low latency, and as a result our ASIP 
is extremely energy-efficient. Obviously, we can also combine an ASIP and NPU to configure a coarse-to-fine DPI  
architecture in exchange for extra power consumption. 

Here, we give a brief overview of the instruction behavior (Table 1). First, initialize_bloom_parameters config-
ures filter size and builds a bloom filter. Second, hash_calc and hash_set_bit register some signatures on RAM in 
advance. After queue_vacancy_check, then pop_queue and hash_match scan every packet or flow and judge wheth- 
er a certain bit sequence matches any signatures or not. 
 
3 Experimental results 

Table 2 summarizes the profiled performance information of our ASIP under the following conditions: 50000 
packets, 64-bit fixed field matching, 45nm generic process libraries. These results were measured with a cycle-
accurate instruction set simulator (ISS). Run-time per one bloom filter matching was shortened from 678 to 13 cy-
cles, a significant 98% performance improvement compared to pure software execution. On the other hand, the 
ASIP core requires under 0.1 W of power, which is one five-hundredth of that of state-of-the-art NPUs. Therefore, 
our ASIP is far superior to COTS and software from the viewpoint of energy efficiency. These advantages were 
obtained by an additional 4% of logic gates. Further, the core frequency is about one-fourth of that of the x86 pro-
cessor. Finally, we converted the run-time information into the peak performance of 57-Mpps using short packets  
(64 bytes).  
 
4 Conclusion 

We can deploy really-required functions by designing application-specific optimal instructions with ultralow la-
tency and energy efficiency. And we can install them with little programming effort by seamless integration with the 
x86 environment. Consequently, we can obtain an overwhelming performance gain with reasonable cost. Our trans-
parent offloading architecture is undergoing system-level evaluation at present. We are also planning to enhance 
other functions. We will discuss a future issue of open instruction set architecture for SDN/NFV. 
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