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Abstract
NVMe-over-Fabrics via TCP (NVMe/TCP) has become a

datacenter standard for disaggregated storage, yet it remains
severely CPU-bound in high-speed environments. While zero-
copy I/Os could alleviate the load, traditional zero-copy TCP
stacks often fail to meet the strict page-alignment require-
ments necessary for efficient hardware-to-software handoffs.

We present zcIO, a novel Linux NVMe/TCP stack that
achieves seamless zero-copy I/Os through record-aware net-
working. By aligning TCP payloads with the NVMe PDU
formats and leveraging large MTUs with header-data split
capabilities, zcIO ensures that incoming DMA transfers are
perfectly aligned with memory page boundaries. This precise
alignment allows zcIO to replace expensive memory copies
with low-overhead virtual memory page remapping. zcIO
provides a transparent zero-copy data path requiring no appli-
cation modifications and ensures safe page reclamation. Our
evaluation shows that zcIO improves remote storage perfor-
mance by up to 2.3×, reaching throughput of up to 67.6 GB/s
(540.8 Gbps) with 15 CPU cores.

1 Introduction

Disaggregated storage has become increasingly prevalent [14,
15, 26, 58] in modern datacenters (DCs [1, 2]), where com-
pute nodes access remote storage resources over high-speed
network fabrics. By decoupling compute from storage, this
architecture enables independent resource scaling, higher uti-
lization, and enhanced fault tolerance—if a compute node
fails, its associated storage can be seamlessly remounted to a
healthy node, ensuring continuous data availability.

NVMe-over-Fabrics (NVMe-oF [38]) serves as the founda-
tional protocol for disaggregated storage [50, 57], utilizing ei-
ther TCP (NVMe/TCP) or RDMA (NVMe/RDMA) as the un-
derlying transport. While NVMe/TCP [40] is often preferred
for its operational simplicity and lower maintenance overhead,
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NVMe/RDMA [39] typically delivers superior performance.
By leveraging hardware-based offloading and zero-copy data
transfers, NVMe/RDMA minimizes CPU intervention, bring-
ing a performance advantage that becomes increasingly pro-
nounced as payload sizes grow.

One approach to narrowing this performance gap is the
employment of a zero-copy TCP stack [12, 21, 49, 55]. Im-
plementing zero-copy in the transmit (TX) path is relatively
straightforward [49,55] as it is similar to direct I/O—it directly
sends user pages to NIC by pinning. However, zero-copy in
the receive (RX) path presents a significant challenge [12,21]
as incoming packets are DMAed across different kernel pages
that must be remapped to user’s virtual memory space. Unfor-
tunately, this remapping requires strict page-level alignment.
When packet headers or metadata cause payloads to deviate
from page boundaries, the system must revert to a conven-
tional copy-based path. Consequently, existing zero-copy
TCP stacks often fail to provide meaningful performance
gains in production environments.

This difficulty stems from a fundamental mismatch be-
tween page-based virtual memory management and packet-
based data transfer network protocols. Virtual memory re-
quires page-aligned data sharing between the kernel and appli-
cations, whereas network protocols handle packet-level con-
tent reassembly, where standard packet sizes do not align with
page boundaries. Thus, packet RX events would rarely result
in payloads perfectly aligned for page remapping. RDMA by-
passes this issue because the RoCEv2 NIC (RNIC) hardware
controller manages DMA with in-order payload placement
directly into application memory. In contrast, standard TCP
lacks this specialized hardware steering; because payloads
DMAed from NIC often cannot be placed directly into the
final destination, the system must perform expensive, CPU-
intensive data copies to achieve alignment.

In this paper, we address these challenges with zcIO, a
novel zero-copy NVMe/TCP stack architecture. The key idea
of zcIO is to leverage record-aware networking that aligns
each packet payload with the application-level data format.



Although record-aware networking is often undesirable for
high performance due to its perceived inflexibility, we find it
remarkably well-suited for intra-DC remote storage access.
Specifically, zcIO aligns the NVMe block content size in
the Protocol Data Unit (PDU) payload of individual packets
to the memory page size. Each NVMe data packet carries
block data of exactly 4 KB or 8 KB as payload, so each
packet RX would result in one or two pages that are remap-
pable into application virtual memory. This design is made
possible by three key observations. First, the NVMe disk
block size aligns with the common 4KB memory page size 1.
Thus, the I/O granularity eliminates the need for buffering
network-transferred data. Second, intra-DC environments can
employ Maximum Transmission Units (MTUs [46]) signif-
icantly larger than the standard 1500 B limit. For example,
9000 B jumbo frames can easily accommodate an NVMe
PDU command header alongside up to 8 KB of disk blocks
as payload. Third, modern NICs support split DMA of packet
headers and payloads [7, 24, 35]. By leveraging this capabil-
ity, one can cleanly separate NVMe PDU data from TCP/IP
headers in distinct memory regions.

However, introducing zcIO presents several significant
challenges. First, standard header-data split is insufficient for
isolating block data, as NICs typically treat the entire NVMe
PDU (including its header) as the packet payload. To achieve
true zero-copy, the system must isolate only the NVMe block
content into memory pages destined for remapping. We ad-
dress this by modifying the sender-side stack to encapsulate
the NVMe PDU header within TCP header options (§4). By
shifting the PDU header into protocol metadata, we ensure
the NIC recognizes only the block content as the payload.
Complementing this, we configure receive-side buffering to
ensure DMA arrives in page-sized chunks (§5). Second, the
receiver must transition these RX pages into the I/O destina-
tion without violating protocol semantics. Instead of copying
data, zcIO reuses the received pages by either swapping the
request-buffer pages with the RX pages or remapping page ta-
bles to map the RX pages into the target virtual address space
(§6). To minimize overhead, zcIO employs deferred TLB
batching, consolidating flushes until I/O completion rather
than flushing per page. For partially-aligned requests, zcIO
zero-copies the aligned prefix and falls back to conventional
copies only for the remaining tail bytes. Third, adopting ex-
plicit reference counting for page reclamation would require
invasive application modifications. To maintain transparency,
we implement implicit page reclamation: pages are automat-
ically recycled when the application either overwrites them
with subsequent I/Os or releases the memory mapping.

We implement zcIO in the Linux kernel (v6.11) using 3566
lines of C source code. In remote disk access benchmarks,
zcIO outperforms stock Linux and SPDK [52] by up to 2.30×
and 1.70×, respectively. Furthermore, zcIO improves Nginx
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Figure 1: NVMe/TCP PDU layout on TCP segments
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throughput by up to 1.33×, while delivering performance
gains of 1.45× for MLPerf Storage and 1.58× for RocksDB.

2 Background & Motivation

2.1 NVMe-oF and NVMe/TCP

NVMe-oF [38] extends the NVMe interface beyond the PCIe
bus, allowing a host initiator to access a remote target over a
network while preserving the standard block-device abstrac-
tion. NVMe-oF supports multiple transport bindings, includ-
ing NVMe/TCP [40] and NVMe/RDMA [39]. In this work,
we focus on NVMe/TCP, whose kernel-based data path of-
fers broad deployability but incurs additional CPU overhead,
especially when data copies are involved.

TCP delivers application data as a continuous byte stream,
where each segment comprises a TCP header followed by
a TCP payload. NVMe/TCP operates atop this layer by en-
coding protocol messages into Protocol Data Units (PDUs).
Each PDU starts with an NVMe/TCP PDU Header; for data-
transfer operations, this is followed by an NVMe/TCP PDU
Payload containing disk block data. As illustrated in Figure 1,
an NVMe/TCP PDU is carried within the TCP payload.

Because TCP is byte-stream oriented, PDU boundaries
are not necessarily aligned with TCP segment boundaries.
A single PDU may span multiple segments, or conversely,
multiple PDUs may be coalesced into a single segment. Ac-
cordingly, the receiver reconstructs individual PDUs by pars-
ing the stream and utilizing the length fields within the PDU
headers to delineate each NVMe/TCP PDU Payload region.

In the common read/write path, NVMe/TCP uses
five PDU types: CapsuleCmd (command submission),
CapsuleResp (completion), C2HData (read data from target
to host), H2CData (write data from host to target), and R2T
(ready-to-transfer; target request for subsequent H2CData).
CapsuleCmd, CapsuleResp, and R2T are control PDUs that
are typically small in size, whereas C2HData and H2CData
are data PDUs whose DATA field carries the actual disk block
content and therefore dominates network traffic for large I/Os.

As shown in Figure 2, every PDU starts with a mandatory
header (CH+PSH), optional integrity fields (HDGST/DDGST),
and a DATA field for NVMe/TCP PDU payload. Data PDUs
(C2HData/H2CData) use a fixed 24 B header (8 B common,



Initiator Target

CapsuleCmd

C2HData

…

C2HData

CapsuleResp

Read I/O
Initiator Target

CapsuleCmd

H2CData

…

H2CData

CapsuleResp

Write I/O

R2T

Figure 3: PDU exchange sequence for read/write operations

recv buffer send bufferrecv bufferTCP

Block

Driver

send buffer

bio

skb

Target

skb

reference DMA memcpy

TCP

Driver

App page-aligned app buffer

Initiator

H2CData
IP/Eth

C2HData

Figure 4: Data movement in C2HData/H2CData PDU

16 B specific). Figure 3 illustrates the PDU exchange during
an I/O operation. A read involves a CapsuleCmd, multiple
C2HData PDUs, and a final CapsuleResp. A write uses
H2CData PDUs; if it exceeds the in-capsule limit, the target
sends R2T PDUs to request specific offset ranges. The Linux
NVMe/TCP receive path is not a simple socket buffer copy.
The driver must parse headers, track request offsets, and place
payload bytes directly into destination pages, such as the page
cache for buffered I/O or pinned user pages for direct I/O.

2.2 Data Copies in Protocol Processing

We identify data copies in the NVMe/TCP stack implementa-
tion on Linux and quantify their overhead.
Linux receive socket buffers. In Linux, incoming packets
are represented as socket buffer (sk_buff or skb) objects.
These structures store protocol metadata and reference the
received payload—often as page-backed fragments populated
via NIC DMA. As the generic internal representation for
all networking data within the kernel, skb facilitates data
movement across the stack. We provide a detailed analysis
of the skb architecture and the layout of NVMe/TCP PDU
bytes across skb regions in §5.
Write operation. The red line in Figure 4 illustrates the
data movement during H2CData PDU processing. On the ini-
tiator side, the TX path for H2CData can leverage zero-copy
transmission. For O_DIRECT writes, these pages backing the
request may correspond to pinned user pages. Using mech-
anisms such as MSG_ZEROCOPY, the TCP stack can transmit
these pages without additional copying, allowing the NIC to
DMA directly from user memory. As a result, the initiator
software stack avoids extra copies of the write payload.

In contrast, the NVMe/TCP target incurs a memory copy
on the receive path. H2CData packets are first DMAed into
pre-allocated socket buffers (skbs). In Linux, nvmet-tcp
allocates request pages for incoming write data, receives
H2CData through the generic socket receive path, and submits

Bucket Read(%) Write(%)

Payload copy 41.99 40.52
Network stack (TCP/IP, driver) 19.18 19.63
Kernel overhead (sched, lock, syscall, etc.) 17.07 17.99
NVMe/TCP & block I/O 10.97 4.96
Buffer & page management 9.36 16.88
User space 1.43 0.02

Table 1: CPU breakdown of the NVMe/TCP initiator/target under
random read/write workloads (9000 B MTU)

the resulting bios to the backend block device. As a result,
the conventional target path still copies data from skb-backed
receive buffers into request pages before backend write sub-
mission. This copy is necessary because the received skb
data cannot be reused as-is as backend write payload: it may
include protocol headers, arbitrary offsets, or partial-page
regions, and must therefore be reorganized into the layout
expected by the backend write path.
Read operation. The violet line in Figure 4 illustrates the
data movement during C2HData PDU processing. While the
target can transmit data without intermediate copies (e.g.,
via kernel_sendpage()), the initiator in standard Linux
implementations necessarily incurs a memory copy. As with
the write path, incoming packets are first DMAed into socket
buffers. Because the final destination pages can be identified
only after protocol processing, the C2HData payload must be
copied from the TCP receive buffers into the request’s pinned
user pages. Thus, the standard initiator read path includes at
least one unavoidable memory copy.
Data copy overhead. Our profiling confirms that these data
copies dominate the receive (RX) path. Table 1 quantifies
the CPU time distribution for 128 KB random reads/writes
at a saturated initiator/target. The dominant cost is payload
copy, which alone accounts for 41.99%/40.52% of total CPU
cycles. This overhead exceeds the combined cost of network
protocol processing and the NVMe/TCP plus block-I/O con-
trol path. In other words, memory copying is the single largest
CPU consumer in the NVMe/TCP stack, significantly out-
weighing protocol logic. This bottleneck motivates our focus
on eliminating the redundant data copy.

2.3 Limitations of Existing Approaches

DPDK and AF_XDP. Modern kernel-bypass techniques
such as DPDK [9] and AF_XDP [16] eliminate memory copies
by maintaining packet buffers (e.g., mbufs or umem chunks)
entirely in user space. By bypassing the kernel TCP/IP stack,
packets received via DMA are processed directly, allowing
applications to reuse original buffers without intermediate
copies. While this enables a theoretically optimal zero-copy
NVMe/TCP data path, it requires re-implementing a signif-
icant portion of the transport and storage layers—including
TCP state machines and block I/O semantics—within user
space. This re-engineering substantially increases architec-
tural complexity and breaks compatibility with standard ker-



nel abstractions. Thus, most production NVMe-oF initiators
continue to rely on Linux kernel modules for their seamless
integration with established OS ecosystems.
TCP zero-copy RX. The Linux kernel provides mmap-
based TCP zero-copy RX mechanisms [12, 21], such as
TCP_ZEROCOPY_RECEIVE, which can avoid data copying by
remapping kernel RX data pages into user space. How-
ever, blindly applying this mechanism to NVMe/TCP is in-
sufficient, as the zero-copy TCP stack is oblivious to the
application-level protocol formats. Since the NVMe/TCP pro-
tocol prepends headers to block data within the TCP payload,
the block data typically starts at a mid-page offset. Because
the block layer requires block data to be page-aligned for
direct bio attachment, this misalignment necessitates a copy,
defeating the purpose of the zero-copy mechanism.
io_uring zero-copy RX. Recent Linux kernels also support
zero-copy RX through io_uring [29,43]. Unlike remapping-
based TCP zero-copy, this design adopts a partial kernel-
bypass model: a dedicated hardware RX queue is reserved
for the application, and hardware flow steering (e.g., Flow
Director) directs matching traffic to that queue. Then, the ker-
nel places TCP payloads directly into user-provided buffers,
eliminating both skb-to-user copies and page remapping over-
head. However, this suffers from the same limitation as the
TCP zero-copy RX—the NVMe/TCP protocol handling will
be shifted to the application.
SPDK. Importantly, user-space storage frameworks such
as SPDK [41, 52] do not fundamentally circumvent this data
movement problem. Because SPDK typically relies on the ker-
nel TCP stack for NVMe/TCP, it inherits the same skb-based
data path. Even if io_uring zero-copy RX were utilized
beneath SPDK, the NVMe/TCP header placement and block-
layer alignment constraints would continue to require memory
copies for data realignment.

3 Overview of zcIO

zcIO eliminates memory copies when handling NVMe/TCP
disk I/O operations. Our key mechanism is to align the NVMe
data PDU payload within each TCP segment to page bound-
aries. Since modern NVMe I/Os are typically issued in multi-
ples of the standard memory page size (4 KB), zcIO achieves
zero-copy delivery by ensuring that (a) disk blocks are pre-
pared and transmitted at page granularity, and (b) the received
NVMe/TCP disk blocks are DMAed by the NIC directly into
the correct page-aligned memory region. The resulting skb
fragment pages carrying the I/O payload are then remapped
into a user-level buffer for read I/Os. For write I/Os, the cor-
responding fragment pages are handed off to the block write
path without a memory copy. All changes are made transpar-
ently within the kernel’s NVMe and TCP modules, requiring
no modifications to applications or standard I/O interfaces.

3.1 Challenges and Ideas

There are multiple sources of misalignment between the
sender’s NVMe/TCP data stream and the receiver’s page-
based I/O buffers 2.
C1: Sender-side misalignment. TCP is a byte-stream proto-
col. A sender may segment data without awareness of disk
block boundaries. Simply tuning the MTU to 4 KB [12]
does not ensure that TCP segment boundaries coincide with
page-aligned block boundaries, as the TCP payload carries
an NVMe PDU header, with the actual block data follow-
ing it. Furthermore, the presence of control NVMe PDUs
can shift the offset of subsequent data PDU content, further
complicating alignment.
I1: Protocol-aware packetization. To address this issue,
we propose protocol-aware TCP segmentation for TX that
guarantees each data packet carries a multiple of pages filled
with pure block data. The sender performs segmentation
with an awareness of NVMe/TCP block boundaries, ensuring
that block data within each segment is aligned to disk block
granularity. The detailed design is presented in §4.
C2: Receiver-side misalignment. Even if the sender trans-
mits packets containing page-aligned block data, alignment
can still be broken at the receiver. In a conventional NIC
receive path, the entire Ethernet frame — including Ether-
net, IP, TCP, and NVMe/TCP headers — is DMAed into a
page starting at the page boundary. As a result, the actual
block data begins at a non-zero offset within the page. This
misalignment necessitates subsequent byte-reshaping or mem-
ory copies when delivering data to block-layer buffers. The
header-data split in modern NICs [7, 24, 35] does not help
because it leaves the NVMe/TCP header in the payload.
I2: Page-aligned RX DMA. To eliminate this source of
misalignment, we propose a protocol-aware header-data
split mechanism. This design separates L2-to-L4 and L5
(NVMe/TCP) headers into a distinct buffer while steering
the pure block data to the beginning of a page-aligned DMA
region. With this design, each skb fragment encapsulates a
perfectly page-aligned block of data, eliminating the need for
intermediate byte-reshaping. The details are in §5.

With I1 and I2, zcIO eliminates write path memory copies
by repurposing received skb fragment pages to serve as data
pages for backend write I/O. The target achieves this through
page handoff, replacing the request’s original page references
with the received network pages (§6.1).
C3: Transparent management of disk block pages. The
read path presents a different challenge. The initiator must
deliver the received block data pages into application buffers
referenced by bio pages. In this case, the destination pages
are already allocated and actively managed—either as page
cache entries for buffered reads or pinned user pages for direct

2In read operations, the target acts as the sender and the host as the
receiver; for write operations, these roles are reversed.



I/O. The receiver therefore cannot simply swap in references
to skb fragment pages, as the existing memory mappings
must be maintained.
I3: Lightweight page remapping. To overcome this limita-
tion, we revitalize a classical technique: virtual page remap-
ping [11, 56]. Instead of copying data between buffers, we
remap the bio pages to the received skb fragment pages, en-
abling zero-copy delivery without physical data movement.
The specific mechanism, safety considerations, block-layer
integration, and overhead amortization are detailed in §6.2.

3.2 Assumptions

zcIO targets controlled datacenter storage networks with large
TCP transfers, including environments that favor TCP over
lossless RoCE to avoid operational issues such as PFC storms,
head-of-line blocking, and deadlocks. It remains transparent
to applications: standard block and file I/O interfaces are
unchanged, as all optimizations are confined to the kernel
NVMe/TCP data path.
Full-stack deployment. Enabling TX/RX page alignment
requires coordinated kernel and driver updates at both the ini-
tiator and target, as well as NIC support for header-data split
DMA. This requirement is practical in typical NVMe/TCP de-
ployments, where both endpoints are often operated within a
single administrative domain, such as a cloud service provider
managing both compute and storage nodes. Although our pro-
totype uses Linux and NVIDIA ConnectX-7 NICs [37], the
design is not vendor-specific.
Large MTU support. zcIO requires that the end-to-end
path between the initiator and the target supports an MTU
larger than the logical block size (4 KB), ensuring that at least
one full block can be carried within a single TCP segment.
In practice, modern cloud infrastructures commonly utilize
9000 B jumbo frames for intra-datacenter traffic, a configura-
tion widely supported by commodity NICs and switches. We
assume a 9000 B MTU as the default configuration. Under
this setup, a single TCP segment can carry up to 8 KB of
aligned block data after accounting for protocol headers.

4 Protocol-aware TCP Segmentation

4.1 Strawman Approaches

Aligning NVMe PDUs with packet payloads at the TCP
sender cannot be easily achieved through simple configura-
tion. One might attempt a fixed MTU (e.g., 4,160 B) to
match a 4 KB page of block data plus headers. However, this
fails because control PDUs without block data can shift align-
ment, and subsequent data PDUs would lose header-to-packet
synchronization. Even for data PDUs, the packet will stop
carrying the PDU header from the second block.

Alternatively, using TCP_NODELAY with a large MTU to
force immediate transmission of aligned blocks is also insuf-
ficient. While it disables Nagle’s algorithm [20] to prevent
small-write buffering, it does not enforce fine control over
segmentation. If the NVMe/TCP layer invokes send func-
tions faster than the TX path drains the socket, data accu-
mulates. Once this backlog exceeds the Maximum Segment
Size (MSS [6] = MTU - TCP/IP header size), the TCP stack
performs MSS-based segmentation, inevitably producing seg-
ments misaligned with PDU and page boundaries.

4.2 Protocol-aware TCP Segmentation

To provide a strict alignment guarantee, the TCP stack must be
modified to perform NVMe/TCP-aware segmentation. While
embedding upper-layer protocol logic into the transport layer
may seem to violate traditional layering principles, the Linux
kernel already employs similar Layer 5 (L5) awareness for
features like kTLS offloading [44, 53].

We identify two primary mechanisms that cause PDU mis-
alignment and develop strategies to mitigate them.
Window-based constraints. The first source of misalign-
ment is window-based transmit control, constrained by the
sender’s available congestion window (cwnd), the peer’s ad-
vertised receive window (rwnd), and the socket’s send buffer
limits. These variables collectively determine the maximum
payload size for any given transmission opportunity. Our
design conservatively caps the transmit length to the nearest
lower NVMe/TCP PDU or block data boundary. Instead of
filling the window to its exact byte limit, we truncate the
payload to ensure that no NVMe block data is split across seg-
ments. This approach preserves TCP semantics, as it simply
transmits fewer bytes than are allowed. If the send buffer con-
tains only a partial PDU or a partial disk block, transmission
is deferred until sufficient buffer space becomes available.
However, ACKs would continuously drain the send buffer,
which allows the remaining data to be enqueued and transmit-
ted in an aligned manner 3. Therefore, conservatively capping
window-limited transmissions at PDU or page boundaries
does not violate TCP semantics.
Socket buffer (skb) boundaries. The second source of
misalignment arises from the internal organization of the TCP
send buffer, which consists of a linked list of socket buffers
(skbs). Each skb typically holds up to 64 KB of payload
and TCP segmentation operates within the context of a single
skb. Because skb allocations are independent of NVMe PDU
sizes, a single PDU or page-aligned block often straddles
the boundary between two skbs, resulting in an inevitable
split during transmission. zcIO repairs these misalignments
by "pulling" the trailing portion of a PDU or page-aligned
block from the subsequent skb into the current one. This is

3If some ACKs get lost, retransmission of data packets would eventually
trigger the ACK retransmission.



achieved via a shallow copy—reusing data references rather
than duplicating the actual payload—to append the missing
bytes to the tail of the current skb.

A potential risk of this mechanism is delayed transmission
if the upper layer submits non-aligned data. However, since
NVMe/TCP modules generate block data strictly in PDU and
page-aligned units, partial submissions do not occur in prac-
tice. Thus, our repair mechanism ensures alignment without
introducing additional latency or blocking beyond standard
TCP behavior.
Benefiting from TSO. To minimize the overhead of protocol-
aware TCP segmentation, zcIO actively exploits hardware
TSO. The kernel TCP stack typically constructs a large
skb so that the NIC performs fixed-MSS segmentation
with negligible CPU cost. While protocol-aware segmen-
tation must respect NVMe/TCP PDU and page-aligned block
boundaries, only the initial segment of a large data PDU re-
quires software segmentation. For example, given a 128 KB
C2HData/H2CData PDU and 9000 B MTU, the first segment
contains a 24 B NVMe/TCP header followed by an 8 KB
page-aligned block (8,216 B total payload). All subsequent
segments consist strictly of 8 KB page-aligned block data
without headers and can therefore be segmented using stan-
dard hardware TSO 4. Since the vast majority of the bytes
are segmented using unmodified hardware offload, the extra
overhead of protocol-aware segmentation is negligible.

5 Protocol-aware Packet Placement

In a conventional NIC RX path, the entire Ethernet frame—
comprising L2/L3/L4 headers and the NVMe/TCP PDU (i.e.,
L5) header—is DMAed into RX buffers without protocol-
aware separation of the NVMe/TCP header from the block
data payload. As a result, block data begins at a non-zero off-
set within the receive buffer, breaking the page alignment re-
quired for zero-copy delivery to the block layer. Page-aligned
RX requires two conditions: (i) header bytes must be steered
away from block data pages, and (ii) each DMA fragment con-
taining block data must occupy its own 4 KB page, without
sub-page packing or tail-room spillover.

5.1 L5 Protocol-aware Header-Data Split

Network packets in Linux are represented by the socket buffer
(sk_buff or skb structure), which partitions packet storage
into a linear buffer and a non-linear buffer to balance pro-
cessing efficiency with memory utilization. The linear buffer
provides a contiguous memory region for cache-friendly ac-
cess to frequently-used protocol headers. On the receive
path, headers—and occasionally an initial payload prefix—
are stored here to enable fast, in-place parsing and metadata

4Modern NICs execute GSO/TSO based on the specified gso_size,
generating uniformly sized segments that adhere to TCP semantics.

updates. In contrast, the non-linear buffer stores the remaining
bulk payload as page-backed fragments described by skb_-
shared_info. Each fragment references a specific portion of
a physical page, typically a DMA-filled page provided by the
NIC driver, using a (page, offset, length) descriptor.
This hybrid structure avoids the overhead of large contiguous
allocations and facilitates zero-copy delivery, as the majority
of the payload resides in reusable, page-backed buffers.

However, this split storage alone is insufficient for zero-
copy NVMe/TCP RX processing. Without strict header-data
separation, block data may be scattered across both the skb
linear and non-linear buffers as shown in Figure 5a. Modern
NICs [7, 24, 30, 35] partially address this through hardware-
based header-data split, which places L2–L4 headers in the
linear buffer while directing the TCP payload to page-backed
fragments. This separates data at the transport boundary, but
it does not solve the NVMe/TCP case—the NIC treats the
NVMe/TCP PDU header as ordinary TCP payload and co-
locates it with the block data within the fragment pages as
shown in Figure 5b.
L5 header-data split. To overcome this limitation, zcIO
performs protocol-aware header-data split. The key idea is to
have the NIC treat the NVMe/TCP PDU header as part of the
TCP header. To do so, the sender encodes the NVMe/TCP
PDU header in the TCP option field by increasing the TCP
data offset (doff). As a result, the receiving NIC places the
L2–L4 headers together with the encapsulated NVMe/TCP
PDU header in the skb linear buffer, while directing only
the NVMe/TCP PDU payload to the page-backed fragments
(Figure 5c). This confines protocol metadata to the linear
buffer and leaves the fragment pages to contain only block
data, which is required for efficient zero-copy delivery.
TCP option space availability. NVMe/TCP data PDUs (such
as H2CData and C2HData) carry a 24 B header, which fits
within the 40 B of TCP option space when encapsulated via
doff adjustment. Even with the TCP timestamp (12 B includ-
ing padding) and the NVMe/TCP header digest (4 B) enabled,
the total remains within the available space. However, Selec-
tive Acknowledgment (SACK [45]) introduces a constraint.
Since a single SACK block spans 8 B (plus 2 B for the option
kind and length), it cannot co-exist with a fully encapsulated
NVMe/TCP header in the same segment. In such cases, zcIO
temporarily disables the encapsulation for those specific seg-
ments, falling back to the conventional copy-based delivery
path. This fallback occurs only when packet loss during bidi-
rectional block-data transfers triggers SACK generation at
the receiver, and it affects only those data segments. Since
NVMe/TCP typically operates in low-loss data centers or
cloud environments [1, 2], such fallback is rare in practice.

5.2 Page-aligned Receive Stride

Protocol-aware header-data splitting alone does not guarantee
page alignment due to strided RX data placement.



Tailroom

Linear Buffer

L2-L4 Header

(ETH, TCP/IP)

Headroom

Non-linear Buffer

Fragment page[0]:

NVMe PDU Payload

skb_shared_info

Frags[N]
NVMe PDU Payload

NVMe PDU Header

(a) No header-data split

Tailroom

Linear Buffer

L2-L4 Header

(ETH, TCP/IP)

Headroom

skb_shared_info

Non-linear Buffer

Frags[N]

NVMe PDU Payload

NVMe PDU Header

(b) L4 header-data split

Tailroom

Linear Buffer

L2-L4 Header

(ETH, TCP/IP)

Headroom

skb_shared_info

NVMe PDU Header

Non-linear Buffer

Fragment page[0]:

NVMe PDU Payload

Frags[N]

(c) Protocol-aware header-data split
Figure 5: Comparison of header-data split mechanisms in the NVMe/TCP receive path.
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Figure 6: Impact of RX stride size on payload page alignment.

Strided RX. Many high-performance NICs employ strided
RX placement (e.g., NVIDIA Multi-Packet WQE [42]),
where a large receive buffer is posted and DMA is performed
in fixed-size strides across multiple incoming packets [10,42].
While this amortizes descriptor management and DMA setup
costs, it inevitably causes multiple packets to share a single
physical page. If a small packet (e.g., a control PDU or a
packet from an unrelated flow) occupies the initial part of
a page, subsequent block data DMA begins at a non-zero
offset, instantly breaking page alignment. With sub-page
strides (e.g., 1 KB), an 8 KB block payload spans several
strides and frequently crosses 4 KB page boundaries (Fig-
ure 6a). Because multiple strides are packed into a single
physical page, data from different packets can coexist within
that page. This "contaminates" the block data pages with un-
related metadata or interleaved traffic, making it impossible
to map those pages directly into user-space buffers without
expensive re-alignment copies.
Page-sized stride. To prevent such contamination, we con-
figure the RX stride to the OS page size (4 KB) and align
the stride base so that each DMA fragment occupies a full
page (Figure 6b). This approach is consistent with exist-
ing practice; for example, the ConnectX NIC driver uses
page-sized strides in its XDP path [16] to avoid multi-packet
packing within a page. Combined with protocol-aware header-
data splitting, this configuration ensures that block data for
large H2CData/C2HData PDUs arrives as clean, page-aligned
4 KB pages. Control PDUs and non-aligned tails are handled
through the conventional path. Together, these mechanisms
produce a stream of page-aligned block data pages suitable
for zero-copy delivery without modifying NIC hardware.

5.3 Interaction with GRO and Hardware LRO

Our RX scheme transparently benefits from GRO [8, 54] and
LRO [13] while maintaining zero-copy data placement.
TCP reassembly and GRO. TCP reassembly reconstructs
the byte stream according to sequence numbers without modi-

fying fragment-page boundaries. Since alignment is enforced
at a 4 KB DMA granularity, reassembly simply concatenates
page-aligned fragments, preserving their internal offsets even
under out-of-order arrival or retransmission. Essentially, TCP
reassembly reorders skbs rather than modifying the internal
layout within each skb, thereby preserving alignment. Simi-
larly, Generic Receive Offload (GRO [8,54]) merges adjacent
segments in software by coalescing skb fragments. Because
these fragment pages are already clean and page-aligned,
GRO aggregation maintains alignment by design.
LRO. Large Receive Offload (LRO [13]) aggregates packets
in hardware prior to DMA. If consecutive NVMe/TCP PDUs
are pipelined, merging segments could, in principle, insert a
subsequent PDU header into the middle of a block data page,
breaking alignment. However, modern LRO (or hardware
GRO [31]) implementations typically avoid merging segments
that carry distinct TCP header metadata or options. Since our
design encodes NVMe/TCP headers as TCP options, each
PDU-bearing segment contains unique header information
and is bypassed by hardware LRO merging. This approach
preserves both transport semantics and page alignment.
Partial payloads. If a payload violates the alignment
constraints—for instance, due to middlebox-induced frag-
mentation 5—zcIO transparently falls back to the standard
copy-based path. This fallback ensures functional correct-
ness while maintaining a performance floor equivalent to the
baseline Linux NVMe/TCP stack, even under sub-optimal
network conditions.

6 Transparent Disk Block Delivery

We now describe how zcIO exposes page-aligned block data
to the requester. Unlike prior solutions that depend on
application-managed buffers or shared-memory interfaces,
our design aims to seamlessly integrate with the existing block
I/O subsystem and the standard NVMe/TCP stack. zcIO op-

5Packet loss, out-of-order delivery, and retransmissions do not by them-
selves violate the alignment.



portunistically enables zero-copy only when both the RX
payload and the user buffer layout satisfy the alignment re-
quirements for whole-page substitution, a common case in
block storage. For unaligned or non-page-sized requests, zcIO
falls back to the copy-based path, ensuring data integrity and
correctness. The next two subsections detail the target-side
write path and the initiator-side read path, respectively.

6.1 Zero-copy Write via Page Handoff

For write I/Os, the received payload serves as input to the sub-
sequent backend disk writes. To avoid memory copies, zcIO
hands off the RX fragment pages to the block I/O layer so
that the backend write consumes those pages directly. In the
standard Linux implementation, incoming payload is copied
into the request buffer within the generic socket receive path
as packets arrive. Because this copy is performed within the
generic socket receive path, the NVMe/TCP write path can-
not make the copy-or-handoff decision at that point. As a
result, zero-copy handoff cannot be implemented solely in
the NVMe/TCP write path.

zcIO addresses this problem by decoupling fragment dis-
covery from page handoff. As H2CData PDUs arrive, the RX
path identifies disk write payloads that land in page-aligned
regions and marks the corresponding fragment pages as de-
ferred handoff candidates. After the NVMe/TCP write request
is fully received, zcIO replaces the corresponding request-
buffer pages with the candidate fragment pages so that the
backend write can consume them directly while preserving
the expected buffer layout.

Reclaiming fragment pages for zero-copy writes is more
deterministic than for reads as their lifecycle is tied directly to
the backend I/O. These pages remain occupied until the back-
end write operation completes. So, we only need to ensure
that handed-off RX fragment pages are not recycled back into
the NIC driver’s per-core page pool, which supplies packet-
DMA buffers, prior to the completion of backend DMA. To
guarantee this, zcIO increments the page reference count for
each fragment while the write is in-flight; this extra reference
is released only upon I/O completion, ensuring the pages
remain valid throughout the entire data path.

6.2 Zero-copy Read via Page Remapping

For read I/Os, the received data must become visible in the
requester-specified destination pages without memory copies.
zcIO achieves this by remapping the RX pages directly to the
application’s virtual address space. Our current implementa-
tion targets direct I/O 6, a popular choice in high-performance
storage systems such as RocksDB and MySQL, where the
block I/O layer exposes pinned, page-backed user buffers.

6zcIO primarily targets large-transfer workloads whose locality is weak
or whose working sets exceed cache capacity.

The pinned pages allow zcIO to replace them with RX pages
without requiring specialized user-space buffer management
or API changes. Supporting buffered I/O can be done sim-
ilarly by installing DMA-filled pages as page-cache folios
rather than remapping user pages. This would eliminate the
network-to-page-cache copy, although conventional read()
would still require a final page-cache-to-user copy. We leave
that extension to our future work.

Page remapping [11, 56] introduces a new challenge that
is absent from the write path: once destination pages are
replaced, the application must observe the new mappings
rather than stale translations cached in the TLB. So, after
updating page-table entries, one must invalidate TLB entries
to prevent CPU cores from using stale translations. These
invalidations can trigger cross-core TLB shootdowns [3, 4,
28], often imposing a non-trivial overhead. This overhead is
particularly harmful for small requests, which are difficult to
amortize and can erode the benefits of enabling zero-copy.
Inline per-I/O TLB flush. Our initial design invalidates TLB
entries immediately after each remapping during packet RX.
Although simple, this approach places expensive MMU syn-
chronization on the critical path of packet processing, interfer-
ing with protocol handling and making it difficult to amortize
the fixed shootdown cost. We quantify this overhead in §7.4.
Deferred, batched TLB flush. To reduce shootdown fre-
quency and packet-path interference, zcIO defers both MMU
synchronization and I/O completion, batching TLB invali-
dations across multiple remapped pages. Each NVMe/TCP
queue stages remapped pages and enqueues completed com-
mands into a per-queue pending ring. Once the staged pages
exceed a threshold, a zcIO-managed workqueue handler (zc_-
flush_work) executes a coalesced invalidation before releas-
ing the deferred completions. This mechanism ensures that an
I/O is reported complete only after translations are globally
consistent, allowing the packet RX path to remain focused on
parsing and data placement.

Batching introduces a new challenge under sparse traffic.
When the request rate is low, the batch threshold would delay
the I/O completion. To avoid this, zcIO uses a timer-based
tail flush that commits staged mappings even if the batch is
incomplete. However, under extremely sparse workloads, this
timer can become the effective upper bound on completion
latency. To avoid the problem, zcIO implements an end-
of-burst flush: when the queue becomes quiescent (i.e., no
outstanding I/Os remain), it immediately schedules the flush
worker to commit any pending mappings and release deferred
completions rather than waiting for the idle timer to expire.

6.3 Safe Recycling of Shared Data Pages

One fundamental hurdle in zero-copy networking is the asyn-
chronous buffer ownership between the network stack and the
application. Note that the NIC driver’s page pool provides



the RX fragment pages that are remapped to the application
virtual address space (VA). Once remapped, pages must re-
main under application ownership while reachable. However,
if they are not reclaimed in time, they can accumulate in user
space and eventually deplete the page pool. zcIO resolves
this lifecycle conflict transparently by leveraging the native
page reference counts for both I/O types. To bridge the owner-
ship gap, zcIO employs two distinct reclamation mechanisms
tailored to the read path.
Overwrite-triggered page reclamation. In many applica-
tions, successive read operations overwrite the fixed desti-
nation buffers. zcIO leverages this pattern to implement
overwrite-triggered page reclamation. When a new I/O trig-
gers a remap to a destination VA, zcIO checks if the page
belongs to the page pool installed by zcIO, and if the new
I/O fully overwrites it. If so, zcIO replaces the mapping and
returns the stale page to the NIC recycling domain. In case
the new I/O updates only a sub-page region, zcIO keeps the
existing mapping and takes the copy path for the region. This
prevents premature page reclamation, preserving both the
destination VA mapping and application-modified data. As
a result, standard I/O flow recycles pages into the NIC pool
without explicit cleanup overhead.
MMU notifier for final cleanup. To handle final dealloca-
tions such as munmap, process exit, or VMA changes, zcIO
leverages the mmu_notifier subsystem. By subscribing to
invalidate_range events, zcIO intercepts virtual address
teardowns. Upon notification, zcIO scans its metadata to iden-
tify any remapped NIC pages within the affected range and
reclaims them into the pool, ensuring memory consistency.

7 Evaluation

We evaluate zcIO using fio [5]-based NVMe/TCP mi-
crobenchmarks and three representative real-world workloads:
MLPerf [33], RocksDB [47], and Nginx [34]. Since zcIO
optimizes the NVMe/TCP receive path, its benefits apply to
the receiver in each I/O type (initiator for reads, target for
writes). Our evaluation addresses three questions: (i) How
much performance improvement does zcIO provide over the
standard Linux NVMe/TCP implementation and alternative
receive-side designs? (ii) How many CPU cores are required
to reach a target throughput, and how effectively does per-
formance scale with additional cores? (iii) Do these gains
translate into consistent end-to-end improvements under prac-
tical, real-world configurations? We validated correctness by
verifying data integrity and ensuring that application-visible
behavior remains identical to the baseline.

7.1 Experiment Setup

Experimental testbed. Our testbed consists of an
NVMe/TCP target and an NVMe/TCP initiator connected

by two 400 GbE links. The target server is equipped with
a Xeon Gold 6418H CPU (24 cores), 8 modules of DDR5
DRAM, and two NVIDIA ConnectX-7 400 GbE NICs [37]
(800 Gbps aggregate). For storage, it utilizes eight Samsung
9100 PRO NVMe SSDs [48], each capable of 14,700 MB/s
sequential reads and 13,300 MB/s sequential writes. The ini-
tiator is equipped with a Xeon Gold 5512U CPU (28 cores),
8 modules of DDR5 DRAM, and two ConnectX-7 400 GbE
NICs. Both machines run Ubuntu 22.04.5 LTS with Linux
kernel 6.11 unless otherwise noted. All network interfaces
are configured with an MTU of 9000 B.
NIC offloads. We enable GRO and TSO to reflect production
settings. For receive-side coalescing, we enable rx-gro-hw,
which not only merges the contiguous TCP packets with com-
patible headers but also performs split-DMA of protocol head-
ers and payloads into the skb linear buffer and non-linear
fragments, respectively. zcIO exploits this separation to im-
plement protocol-aware packet placement (§5).
zcIO implementation. We implement the zcIO prototype
by adding 3566 lines of code to the Linux kernel (v6.11).
For protocol-aware TX, we extend tcp_output.c to main-
tain per-flow NVMe/TCP contexts, requiring 409 lines of C
code. For page-aligned RX, we modify the mlx5_core driver
for our ConnectX-7 NICs. Specifically, we add 10 lines to
roll back the TCP data offset and 9 lines to enable strided
RX. While our prototype uses mlx5_core, our design can
be easily applied to other NICs with similarly minimal driver
modifications. On the target RX path, we add 1021 lines
to reuse skb fragments directly as the source buffer for disk
I/O. On the initiator RX path, we add 2117 lines to remap the
physical pages referenced by skb fragments to the application
buffer, including TLB-flush batching.
Baselines. We compare zcIO against two baselines: (1)
Linux: the standard Linux 6.11 NVMe/TCP implementation,
which copies received payloads from skb fragments into the
I/O buffer. (2) SPDK: the SPDK v25.09 NVMe-oF/TCP
implementation running in user space. While SPDK reduces
storage-side overhead with its user-space, polled-mode de-
sign, its TCP transport still relies on SPDK’s socket layer over
the Linux kernel TCP stack. As a result, received NVMe/TCP
payload is still copied from kernel networking buffers into
SPDK user-space buffers. We also measured the performance
of i10 [17], but we excluded its results from the comparison
because i10 was implemented on an older kernel version [19]
that lacks recent improvements to the network stack. Unfortu-
nately, we cannot downgrade the kernel version used for our
zcIO implementation, as only recent kernels support header-
data split functionality. Other approaches based on DPDK,
AF_XDP, Linux TCP RX zero-copy, or io_uring RX zero-
copy could, in principle, eliminate copies in the TCP receive
path, but none of them currently support NVMe/TCP. Sup-
porting NVMe/TCP would require extensive modifications
across multiple layers, including the application interface and
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Figure 7: NVMe/TCP write and read throughput comparison

the NVMe/TCP host and target modules.

7.2 NVMe/TCP Write Performance

We run a random write workload on fio over NVMe/TCP
to evaluate the throughput and CPU efficiency of the target.
We saturate the target CPU (≈100% utilization) to make RX
overhead directly visible.
Single core. Figure 7a compares the single-core target per-
formance. zcIO outperforms the Linux baseline and SPDK
by up to 2.17× and 1.49×, respectively, for large block sizes,
achieving 9.1 GB/s. While SPDK reduces SSD interrupt over-
head, it paradoxically achieves lower throughput for 4 KB
transfers. This sub-optimal performance stems from the fre-
quent context switching between the kernel-level TCP stack
and the user-space SPDK target, whereas Linux and zcIO
benefit from unified, kernel-resident data paths.
Scalability. To evaluate whether zcIO maintains its perfor-
mance gain at high line rates, we fix the block size at 256
KB and scale the target from 1 to 15 cores, which matches
the maximum number of hardware queue pairs supported by
our storage device. To avoid a network bandwidth bottleneck,
we employ eight SSDs and two 400 GbE NICs, providing an
aggregate link capacity of 100 GB/s (or 800 Gbps). As shown

in Figure 7b, zcIO consistently outperforms both Linux and
SPDK, achieving up to 2.30× and 1.70× higher throughput,
respectively. With only 8 cores, zcIO reaches 40.2 GB/s, al-
ready surpassing the peak throughput of both baselines, and
ultimately scales to 56.1 GB/s (449 Gbps) with 15 cores.

7.3 NVMe/TCP Read Performance

Single core. We next measure the random read through-
put sustained by a single-core initiator with fio in the same
setup. As Figure 7c shows, SPDK leads at 4 KB. Unlike the
target side, the initiator path crosses the user–kernel bound-
ary on every I/O submission; SPDK runs entirely in user
space and avoids this cost, and its interrupt-free, polled de-
sign suits small transfers. From 32 KB onward, however,
zcIO overtakes both baselines. At 512 KB, it delivers 2.22×
the throughput of Linux and 1.48× that of SPDK, while cut-
ting median and p99.99 latency by 55.4% and 60.5% relative
to Linux. Sequential reads (Figure 7e) follow the same trend:
zcIO’s advantage is negligible at 4 KB and widens with block
size, reaching 10.2 GB/s at 512 KB—1.89× Linux and 1.42×
SPDK. Eliminating data copies therefore pays off under both
access patterns, and the benefit grows with transfer size.
Scalability. To evaluate scalability, we repeat the same ex-
periments on a 100 GB/s testbed while scaling the number
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Figure 8: Overhead in protocol-aware TCP segmentation
of initiator cores for 256 KB reads. Similar to the target-side
results, Figure 7d demonstrates that zcIO scales substantially
better as the core count grows. zcIO delivers up to 1.93×
and 1.71× higher throughput than Linux and SPDK, respec-
tively. zcIO achieves comparable throughput across both
multi-process and multi-threaded fio configurations, as the
TLB flush overhead is effectively amortized over large I/O
operations. Overall, the gain is slightly more modest than in
the target-side (random write) case, owing to the remapping
overhead and TLB flushes. Nevertheless, zcIO still achieves
substantial performance improvements. With only 8 cores,
zcIO reaches 45.0 GB/s, surpassing the peak throughput of
the baselines, and scales up to 67.6 GB/s (540.8 Gbps) with
15 cores. Sequential reads (Figure 7f) behave the same way,
with speedups of up to 1.96× over Linux and 1.72× over
SPDK. Together, these results confirm that zcIO’s advantage
widens with both transfer size and concurrency.

7.4 Overhead Analysis

Segmentation overhead. To enable zero-copy data delivery
at the receiver, zcIO’s sender TCP stack performs protocol-
aware segmentation. However, this may incur CPU overhead
and reduce TX performance, as it often fails to leverage the
full MTU for the payload. We evaluate the sender-side over-
head while providing sufficient CPU cores to the receiver.
The NVMe/TCP target is restricted to a single CPU core. Fig-
ure 8 compares four segmentation strategies: Software TCP
segmentation (1500 B and 9000 B MTU), Hardware TSO
with a 9000 B MTU (TSO + 9000 B MTU), and our protocol-
aware TCP segmentation (zcIO). When the requested block
size is small (4 KB), zcIO does not benefit from large MTUs
nor TSO because each block contains only a single PDU. In
this scenario, its TX performance mirrors the 1500 B-MTU
baseline, reaching 1.4 GB/s—roughly 14% lower than the
TSO throughput of 1.6 GB/s. However, as the requested block
size increases, multiple 4 KB disk pages fit within a single
block, allowing TSO to become effective. For large blocks,
the performance of zcIO reaches 8.8 GB/s, only 3% lower
than TSO. Overall, the extra overhead introduced by PDU
alignment becomes negligible as the I/O size increases. Given
that this approach yields a performance improvement of up to
2.30× on the RX side, this marginal TX overhead represents
a highly favorable trade-off.

TLB flush overhead. We quantify the TLB flush overhead at
the initiator by profiling the CPU-time share of flush_tlb_-
mm_range using perf record. On the 3-core, 24-thread
setup, inline flushing accounts for 15.3%, 14.4%, and 14.5%
of the total CPU cycles for 4, 8, and 16 KB I/Os, respec-
tively. In contrast, deferred and batched flushing substantially
reduces these shares to 3.2%, 2.1%, and 2.8%, a 4.8–6.9×
reduction. This optimization translates to throughput improve-
ments of 27.1%, 29.6%, and 22.1%. While zcIO is primar-
ily motivated by large-transfer efficiency, deferred batching
keeps remapping costs at a level that preserves or even slightly
exceeds the baseline Linux performance for small I/Os.

7.5 Real-world Application Performance

MLPerf Storage. We evaluate zcIO with three representative
MLPerf Storage [33] workloads: UNet3D (medical image
segmentation training), CosmoFlow (cosmology simulation
training), and LLaMA3-8B checkpoint loading. For training
workloads, the primary metric is Accelerator Utilization (AU),
which quantifies the fraction of time an emulated accelerator
spends computing versus stalling on I/O. A threshold of 90%
AU is typically used to verify that the storage subsystem can
sufficiently saturate the accelerator pipeline. For LLaMA3-
8B checkpoint loading, where no accelerator is emulated, we
report performance directly in terms of I/O throughput.
Setup. We apply workload-specific optimizations to both the
baseline Linux kernel and zcIO. We enable the O_DIRECT op-
tion and optimize the benchmark library to reuse aligned
I/O buffers, thereby eliminating memory allocation over-
head. Our testbed consists of four NVMe drives exported via
NVMe/TCP over a ConnectX-7 400 GbE NIC. We present
two primary evaluations: (1) a single-core throughput compar-
ison where we emulate 2 H100 accelerators for UNet3D and 5
H100s for CosmoFlow; and (2) a scalability study on UNet3D
emulating 8 H100 accelerators to identify the minimum CPU
resources required to meet the 90% AU threshold.
Throughput. Figure 9a reports single-core read throughput
for all workloads. zcIO consistently outperforms the Linux
baseline, delivering 1.56×, 1.39×, and 1.23× higher through-
put for UNet3D, LLaMA3-8B checkpoint loading and Cos-
moFlow, respectively. The gains are most pronounced for
UNet3D and checkpoint loading, both of which involve large
sequential reads where RX-side copy overhead is the primary
bottleneck. In contrast, CosmoFlow’s reliance on smaller
files increases the significance of fixed per-request overheads,
which partially offsets the benefits of zero-copy delivery.
AU scalability. Figure 9b shows accelerator utilization (AU)
as we scale the number of cores allocated to the UNet3D
training pipeline. With the Linux baseline, AU starts at 14.7%
with a single core and requires 10 cores to finally exceed
the 90% passing threshold. In contrast, zcIO reaches this
threshold with only 6 cores, achieving 95.1% AU. Overall,
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Figure 9: Performance comparison across real-world application workloads

zcIO achieves the same level of accelerator utilization with
40% fewer CPU cores.
RocksDB. We further evaluated zcIO using a RocksDB-based
application [47] deployed on disaggregated NVMe storage.
The setup utilizes four NVMe/TCP SSDs, each mounted with
ext4 and accessed via O_DIRECT. We perform random point-
lookups using the Seek(k)API with value sizes ranging from
4 KB to 256 KB, pinning the application to a single core to
isolate per-core efficiency. As shown in Figure 9c, at 4 KB val-
ues, Linux and zcIO deliver nearly identical performance, in-
dicating that RocksDB’s internal per-request overhead masks
any potential gains from zero-copy. However, as the value
size increases from 32 KB to 256 KB, the relative impact of
TCP data movement becomes more pronounced. zcIO’s per-
formance advantage scales accordingly, achieving throughput
improvements of 1.13×, 1.45×, 1.58×, and 1.55× for 32, 64,
128, and 256 KB values, respectively.
Nginx. To evaluate end-to-end performance, we deploy Ng-
inx [34] in a three-node topology comprising an NVMe/TCP
target, an Nginx server (initiator), and a dedicated wrk client.
The Nginx process is pinned to a single core, with NIC IRQ
processing offloaded to separate cores to isolate application-
level CPU costs. We disabled sendfile and employed
O_DIRECT to bypass the page cache, thereby stressing the
storage-to-network data path. Large output buffers (512 KB
to 1 MB) are configured to maximize direct-I/O read sizes,
limited only by the underlying block-layer constraints. As
shown in Figure 9d, zcIO improves single-core Nginx good-
put from 3.38–3.60 GB/s (Linux) to 4.21–4.72 GB/s, repre-
senting a 1.25–1.33× speedup. For objects 1 MB and larger,
throughput remains stable, indicating that the server reaches
a steady-state streaming pattern with consistent read-send
iterations. These results demonstrate that zcIO effectively
accelerates the end-to-end data path by eliminating redundant
copies between the storage and network stacks.

8 Discussion

Comparison with NVMe/RDMA. While zcIO substantially
outperforms Linux NVMe/TCP, it does not fully match the
performance of NVMe/RDMA. Figure 10 reports single-
and multi-core random read performance of NVMe/RDMA
along with zcIO and Linux NVMe/TCP. On a single core,
NVMe/RDMA’s advantage shrinks from 4.1–6.7× over Linux

NVMe/TCP to 2.4–3.1× over zcIO, confirming that pay-
load copies dominate the cost of large I/Os. The same re-
duction holds in the non-saturated 1–4 core range, where
the advantage falls from 3.9–5.2× to 2.2–2.9×. Beyond
eight cores, NVMe/RDMA plateaus at 96.6 GB/s, bounded
by the 100 GB/s (800 Gbps) network capacity rather than
by software. The residual gap comes from hardware of-
fload: NVMe/RDMA hands transport processing to the RNIC,
which writes data directly into destination buffers. zcIO delib-
erately forgoes this in order to preserve the standard TCP/IP
stack and transparent kernel interfaces, so the host still per-
forms TCP/IP and NVMe/TCP processing, skb management,
and read-side page remapping with TLB flushes.
NVMe/TLS. We examine zcIO’s extensibility to NVMe/TCP
with TLS protection [40]. Since NVMe/TCP is kernel-
resident, decryption is managed via kTLS [53]. In software
kTLS, zcIO yields no benefit because decryption is already
fused with the mandatory data copy from socket buffers to
the destination. However, zcIO can effectively complement
hardware kTLS, where packets are decrypted before reaching
host memory. The primary challenge is TLS framing: the
5 B header and 16 B authentication tag can disrupt zcIO’s
page-alignment assumptions. While current NIC header-data
split mechanisms can isolate transport headers, they cannot
yet isolate the trailing authentication tag. Enabling zcIO for
NVMe/TLS may thus require modest NIC extensions, such
as a header-data-trailer split DMA.
HW kTLS robustness. Current hardware TLS offloads (e.g.,
L5O [44]) are highly sensitive to packet reordering, often due
to misalignments between TLS records and TCP segments.
Aligning TLS records with packet boundaries would improve
reordering robustness and simplify decryption by removing
the dependency on TCP flow reassembly. Such record-packet
alignment aligns with zcIO’s design philosophy and repre-
sents a promising direction for future research.

9 Related Work

Network storage optimizations. Several recent works have
targeted the overheads of NVMe/TCP. i10 [17] optimizes
the in-kernel data path through request batching and delayed
doorbells, primarily addressing fixed per-request overheads
for small I/O. In contrast, ReFlex [27] bypasses the kernel
entirely with a polling-based user-space dataplane, which
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Figure 10: NVMe/RDMA random read throughput comparison.

requires a custom stack and invasive application refactor-
ing. Intel Application Device Queues (ADQ) [18] improves
tail latency by dedicating hardware queues to specific ap-
plications, thereby mitigating interference. Further, NVMe-
oAF [23] optimizes for locality by dynamically switching
between shared-memory and TCP transports. zcIO is com-
plementary to these approaches: while prior works focus
on per-request or scheduling overheads, zcIO eliminates the
byte-proportional payload copy that becomes the dominant
bottleneck at medium-to-large transfer sizes.
Hardware-assisted I/O. Several specialized hardware solu-
tions have been proposed to offload NVMe/TCP processing.
L5O [44] utilizes a NIC that parses PDU headers to DMA
data directly into user buffers. However, this requires tight
coupling between application-managed buffer layouts and
NIC firmware. Similarly, ZeroNIC [51] offloads transport
processing to an FPGA-based NIC to enable direct DMA to
PCIe devices or host buffers. While effective for NVMe/TCP
targets via P2P DMA, ZeroNIC demands integration with a
custom provider library and invasive application-level mod-
ifications for host-side consumption. IO-TCP [25] employs
a split-stack design on SoC SmartNICs (e.g., NVIDIA Blue-
Field [36]) to offload disk I/O, primarily targeting the target’s
TX path. While these approaches offer significant offload-
ing, they rely on proprietary hardware and often necessitate
rigid application-hardware co-design. In contrast, zcIO is a
software-only kernel enhancement that achieves zero-copy
performance using standard NIC features available in com-
modity hardware.
Aligned transport. SOLAR [32] redesigns the transport
layer to facilitate data-path execution on FPGA-based accel-
erators. It adopts a one-block-one-packet design that strictly
aligns network packets with storage blocks, thereby eliminat-
ing packet buffering and the need for packet-to-block con-
version. This approach shares a similar intuition with zcIO’s
record-aware networking, as both aim to align transport units
with storage semantics. However, SOLAR introduces a new
UDP-based transport protocol, requiring significant changes
to the network stack. In contrast, zcIO preserves the stan-
dard NVMe/TCP protocol, achieving record-aware delivery
through a transparent TCP overlay that maintains compatibil-
ity with existing internet infrastructure.
Performance analysis tools. Understanding performance

bottlenecks in NVMe/TCP is inherently complex, as requests
must traverse disparate subsystems, including the block I/O
layer, the TCP/IP stack, and the NIC driver. To address this,
ntprof [22] offers a cross-layer profiling framework designed
to trace NVMe/TCP requests and isolate bottlenecks along
the end-to-end data path.

10 Conclusion

This work identifies that the layered structure of NVMe/TCP
inherently prevents transparent zero-copy due to the misalign-
ment between TCP segments and NVMe block boundaries.
To address this, we introduce zcIO, which enables transparent
zero-copy through record-aware networking. Our evalua-
tion demonstrates that zcIO improves RX performance by
up to 2.2× on the initiator and 2.3× on the target compared
to the Linux baseline. By preserving standard application
interfaces, zcIO seamlessly accelerates existing workloads
without requiring code modifications. Beyond NVMe/TCP,
we believe the principles of record-aware networking offer a
generalizable framework for optimizing other page-aligned
protocols like iSCSI and NFS, opening new avenues for high-
performance networked systems.
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A Artifact Appendix

Abstract
This artifact provides the zcIO prototype and an automated
evaluation framework for reproducing the principal experi-
mental results presented in the paper. zcIO is implemented us-
ing three Linux kernel variants for initiator-side zero-copy re-
ceive, target-side zero-copy receive, and sender-side protocol-
aware packetization. The artifact includes scripts for configur-
ing the testbed, executing NVMe/TCP microbenchmarks and
application workloads, and collecting performance results.

Scope
This artifact allows evaluators to validate the main claims
made in the paper. Specifically, it supports evaluation of
whether eliminating receive-side payload copies improves
NVMe/TCP read and write throughput for medium-to-large
I/Os and whether these gains persist as additional CPU cores
are allocated. It also evaluates the sender-side overhead of
protocol-aware TCP segmentation and the application-level
benefits for MLPerf Storage, RocksDB, and Nginx.

Contents
The artifact consists of the following components:

• The initiator-rx-zc kernel branch for initiator-side
zero-copy receive.

• The target-rx-zc kernel branch for target-side zero-copy
receive.

• The pdu_align_only kernel branch for sender-side
protocol-aware packetization.

• The zcio-ae/ directory containing experiment scripts and
a dedicated README for each reproduced result.

• Per-experiment all_in_one.sh scripts for configuring the
participating machines, running the workload, and collect-
ing summarized results.

Hosting
The source code and artifact evaluation framework are pub-
licly available at https://github.com/TNET-SNU/zcIO.
The evaluation framework is located in the zcio-ae/ direc-
tory. The artifact uses the following source revisions:

• initiator-rx-zc: 1b1fb3f
• target-rx-zc: 99d3563
• pdu_align_only: 311dc4f
• main (zcio-ae/): 8a52454

Requirements
Hardware dependencies. Most experiments use two phys-
ical machines: an NVMe/TCP initiator and an NVMe/TCP
target. The target contains multiple Samsung 9100 PRO
NVMe SSDs, and the two machines are connected through
two 400 GbE links using NVIDIA ConnectX-7 NICs. The

Nginx experiment additionally uses a third machine as an
HTTP workload generator.

The network path is configured with a 9000 B MTU. The
current prototype and evaluation environment use ConnectX-7
header-data split functionality and coordinated kernel support
at both NVMe/TCP endpoints.
Software dependencies. The machines run Ubuntu 22.04
with the required baseline and zcIO kernel images pre-
installed. The testbed also provides fio, SPDK, MLPerf
Storage, RocksDB, Nginx, wrk, and the dependencies re-
quired by the individual experiments.
Kernel configurations. The read and write evaluations use
different kernel combinations:

Experiment Initiator Target

Read-side zcIO initiator-rx-zc pdu_align_only
Write-side zcIO pdu_align_only target-rx-zc
Linux baseline baseline Linux baseline Linux

Evaluation Setup
Detailed instructions are provided in zcio-ae/README.md
and in each experiment directory. The evaluator first runs the
one-time deployment script on the initiator machine:

cd ~/zcIO/zcio-ae
./deploy.sh

Each experiment is then executed from its corresponding
directory:

cd ~/zcIO/zcio-ae/<figure-directory>
./all_in_one.sh

The scripts verify the required kernel configuration, config-
ure the participating machines, run the workload, and collect
the results.

Directories 7a–7d reproduce the single-core and multi-core
random-write and random-read NVMe/TCP results in Fig-
ure 7. Directory 8 reproduces the sender-side protocol-aware
segmentation overhead in Figure 8. Directories 9a–9d repro-
duce the MLPerf Storage, RocksDB, and Nginx application
results in Figure 9.

Each per-experiment README specifies the workload, par-
ticipating machines, required kernel combination, execution
procedure, expected results, and recovery instructions.

https://github.com/TNET-SNU/zcIO
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