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Abstract
HTAP systems increasingly need to support analytics over
fresh transactional data. In row-columnar HTAP architec-
tures, this raises a visibility-management problem: analyti-
cal queries must observe the latest updates. Addressing this,
existing designs struggle with a three-way tradeoff among
transactional update throughput, analytical scan efficiency,
and memory overhead.

This paper presents CakeMask, a visibility-management de-
sign for fresh-data HTAP. To balance performance and mem-
ory overhead, CakeMask preserves the bitmap as the compact,
scan-efficient base visibility representation, while moving re-
cent visibility changes into a delta visibility layer to avoid
concurrent update overhead on the bitmap. It further combines
an LSM-inspired delta structure, an optimized concurrent B+
tree with non-blocking scans, optimized bitmap–delta merg-
ing via vectorization, parallelism, and caching, and dynamic
consolidation to bound long-term scan overhead. We imple-
ment CakeMask in the commercial HTAP database, PolarDB-
IMCI, and evaluate it on diverse workloads. The results show
that CakeMask delivers scan performance comparable to an
in-memory version array at 1.6% of its memory usage, and
outperforms existing on-disk visibility-management solutions
by up to 79× in write throughput. CakeMask has been vali-
dated in production PolarDB-IMCI under various real-world
workloads over three years.

1 Introduction
Database workloads have long been divided into online trans-
action processing (OLTP) and online analytical processing
(OLAP). Increasingly, however, modern applications require
both capabilities over the same data, motivating hybrid trans-
actional/analytical processing (HTAP) systems [47] that unify
them within a single system. This need is especially acute
when analytics must reflect fresh transactional data. For ex-
ample, fraud detection, inventory management, and real-time
logistics all depend on timely access to the latest operational
state, making the traditional ETL pipeline too stale to support
timely decisions. Meanwhile, as a cloud HTAP provider, we

also observe strong customer demand for such freshness.
Realizing this promise is difficult because OLTP and OLAP

favor fundamentally different access patterns and are therefore
typically supported by different storage layouts. Row stores
are efficient for transactional updates, whereas column stores
are efficient for analytical queries [6, 39]. As a result, many
HTAP systems adopt a row-columnar architecture, in which
a row store absorbs transactional updates while a columnar
store serves analytical queries. However, this architecture im-
mediately raises a fundamental question: how can analytical
queries continuously observe the latest transactional muta-
tions without undermining transactional performance?

Because rewriting columnar data in place on the transac-
tional path is prohibitively expensive, practical systems han-
dle updates out of place [5]: they record mutations separately
from the base columnar data, invalidate old versions through
deletion marks, and reconstruct the latest analytical view at
read time. As a result, freshness becomes a visibility problem:
how to expose the latest correct state to analytical queries
while sustaining high transactional update throughput.

HTAP systems mainly differ in how they manage this visi-
bility metadata. LSM-based columnar stores [18, 20, 21, 30,
32, 35, 37, 45] absorb mutations efficiently through append-
only tombstones and delete-then-insert updates, but analytical
reads must reconstruct visibility by merging records across
multiple levels, which becomes increasingly expensive for
large scans. Heap-based columnar stores [2, 19, 22–24, 27,
28, 34] instead separate visibility metadata from base colum-
nar data, typically maintaining visibility through bitmaps and
thereby avoiding cross-level merging. However, this shifts the
burden to the visibility structure itself. Monolithic bitmaps are
scan-friendly but expensive to update, because maintaining
isolation often requires copy-on-write and introduces sub-
stantial overhead. To further remove bitmap write bottlenecks,
some systems use in-memory version arrays [41], which main-
tain a per-row in-memory version or timestamp entry for visi-
bility checking. This design provides strong read and write
performance, but at prohibitive memory cost. Although these
approaches differ in form, they expose the same underlying



tension: the visibility structure must simultaneously absorb
frequent mutations, support scan-efficient reads, and remain
memory-efficient.

Supporting fresh-data HTAP efficiently requires a visibility-
management design that balances mutation absorption, scan
efficiency, and memory overhead. This is difficult because
mixed workloads introduce contention on recent visibility
state and costly scan-time reconstruction. Ideally, we would
like a monolithic bitmap for direct visibility checks, yet it
cannot isolate concurrent writes. The version array offers
natural isolation but at prohibitive memory cost to track per-
row versions. The key insight is that tracking all row versions
is unnecessary. If a deletion is visible to all future readers, a
single bit suffices. Motivated by this, we propose CakeMask,
a visibility-management design for fresh-data HTAP to break
the three-way tension. CakeMask retains a monolithic bitmap
as the stable visibility representation for its compactness and
scan efficiency, while organizing not-yet-visible changes into
a delta layer with per-row version information. Updates are
appended to the delta layer and then merged into the base
bitmap asynchronously. Readers consult the bitmap first, then
merge the delta layer to determine the final visibility state.
This decoupling avoids direct write contention on the bitmap,
allowing transactional updates to proceed efficiently while
keeping the bitmap scan-friendly.

However, the design choice introduces three challenges.
First, the delta layer now lies on the critical path of both trans-
actional writes and analytical reads: it must absorb high-rate
writes from the row store while supporting efficient scans
from the columnar store to reconstruct the latest visibility
view. CakeMask organizes the delta layer as an LSM-tree-
inspired structure with immutable on-disk runs and a muta-
ble in-memory non-blocking B+ tree to isolate concurrent
writes and large scans. Second, analytical reads must effi-
ciently merge the base bitmap with relevant delta entries, and
this cost can grow with the amount of recent update state.
CakeMask accelerates this path through vectorization, par-
allelism, and fine-grained caching. Third, if left unmanaged,
accumulated delta entries would gradually increase scan over-
head over time. CakeMask employs dynamic consolidation to
safely promote all-visible deletion marks off the delta layer
into the base bitmap to bound the delta size.

Together, these techniques enable CakeMask to achieve
high performance and low memory overhead. We implement
CakeMask and integrate it into PolarDB-IMCI [41], a com-
mercial cloud HTAP database. Our evaluation shows that
CakeMask achieves comparable analytical performance to an
in-memory version array at a small fraction of its memory
footprint, while substantially improving transactional through-
put over prior deletion-vector designs. We summarize our
main contributions as follows:

• We systematically analyze the visibility-management de-
sign space for fresh-data HTAP systems, identifying the

fundamental tradeoff among transactional performance,
analytical performance, and memory efficiency.

• We propose CakeMask, a visibility-management design
that decouples scan-efficient visibility representation
from write-efficient mutation buffering through a com-
pact base bitmap and a delta structure with efficient con-
currency and consolidation support.

• Our evaluations show that CakeMask matches the scan
performance of an in-memory version array at only 1.6%
of its memory cost, while delivering higher transactional
throughput and better scalability.

• We demonstrate the practicality of CakeMask through
a three-year production deployment in a commercial
database on the cloud.

2 Background and Motivation
In a dual-store HTAP architecture, the row store typically
organizes data in a persistent B+ tree, where updates and
point lookups operate on a small number of B+ tree pages.
The columnar store, by contrast, packs each column into large,
densely encoded data blocks optimized for analytical scans.
While mutations in the row store are quickly processed in
place, applying them to the columnar store is particularly
challenging: it must reconcile high write throughput, low read
overhead, and bounded memory consumption simultaneously.
Based on these three axes, we categorize existing designs into
four representative strategies.
Columnar LSM-tree. A widely adopted approach organizes
the columnar store as an LSM-tree to absorb writes via fast,
append-only ingestion with high data freshness. As shown in
Figure 1 (a), all incoming writes are first appended to an in-
memory memtable, which is subsequently frozen and flushed
to secondary storage as immutable columnar data blocks.
Deletions are represented as tombstone keys, and updates are
decomposed into a deletion followed by an insertion. The
LSM-tree periodically compacts these blocks by purging ob-
solete entries and sort-merging data across levels of exponen-
tially increasing capacity. While append-only writes achieve
high ingestion throughput, the merge becomes a potential bot-
tleneck. The cost of this merge scales with both the number of
levels and the size of the primary key, so large keys can further
degrade scan performance. Our evaluation in §4.6 shows that
scan performance drops by over 97% under write-intensive
workloads, due to the increasing merge cost.
Columnar Chunk Rewriting. This approach is viable only
in pure OLAP settings that forgo full ACID compliance [16],
prohibit concurrent writes [15, 48], or disallow deletions and
updates altogether [10, 44]. As illustrated in Figure 1 (b), the
columnar store is a heap store that is vertically partitioned
into row groups (RGs). Within each row group, each column
is independently encoded and compressed into a contigu-
ous chunk. Different from the columnar LSM-tree, the heap
store is append-only without background merging. Insertions
are buffered in an append-only memtable and periodically
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Figure 1: Existing strategies for synchronizing insertions and updates from the row store to the columnar store.

flushed to persistent storage as new row groups. Updates
and deletions, however, require rewriting the affected row
group entirely. Analytical queries can scan individual column
chunks within a row group without cross-level merging, yield-
ing excellent read performance. The fundamental drawback
is severe read and write amplification for small mutations: a
single-row update triggers a full row-group heavy rewrite. To
amortize this cost, these systems typically batch mutations
and apply them asynchronously, trading data freshness for
throughput and incurring substantial data synchronization la-
tency [4, 46]. This tradeoff is unacceptable for applications
that require decisions based on current data.

Delete Bitmap. This is a form of deletion vector that decou-
ples logical deletions from physical data rewriting by defer-
ring reclamation to the background [2, 19, 22, 28, 34, 48]. As
illustrated in Figure 1 (c), each row group maintains a per-
row-group bitmap that records whether each row has been
logically deleted. Insertions follow the same append-and-flush
path as in chunk rewriting. For a deletion, the system first
resolves the row offset of the target key—via the row store or
a secondary index—and then sets the corresponding bit in the
bitmap. Physically deleted rows are eventually reclaimed by
a background process (e.g., VACUUM in PostgreSQL [38]). Up-
dates are decomposed into a delete followed by an insert. To
prevent read-write conflicts, bitmap updates are performed via
copy-on-write. Analytical queries consult the bitmap to filter
out deleted rows without any cross-level merging. The dele-
tion vector exposes a fundamental tension governed by row
group size: a large row group reduces the number of bitmaps
a query must consult, but concentrates write contention; a
small row group alleviates write contention but forces queries
to traverse many small, randomly accessed bitmaps. It can be
tuned to trade data freshness for costly synchronized writes
or use asynchronous batch writes for higher write throughput.

Version Array. The version array traces row versions by
memory-contiguous version numbers, as adopted in PolarDB-
IMCI [41]. Because each row in a heap store carries a unique
offset, the per-row bitmap degenerates into a scalar timestamp,
yielding a per-row-group pair of arrays: an insert array and
a delete array, each storing an 8-byte commit timestamp for
MVCC isolation. As shown in Figure 1 (d), an insertion is first
buffered in the memtable and its commit timestamp is later

written into the insert array, which will be quickly purged
after all rows become visible to future readers. A deletion
resolves the row offset via the row store or a secondary index
and writes the commit timestamp directly into the delete ar-
ray. Deletions to distinct rows proceed concurrently without
any locking. At query time, the reader obtains a read snap-
shot timestamp [43] and applies SIMD vector comparisons
(e.g., AVX-512 [1]) over the in-memory arrays to construct
the final visibility bitmap in a single pass. The version array
thus achieves both high write throughput and scan perfor-
mance with strong transactional consistency, but at the cost
of a prohibitive memory footprint: a table with one billion
rows may require up to 7.6 GB of memory for the deletion
version arrays alone [41], two orders of magnitude larger than
delete-bitmap-based solutions (seen in §4.5).

The four strategies above collectively span the design space
and reveal a fundamental three-way tension among write
throughput, read performance, and memory efficiency. The
columnar LSM-tree favors write throughput but penalizes
reads through expensive multi-level merging. Chunk rewrit-
ing delivers clean read performance but incurs high write
latencies. The delete bitmap trades off write concurrency
against scan efficiency as a function of row group granularity,
yet cannot simultaneously optimize both. The version array re-
solves the read-write tension but demands memory resources
that are impractical at scale. In this paper, we argue that these
strategies need not be mutually exclusive: by selectively com-
posing their strengths, it is possible to escape this trilemma.
The design of CakeMask, described in the following section,
instantiates this insight.

3 Design of CakeMask
Figure 2 illustrates the overall architecture of CakeMask.
CakeMask employs three core components: a delta-tree (an
LSM-tree structure) for deletion writes, an in-memory base
bitmap for efficient scan processing, and version timestamps
for MVCC-based concurrency control.
Read and Write. The transaction writes are first performed
on the row store, then the deleted row ID and the newly in-
serted row are synchronously inserted into CakeMask and the
columnar store, respectively. The columnar store is a heap
store vertically partitioned by row groups. Given the physical
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Figure 2: The high-level architecture of CakeMask.

row ID n and the row group size k, the row group is deter-
mined by n/k and the row offset inside the group is n%k.
Insertions from the row store are appended into the columnar
store as new immutable row groups, along with the commit
timestamp into the insert version array (the IA in Figure 2),
sharing the design in PolarDB-IMCI [41]. In CakeMask, up-
dates are decomposed into a delete followed by an insert.
For each deletion, the row ID is retrieved, and a compact 16-
byte entry is appended to the delta-tree. A reader acquires
a snapshot, copies the base bitmap into a thread-local one
upon accessing a row group, and then merges the delta entries
following the MVCC visibility rules. Deletion marks are re-
tained until the corresponding row group is purged and the
deleted rows are physically reclaimed in the background.
Recovery. Each component of the row store, CakeMask, and
the columnar store has its own checkpoint. The foreground
transactions always write persistent logs when they are com-
mitted to ensure durability. In case of crash recovery, the
system checks the checkpoint and determines the start po-
sition in transaction logs, then scans the logs to recover the
necessary in-memory data structures into a consistent state.
Checkpoints are triggered by a configurable log size threshold
to bound recovery time.
Data Freshness. CakeMask guarantees strong transactional
consistency. The row store and the columnar store are synchro-
nized within transactions—queries can always see the latest
data. Additionally, with CakeMask, concurrent transactions
are isolated from each other following the MVCC principle.
The insertion sequence and the deletion sequence of each
row are used to ensure that readers always see a consistent
snapshot of the data.

CakeMask pairs a delta LSM-tree for high-throughput
append-only writes with a base bitmap for efficient scan pro-
cessing. The memory-bounded memtable of the delta-tree
caps peak memory consumption, while the base bitmap re-
quires only one bit per row, making the overall memory foot-
print highly compact. Achieving this non-trivial combina-
tion calls for three key design contributions: (§3.1) a non-
blocking-scan in-memory B+ tree that serves as the delta-tree
memtable, eliminating lock contention between concurrent
writes and long-running analytical scans; (§3.2) fine-grained,
parallelized file merging within the delta-tree to minimize
read cost for scanning queries; and (§3.3) dynamic consoli-

Figure 3: The page structure of the non-blocking-scan B+ tree

dation, which progressively promotes deletion entries from
the delta-tree into the base bitmap to bound delta-tree growth
and sustain low scan overhead.

3.1 Non-blocking-scan In-memory B+ Tree
The B+ tree is widely recognized as the most efficient in-
memory data structure for workloads that mix writes and
range scans [42]. However, contention between concurrent
scans and writes within a B+ tree presents a fundamental
challenge for CakeMask’s design. Concurrent access to an
in-memory B+ tree is conventionally managed by the crab-
locking protocol [25], which serializes all reads and writes to
each leaf page behind a per-page lock. In a classical B+ tree, a
scanner acquires the lock on a leaf page, scans its contents, and
immediately releases it, keeping each lock short-lived. In the
LSM-tree setting, however, each scan must merge data across
all levels; when a scanner acquires the lock on a memtable
leaf page, the page’s contents may not be consumed until
much later during the merge, causing the lock to be held for
an extended duration and impeding concurrent writes. Since
B+ tree scans access only leaf pages, and point lookups and
insertions complete in negligible time, we confine the non-
blocking design to leaf-page scans exclusively. Achieving
this requires addressing two key challenges: (1) transaction
isolation, and (2) data consistency under concurrent leaf-page
modifications.

CakeMask follows the MVCC principle for transaction
isolation: only committed data is written to the memtable, and
each entry carries a unique commit sequence number as its
visibility timestamp. With non-blocking scans, a reader and a
concurrent writer may race on the same slot inside a leaf page;
if each slot is accessed atomically, however, they are naturally
serialized at slot granularity. The non-blocking-scan B+ tree
therefore introduces the atomic-16 slot as the fundamental
read and write unit, relying on hardware-guaranteed 16-byte
aligned atomicity under the TSO memory model [14, 31].
Figure 3 illustrates the leaf page layout: three metadata fields
govern concurrency control and sibling linking, followed by
a contiguous slots array. The page lock serializes only writes
and point lookups; scanners bypass it entirely, accessing each
slot exclusively via SSE instructions.

To address the second challenge, we note that insertions
may trigger slot shifts or page SMOs (Split-Merge Opera-



Figure 4: The race cases between leaf insertions and scans without lock protection.

Algorithm 1: Non-blocking leaf scan to avoid duplica-
tion, where ls:local slot, slot_:previous slot, seq_:read
snapshot.

1 Function next():
2 while ls← next_slot() ̸= none do
3 if ls.key≤ slot_.key∨ ls.seq > seq_ then
4 continue
5 end
6 slot_← ls
7 break
8 end
9 end

10 Function next_slot():
11 cursor_++
12 if cursor_≥ curr_lea f _.count then
13 curr_lea f _← curr_lea f _.right_sibling
14 cursor_← 0
15 if curr_lea f _ = null ptr then
16 return none
17 end
18 end
19 return curr_lea f _.slots[cursor_]
20 end

tions), during which a scanner may observe transiently in-
consistent data. Because the delta-tree is append-only, page
merges never occur and only the split case must be handled.
Figure 4 identifies three distinct race scenarios that arise when
an insertion and a scan execute concurrently on the same leaf
page, summarized as follows.
Duplicate Reads During Slot Movement. As shown in Fig-
ure 4 (a), thread a inserts key 7 between keys 5 and 8, shifting
entries rightward. Concurrently, thread b has just read key 8;
before b advances, a writes 7 and shifts 8 forward, causing b
to re-encounter key 8 as a duplicate.
Duplicate Reads During Page Split. As shown in Fig-
ure 4 (b), thread a inserts key 7 into a full page, triggering a
split that copies the right half to a new leaf. If b has passed
key 11 and a completes the split before b follows the sibling
pointer, b re-scans the relocated entries on the new leaf, again

Algorithm 2: The multi-phase move protocol

1 Function insert_leaf(leaf, slot, pos):
// leaf.count is atomic-8

2 cnt← lea f .count
3 mv_cnt← cnt− pos
4 lea f .slots_[cnt]← lea f .slots_[cnt−1]
5 lea f .count← lea f .count +1
6 for i← mv_cnt−2; i≤ 0; i← i−1 do
7 lea f .slots_[pos+1+ i]← lea f .slots[pos+ i]
8 end
9 lea f .slots_[pos]← slot

10 end
11 Function split_leaf(leaf, new_leaf):
12 cnt← N/2+1
13 new_cnt← N− cnt
14 for i← 0; i < new_cnt; i++ do
15 new_lea f .slots_[i]← lea f .slots[cnt +1]
16 end
17 new_lea f .count← new_cnt
18 new_lea f .right_sibling← lea f .right_sibling
19 lea f .right_sibling← new_lea f

// should be set in the last step
20 lea f .count← cnt
21 return leaf.slots[cnt].key
22 end

producing duplicates.

Corrupt or Missing Reads During Slot Movement. As
shown in Figure 4 (c), thread a inserts key 9, requiring a
two-phase rightward shift: phase 1 increments the slot-count
metadata; phase 2 relocates the data. If b reads key 15 between
the two phases, it sees a count of 6 and dereferences an unini-
tialized slot, yielding corruption. If instead phase 2 precedes
phase 1, b sees only 5 slots and misses key 15 entirely.

In Figure 4 (a) and Figure 4 (b), a scanner may see dupli-
cates but will never miss entries. Since leaf entries are totally
ordered, any entry whose key does not strictly exceed the most
recently accepted key is a duplicate and is discarded. Algo-
rithm 1 jointly implements this de-duplication and snapshot
isolation: the iterator accepts slot ls only if ls.key exceeds



the previous key and ls.seq ≤ seq_ (lines 3–6); next_slot()
advances the cursor, following the right-sibling pointer when
the leaf is exhausted (lines 12–18).

Algorithm 1 cannot resolve Figure 4 (c), because incre-
menting the leaf’s slot counter and relocating the slot data
are separate non-atomic steps. We propose the multi-phase
movement protocol in Algorithm 2, comprising a safe in-page
movement and a safe page split. For in-page movement, the
algorithm first copies the last slot to the extended position
(line 4), invisible to scanners, then atomically increments the
leaf counter (line 5). Any transient duplicate observed be-
tween lines 5–8 is discarded by Algorithm 1; after line 9, the
page is fully consistent. The safe page split follows the same
principle: the new leaf remains unreachable via the sibling
chain until the split finalizes. The algorithm copies the upper
half of entries to the new leaf (lines 12–16) and initializes its
count and sibling pointer (lines 17–18). The critical invari-
ant is that line 19—installing the new leaf into the sibling
chain—must execute before line 20, which reduces the old
leaf’s count. Reversing this order would cause a scanner to
follow the old sibling pointer past the new leaf, missing all re-
located entries. Enforcing this ordering ensures every scanner
discovers the new sibling before observing the reduced count.

3.2 Fine-grained File Merge
When a scan touches a row group, it determines the row offset
range, seeks the corresponding range in the delta-tree, and
performs a multi-level merge across all participating files—an
operation that is typically CPU-intensive. To improve merge
performance, we propose the following four optimizations.
Vectorization. Vectorization amortizes the overhead of virtual
function calls across the merge pipeline. An LSM-tree scan
spans multiple sorted levels—both memtable and file levels—
each exposed through a uniform abstract iterator interface
backed by virtual dispatch. When the merge loop invokes iter-
ators millions of times per second, virtual dispatch becomes
the dominant CPU bottleneck; we observe that it accounts for
over 50% of CPU time at such rates. Analogous to the vec-
torized execution model over the Volcano model [9, 13], we
adopt a batch iterator that returns one batch of entries per call,
amortizing the virtual dispatch cost across the entire batch.
Multi-level Cache. During the merge, the merger fetches data
from each iterator in batches and merges them into a globally
sorted stream. Each file iterator maintains a prefetch buffer to
hide sequential I/O latency. However, even with batch fetch-
ing, the merge loop remains suboptimal for two reasons. (1)
A k-way merge selects the minimum value from one way per
cycle and immediately requires the next value from that way;
this per-element access pattern conflicts with the batch-fetch
granularity of each iterator. (2) Each iterator maintains its
own independent data buffer at a distinct memory location;
the merger must access these buffers in an unpredictable order
each cycle, resulting in poor cache locality. To address both
issues, we introduce the multi-level cache hierarchy shown

Figure 5: The file merge hierarchy with multi-level cache.

in Figure 5. Each file iterator is paired with a prefetch buffer;
across all iterators, the merger maintains a single physically
contiguous memory region that caches one batch from each it-
erator (the mini-batch in Figure 5). The mini-batch decouples
value selection from iterator-level data fetching: the merger
always reads from the contiguous mini-batch buffer, eliminat-
ing random cross-iterator memory accesses and enabling the
batch iterator to fully amortize virtual dispatch overhead.
Loser-tree for K-Way Merge. K-way merge is commonly
implemented with either a tournament tree (winner-tree or
loser-tree) [11] or a binary heap. We find the loser-tree to be
1.5–2× faster than the heap-based approach in our scenario.
In the heap, each adjustment requires the root to be compared
against both its left and right children—two comparisons per
cycle. In the loser-tree, adjustment proceeds bottom-up, with
each node compared only against its parent—one compari-
son per cycle. The loser-tree is a complete binary tree that
can be stored in a flat array. To maximize cache efficiency,
we allocate this array adjacent to the mini-batch buffer in
Figure 5, so that each merge cycle operates entirely within
a small, physically contiguous memory region, minimizing
cache misses.
Parallelized Merge. Parallelizing the merge across multiple
CPU cores is a natural strategy to further accelerate merge
throughput. In the LSM-tree, frozen memtables and on-disk
files are immutable, so their scan performance scales linearly
with CPU count up to the memory and I/O bandwidth limit.
For the active memtable, the non-blocking-scan B+ tree (Sec-
tion 3.1) enables concurrent scans to scale without interfer-
ence from ongoing insertions. In the parallel vectorized ex-
ecution model, the executor partitions a table at row-group
granularity, with each row group processed by an independent
thread. Visibility bitmap generation for each row group is
therefore naturally parallelized.

3.3 Dynamic Consolidation
Dynamic consolidation progressively promotes deletion
marks from the delta-tree into the base bitmap to reduce



merge cost, but it must address two fundamental challenges.

1. Durability of purged entries. Deletion marks cannot be
directly discarded from the delta-tree during promotion,
as they constitute durable data. Any purged entries must
be preserved elsewhere to allow the system to recover
from a consistent checkpoint.

2. Visibility consistency under concurrency. When dele-
tion marks are removed from the delta-tree and merged
into the base bitmap in place, concurrent readers may
access the base bitmap mid-transition. If entries are re-
moved from the delta-tree before being reflected in the
base bitmap, a reader may observe an inconsistent state
in which committed deletions appear to be missing.

As illustrated in Figure 6, the key insight addressing the
first challenge is to partition the delta-tree into a runtime-
tree and a checkpoint-tree. Both are LSM-tree structures. The
runtime-tree absorbs all foreground deletions and is discarded
upon restart; the checkpoint-tree is maintained solely for crash
recovery. The runtime-tree promotes suitable deletion marks
into the base bitmap. The checkpoint-tree periodically scans
and persists delta deletion marks from the runtime-tree to
ensure a clean recovery point. Without the checkpoint-tree,
CakeMask must log each write and perform a full log scan
to construct the volatile base bitmap at startup, which incurs
a large recovery time. Also, writing extra logs in the fore-
ground would cause a 30%–50% write performance drop.
The checkpoint-tree may introduce some write amplification,
but the footprint is negligible. Across many production in-
stances from our observation, the heap store averages one
fifth of total storage, and the checkpoint-tree uses <5% of the
heap store—less than 1% of total storage.

This architecture also decouples checkpoint progress from
consolidation progress: because consolidation is gated on the
minimal read snapshot, which can lag far behind the latest
committed transaction (e.g., when blocked by a long-running
query), the checkpoint-tree allows durable progress to track
the commit frontier independently.

Formally, consolidation promotes the deletion mark set
C = {(rowid,seq) | seq ≤ seqmin}, where seqmin is the cur-
rent minimal read snapshot number, from the delta-tree into
the base bitmap, while the checkpoint cycle durably records
D = {(rowid,seq) | seq ≤ seqc}, where seqc is the most re-
cent commit sequence at the time of the checkpoint. To ensure
that every promoted entry has already been durably recorded,
consolidation must not advance beyond the latest checkpoint.
This invariant is enforced by setting the consolidation se-
quence guard to seqg = min(seqmin,seqc).

Addressing the second challenge, note that with the
checkpoint-tree for durability, the base bitmap reduces to
a single-version, in-memory object without a persistence re-
quirement. It is accessed concurrently by foreground readers
and the background mover. Naively requiring mutual exclu-
sion between them would serialize reads against background
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Figure 6: The workflow of dynamic consolidation.

consolidation, unacceptably degrading read throughput and
increasing write latency. Beyond the race condition, two ad-
ditional correctness concerns arise. First, snapshot isolation
requires that the reader must not see future deletions. Second,
a subtle missing-read hazard exists: if (1) a reader copies the
base bitmap, then (2) the mover promotes entries into the
base bitmap, and finally (3) the reader merges the delta-tree,
the reader’s local bitmap copy will not reflect the promoted
entries, causing deletions to appear as live rows. Dynamic
consolidation resolves these concerns through the following
mechanisms.
Concurrent Race for Base Bitmap. This is a classic single-
writer/multiple-reader scenario in which a concurrent reader
may observe a torn write. However, since each bit-reset in the
bitmap modifies exactly one machine word, the MESI cache
coherence protocol guarantees that the write to a cache line is
atomic at the hardware level. Readers therefore observe either
the pre-update or post-update word, with no possibility of a
partial read.
Snapshot Isolation. The mover promotes only deletion en-
tries {(rowidi,seqi) | seqi ≤ seqg}, and any reader j holds a
snapshot seq j ≥ seqmin. Since seqg ≤ seqmin, it follows that
seqi ≤ seq j for all promoted entries. Therefore, every dele-
tion reflected in the base bitmap is visible under reader j’s
snapshot, and no future deletion can be exposed through the
base bitmap.
Missing Reads. The missing-read hazard is eliminated by
embedding the mover directly into the compaction of the
runtime-tree, which is already protected by the LSM-tree’s
atomic meta-snapshot mechanism. A reader acquires a meta-
snapshot that enumerates the exact set of files to scan, and
then merges those files with the base bitmap to construct its
visibility bitmap. When compaction selects a set of files, it
produces a new meta-snapshot atomically, where deletion
marks with seqi > seqg are retained in the compacted output
file, while the remaining marks are promoted into the base
bitmap. During the compaction window, a deletion mark may
transiently reside in both the runtime-tree and the base bitmap;
a reader may therefore observe a deletion twice, but will never
miss one. Because the bit-reset operation is idempotent, such
transient duplication is harmless and self-correcting. Once
the new meta-snapshot is installed, all deletion marks from



the compacted files are accounted for either in the new output
file or in the base bitmap, restoring a clean invariant.

4 Evaluation
We begin with micro-benchmarks (§4.1 - §4.3) for each core
design component presented in §3, assessing its individual
performance characteristics in isolation. We then conduct a
comparative study against representative deletion vectors to
quantify the end-to-end benefits of our proposal (§4.4). Next,
we implement CakeMask in IMCI [41], named IMCI-CM,
and compare it against competing production databases under
industry-standard transactional benchmarks, Sysbench and
TPC-C [26], to demonstrate its effectiveness under standard
workloads (§4.5 - §4.6).
Micro-benchmarks (§4.1 - §4.4). All micro-benchmarks are
conducted on a server equipped with an Intel® Xeon® Plat-
inum 8163 CPU (96 logical cores, 32 MB L3 cache), 512 GB
DDR4 DRAM and a 4 TB Intel P4500 NVMe SSD formatted
with ext4 (journaling enabled), running 64-bit CentOS with a
Linux v4.9 kernel.
Production-benchmarks (§4.5 - §4.6). CakeMask is de-
ployed in PolarDB-IMCI, available on Alibaba Cloud, replac-
ing the version array of its columnar index. For the production
database comparisons, all instances are provisioned from their
respective cloud vendors with identical CPU core counts and
memory capacity, i.e., 16 CPUs with 64 GB DRAM.

4.1 Evaluation of Non-blocking-scan B+ Tree
Setup. We benchmark the non-blocking-scan B+ tree (4 KB
page size) against a lock-free concurrent SkipList [33] (from
the Folly library). We evaluate two workloads. First, we assess
insertion scalability by inserting 10 million deletion entries
with thread counts ranging from 1 to 80, where keys are
drawn from [1,107]. Second, we fix 16 insertion threads and
increase scan threads from 1 to 80, where each scan issues
a seek and traverses a consecutive range of 10 to 100. All
experiments are repeated under both uniform and Zipfian
key distributions (θ = 0.99). To isolate the benefit of our
non-blocking scan design, we additionally implement a lock-
based B+ tree variant as a controlled baseline, in which a scan
acquires a lock on each leaf page upon access and immediately
copies the page contents locally to minimize write blocking.
Result. Figure 7 (a) plots insertion throughput as a function
of thread count. Under a uniform key distribution, our B+ tree
achieves near-linear scaling from 1 to 80 threads, outperform-
ing the SkipList by 2.6× at 80 threads. This gap stems from
two structural advantages: (1) page-level memory allocation
amortizes per-entry overhead across all slots, and (2) the con-
tiguous page layout yields superior cache locality compared
to the pointer-chasing traversal in SkipList nodes. Under the
Zipfian distribution, both throughput and scalability degrade,
as expected: skewed keys concentrate writes on a small set of
hot leaf pages, serializing concurrent inserters.

Figure 7 (b) reports the mixed scan-insert workload under

a uniform key distribution, with the left y-axis showing in-
sertion throughput and the right y-axis showing seek-scan
throughput. As scan threads increase, both B+ tree variants
exhibit a gradual decline in insertion throughput due to cache
and memory-bandwidth contention; the SkipList degrades
similarly. The non-blocking-scan B+ tree sustains higher
insertion throughput than the lock-based B+ tree, since it
eliminates lock acquisition on the scan path entirely. For seek-
scan throughput, the non-blocking-scan B+ tree plateaus at
35.3M/s at 80 scan threads, outperforming the lock-based B+
tree and the SkipList by 2.1× and 6.1×, respectively.

Figure 7 (c) presents results under the Zipfian key distribu-
tion. Up to 32 scan threads, both the B+ tree and the SkipList
exhibit a gradual decline in insertion throughput, consistent
with the uniform case. Beyond 32 scan threads, however, the
B+ tree’s insertion throughput begins to increase, while scan
throughput grows superlinearly. The explanation is that under
a Zipfian distribution, a small fraction of hot keys dominates
both insert and scan traffic; as more scan threads access these
hot keys, the corresponding leaf pages are repeatedly loaded
into the L1/L2 caches and remain resident. At 80 scan threads,
the non-blocking-scan B+ tree outperforms the lock-based B+
tree and the SkipList by up to 3.1× and 8.9×, respectively,
since it scans pages lock-free with better cache locality.

4.2 Evaluation of File Merge
Setup. We generate 1 billion deletion pairs with sequence
number zero, partitioned into k fully interleaved sorted runs
with k ∈ [1,32], each materialized as a separate on-disk file.
To isolate CPU cost from I/O, we set the prefetch buffer equal
to the file size so that all data bypasses the file I/O and the
OS page cache during the merge. To quantify the contribution
of each design decision described in §3.2, we evaluate three
configurations: (1) heap-base, a naïve binary heap merge with
no vectorization and no mini-batch buffer, serving as the base-
line; (2) loser-single, a loser-tree merge with mini-batch size 1
and no vectorization; and (3) loser-batch, the full design with
a loser tree and mini-batch size 32. All configurations are
measured single-threaded to isolate merge throughput from
parallelism effects, as merge performance can be easily scaled
with multiple threads over immutable files.
Result. Figure 8 reports merge throughput as a function of
the number of sorted runs. With a single run, the merge path
is bypassed entirely and throughput reflects pure sequential
iteration. Even in this degenerate case, loser-single outper-
forms heap-base by 1.53×, owing to reduced virtual dispatch
overhead: each iterator step in heap-base requires three virtual
calls—valid(), data(), and next()—whereas in loser-single, a
single next() call buffers one entry into the mini-batch slot, re-
ducing the per-record hot path to two virtual calls. As the run
count increases to 32, this advantage compounds to 4.92×:
the heap must issue two virtual calls per pairwise comparison
at every merge step, whereas the loser tree requires only one
comparison per tree advancement, and the mini-batch slot



Figure 7: Evaluation of the non-blocking-scan B+ tree.
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Figure 8: Evaluation result of file merge.

eliminates the valid() call entirely.
The loser-batch delivers a further 2.01× improvement over

loser-single at a single run, as batching 32 entries per next()
call amortizes virtual dispatch across the entire batch and
allows intra-batch comparisons to proceed in local registers
without pointer indirection. However, this advantage erodes
as the run count grows: at 32 runs, loser-batch converges
toward loser-single in throughput, because loser-tree rebal-
ancing dominates—consuming approximately 90% of CPU
cycles—regardless of batch size. This behavior motivates the
compaction policy in §3.3, which bounds the merge fan-in
within 4 runs: at this shallow fan-in, the loser tree is amenable
to vectorization of its comparison path, yielding over 41%
additional throughput improvement.

4.3 Evaluation of Dynamic Consolidation
Setup. We run a standalone CakeMask instance and inject
1 billion uniformly random deletion pairs using 16 concur-
rent threads. We compare three configurations: (1) array, a
1-billion-entry in-memory version vector used as the upper-
bound performance baseline; (2) dyn, CakeMask with dy-
namic consolidation enabled; and (3) no_dyn, CakeMask
with dynamic consolidation disabled. The array is lock-
free by construction, since each row can be deleted at most
once and a deletion ⟨rowid,seq⟩ reduces to a simple write
vector[rowid] = seq. To emulate transactional commits, each
insertion is assigned a strictly monotonically increasing se-
quence number. Immediately upon completion of all inser-
tions, we launch a scan thread that continuously checks the
visibility of every row, from which we measure steady-state
scan throughput and peak memory consumption.

Figure 9: Evaluation result of dynamic consolidation.

Result. Figure 9 (a) reports scan throughput. With dynamic
consolidation enabled, dyn achieves ∼370 M rows/s, match-
ing the array baseline. This parity arises because the consoli-
dation thread continuously promotes eligible deletion entries
into the base bitmap, so the scanner encounters only a small
residual delta that must be merged at query time. In contrast,
no_dyn forces the scanner to merge all 1 billion deletion en-
tries from on-disk delta files, suffering an 85% throughput
degradation. The severity is further amplified by the experi-
mental conditions: scans begin immediately upon completion
of all insertions, at which point the delta-tree has accumulated
many unflushed immutable memtables and on-disk files with-
out any intervening compaction, driving the merge fan-in to
its worst-case value and maximizing the per-scan merge cost
that no_dyn must pay for every row visibility check.

Figure 9 (b) reports peak memory consumption. The ar-
ray occupies 7,629 MB, as it maintains one 8-byte word per
row regardless of deletion density. The dyn configuration
stores a 1-billion-bit base bitmap (119 MB) plus a 5 MB ac-
tive memtable, totaling 124 MB—only 1.6% of the array’s
footprint while delivering equivalent scan throughput. The
no_dyn configuration consumes just 16 MB at the measure-
ment point, as consolidation has not yet promoted entries and
most data remains in the delta-tree. However, this apparent
memory economy comes at the cost of severe scan degrada-
tion. In the dyn configuration, the consolidation thread has
already promoted the vast majority of deletion pairs into the
base bitmap by the time scanning begins, leaving very few en-
tries to flush to on-disk files; consequently, the number of delta
files—and thus the merge fan-in encountered by scanners—is
substantially lower in dyn than in no_dyn.



4.4 Combined Evaluation
Setup. We combine the design strategies as CakeMask to
break down each design choice. We model a table with one
billion rows and inject deletion pairs whose keys are drawn
uniformly at random from [0,109], a representative table size
for real workloads. To comprehensively evaluate deletion ef-
ficiency across insertion throughput, scan throughput, and
memory consumption, we implement six representative mark-
based deletion strategies that are typically adopted in produc-
tion systems.

1. array: an in-memory version array indexed by rowid,
used in IMCI [41], serving as the performance upper
bound for both insertion and scan.

2. bitmap_rocksdb: a persistent monolithic bitmap backed
by RocksDB [12] as the storage layer. Because the
bitmap carries no versioning, all concurrent reads and
writes must be fully serialized.

3. segment_rocksdb: a segmented bitmap (segment size
= 216 rows) backed by RocksDB. Concurrent deletions
within the same segment are serialized; however, each
segment write generates a new version, so reads are not
blocked by writes.

4. rowid_rocksdb: a straightforward row-level deletion in-
dex in RocksDB that uses the rowid as the key, with
no domain-specific optimizations. RocksDB internally
assigns a monotonic sequence number to each key and
resolves visibility during reads.

5. CakeMask: our proposed design with all optimizations.
6. no_dyn: CakeMask without dynamic consolidation.

We evaluate three scenarios: (1) insertion scalability, by vary-
ing the number of insertion threads from 1 to 64 with no con-
current scan threads; (2) overall system behavior, by launch-
ing a single scan thread to continuously check row visibility
immediately after all insertions complete; and (3) scan scala-
bility, by fixing 16 insertion threads and varying the number
of scan threads. For all RocksDB-based implementations, we
use the default configuration with WAL [29] disabled to maxi-
mize write throughput. Each thread issues single-entry writes,
i.e., the RocksDB write batch size is one.
Result. Figure 10 (a) reports insertion throughput as threads
scale from 1 to 64. We exclude bitmap_rocksdb, which for-
bids concurrent writes by design, and no_dyn, whose insertion
path is identical to CakeMask. The array baseline delivers
the highest throughput, as each write is a simple in-memory
operation. segment_rocksdb exhibits negligible improvement
with additional threads, since concurrent writes to the same
segment remain serialized. Both rowid_rocksdb and Cake-
Mask scale with thread count, but CakeMask scales better, as
pipeline locks in RocksDB’s write path limit rowid_rocksdb’s
concurrency. CakeMask scales linearly up to 16 threads, be-
yond which the internal switch barrier becomes the bottle-
neck. At a single thread, rowid_rocksdb slightly outperforms
CakeMask, as its SkipList-based [33] memtable incurs lower
per-insertion overhead than a B+ tree—an advantage erased

by RocksDB’s internal locking under higher concurrency. At
64 threads, CakeMask outperforms rowid_rocksdb by 3.7×
and segment_rocksdb by 79×.

Figure 10 (b) presents scan scalability, with 16 fixed inser-
tion threads and scan threads varying from 1 to 16. Scanning
begins after 15 minutes of sustained insertions to accumulate
sufficient data. bitmap_rocksdb is excluded as it lacks con-
current access. array, segment_rocksdb, and CakeMask scale
near-linearly. array delivers the highest absolute through-
put, and CakeMask closely tracks it, as both scan paths are
dominated by in-memory operations. segment_rocksdb incurs
modest storage access for segment loading, which is minor
relative to the in-memory bitmap traversal. Even under heavy
insertion pressure, CakeMask’s dynamic consolidation keeps
most deletions promoted into the base bitmap, leaving few
delta entries to merge at scan time. no_dyn scales linearly up
to 4 scan threads, after which the syscall overhead of load-
ing data from the kernel page cache becomes the bottleneck.
rowid_rocksdb suffers from internal lock contention and un-
optimized file merging, yielding poor scan throughput. At 16
scan threads, no_dyn outperforms rowid_rocksdb by 54×.

Figure 10 (c) reports peak memory consumption dur-
ing scans. array consumes the most, at 7,629 MB. Both
bitmap_rocksdb and CakeMask occupy approximately
130 MB: bitmap_rocksdb loads the entire bitmap into mem-
ory on first access, while CakeMask keeps only the base
bitmap resident and scans it segment by segment with a reused
buffer. Figure 10 (d) shows that CakeMask’s scan throughput
closely matches array’s. bitmap_rocksdb ranks second, as
subsequent scans reuse the bitmap loaded in the first pass.
segment_rocksdb repeatedly reloads segments from storage,
though each access remains efficient. Both rowid_rocksdb and
no_dyn represent deletions at row granularity, yet no_dyn out-
performs rowid_rocksdb by 17.9×, owing to its fine-grained,
vectorized, and parallelized file merge optimizations.

4.5 Comparison with Production Databases
We select four representative production databases: two HTAP
databases, OceanBase (Community v4.3) and IMCI (Enter-
prise v8.0.1 on Alibaba Cloud), and two OLAP databases,
Apache Doris (SelectDB v4.0) and Hologres (v3.2), both on
Alibaba Cloud. Both HTAP databases provide full ACID-
compliant transactions. OceanBase appends delete marks to
the LSM-tree, requiring scan queries to merge all primary
keys. IMCI employs a heap table with an in-memory ver-
sion array to trace deletions, eliminating primary key merging
during scans. In IMCI-CM, we replace the version array in
IMCI with our CakeMask. The OLAP databases lack ACID
transaction support. Doris partitions a table into rowsets with
versioned segment deletion bitmaps, serializing concurrent
writes to the same segment. Hologres similarly uses segment
deletion bitmaps but buffers scattered writes via an LSM-tree.

For all database instances, we use a uniform hardware con-
figuration of 16 cores and 64 GB memory. We use the Sys-



Figure 10: The evaluation result covering insertion scalability, scan scalability, and overall system behaviors. In panels (c) and
(d), x-axis labels a-f denote Array, bitmap_rocksdb, segment_rocksdb, rowid_rocksdb, CakeMask, and no_dyn, respectively.

Table 1: Scan Latency (ms) of Different Deletion Strategies.

OceanBase Hologres Doris IMCI IMCI-CM

214144 137 70 100 30

bench tool to populate a table with 1 billion rows, then launch
128 concurrent clients running the oltp_write.lua work-
load for 30 minutes. Afterward, we issue an SQL query to
count the live rows in the table and report the execution time.
We focus exclusively on scan performance under heavy dele-
tion rather than comparing update throughput. We do not com-
pare raw insertion throughput, as it is dominated by the un-
derlying storage architecture rather than the deletion strategy
under evaluation. For example, comparing the write through-
put of a B+ tree-based row store (IMCI) against that of a
write-optimized LSM-tree (OceanBase, Hologres) would not
constitute a meaningful evaluation. Moreover, OLAP systems
(Doris, Hologres) trade consistency for ingestion throughput,
violating OLTP correctness requirements. The central chal-
lenge for HTAP databases is handling concurrent mutations
while preserving transactional consistency.

Table 1 reports the results; IMCI-CM achieves the best scan
time. OceanBase exhibits poor scan performance because its
LSM-tree engine must merge all primary keys even for a sim-
ple row-count query. An aggressive compaction policy could
merge all data levels offline to eliminate merge-on-read over-
head, but this incurs substantial write amplification. Moreover,
the continuous heavy write traffic of HTAP workloads makes
it impractical to compact all data levels in a timely manner.

IMCI-CM outperforms the in-memory deletion array (IMCI)
by 3.3×. We observe that IMCI-CM’s dynamic consolidation
promotes deletions into the base bitmap promptly, so scan
queries can directly copy the base bitmap as a local visibil-
ity bitmap and merge only a small number of delta entries,
largely eliminating the costly sequence-to-bitmap conversion
required by IMCI. Doris achieves scan performance compa-
rable to CakeMask; however, its update throughput is three
orders of magnitude lower than that of IMCI-CM and Ocean-
Base, owing to its single-threaded write model.

4.6 TPC-C Benchmarks
We evaluate four representative HTAP databases—SQL
Server, OceanBase, IMCI, and IMCI-CM—using the TPC-C
benchmark with 100 warehouses, executed via Benchmark-
SQL on instances provisioned with 16 cores and 64 GB mem-
ory under default configuration. The benchmark generates
over 100 GB of data, which is much larger than the available
memory. These systems were selected because they all sup-
port fully ACID-compliant transactions and share a similar
production architecture, in which a secondary columnar index
is attached to the primary row store. As in the previous bench-
mark, we do not compare absolute TPC-C numbers, but focus
on the key point of how they handle data changes. Specifically,
we issue a full-table row-count SQL query across all tables
and measure its execution latency to evaluate only the dele-
tion strategy. The experiment proceeds in three phases: (1)
the before phase, measured immediately after the initial data
load completes; (2) the run phase, measured while running
TPC-C for 30 minutes; and (3) the after phase, measured 20



Table 2: Scan Latency (ms) of Different HTAP Databases

Phase SQL Server OceanBase IMCI IMCI-CM

Before 1617 35570 10 10
Run 24027 313460 60 20
After 6786 10770 60 20

minutes after the workload terminates. For all systems, the
columnar index is enabled at table creation time.

Table 2 reports the results; IMCI-CM consistently outper-
forms the other three systems across all phases. In the before
phase, data is loaded in near-primary-key order. SQL Server
tracks deletions via a segment bitmap and a B+ tree of deleted
primary keys resolved at query time. OceanBase’s merge-
on-read model avoids a full all-to-all merge under ordered
load. IMCI-CM uses the delta-tree to track deletion pairs and
merges deletion marks into the base bitmap, incurring sub-
stantially lower overhead. In the run phase, heavy random
deletions degrade OceanBase by 10× and SQL Server by
15×, as both systems must process large volumes of accumu-
lated deleted primary keys during query execution. IMCI-CM
incurs only a 2× slowdown: updates are converted into dele-
tions plus insertions, and the additional insertions generate
new row groups that modestly increase base bitmap accesses.
In the after phase, SQL Server and OceanBase perform back-
ground compaction—migrating deleted keys into bitmaps
and merging data levels, respectively—yielding significant
latency reductions. IMCI-CM remains stable at 20 ms, as its
compaction policy triggers only when 75% of rows in a row
group are deleted; many row groups in the experiment had not
reached this threshold, so the scan still accessed more base
bitmap entries than in the before phase.

5 Related Work
Merging with Delta Stores. HTAP databases such as Ocean-
Base [45], TiDB [18], and SAP HANA [37] employ an LSM-
tree-based storage engine to buffer updates in both row and
columnar formats, requiring analytical queries to merge all
data levels to determine record visibility. Oracle Dual For-
mat [21] records updates as a delta atop in-memory column
units, which the column scanner merges with the base data
at query time. ClickHouse [35] uses a MergeTree engine
to eliminate duplicates, but deduplication is asynchronous
and requires explicit SQL queries to filter out stale records.
The all-to-all merge in these systems becomes a performance
bottleneck under heavy random update workloads.
Differential Updates. Column-oriented OLAP databases
such as Kudu [28], Doris [2], and GaussDB DWS [27] support
differential updates for individual columns [17]. Since recon-
structing an entire row from physically dispersed columns
in columnar storage is prohibitively expensive, these sys-
tems log only the changed columns and merge them into
the columnar store at query time. However, this remains
costly owing to variable-length column types and requires

an auxiliary tree structure for delta storage, which compli-
cates data retrieval. Merging delta columns with fixed-layout
base columns also requires runtime type dispatch, adding
CPU overhead that compounds under wide tables. In HTAP
databases, per-column delta logging is unnecessary since the
updated row is already available from the row store.
Deletion Vector. Several databases employ deletion vectors
for logical deletions to avoid full key merge. Hologres [19],
AnalyticDB [48], and Doris [2] attach a deletion bitmap
to each segment file, but a large bitmap causes lock con-
tention under concurrent updates, whereas a small bitmap
produces excessive small files that degrade scan performance.
PolarDB [41] uses an in-memory version array with MVCC to
decouple reads and writes, but at the cost of significant mem-
ory consumption. SQL Server [23, 24] and Vertica [22] com-
bine both approaches: foreground-deleted keys are buffered
in a delta store, and a background process migrates deleted
keys to the deletion bitmap. The executor uses an anti-join
operator to exclude deleted delta records, but this still incurs
considerable merge overhead under high update rates.
Updates in Lakehouse Systems. Lakehouse systems are built
atop commodity object storage and open formats [3, 7, 8, 36,
40], combining columnar formats (e.g., ORC, Parquet) for
base data with row formats (e.g., CSV, Avro, and JSON) for
incremental writes. They support either full-file rewrites or
position deletions, but both strategies scale poorly under high-
concurrency updates. These systems target time-insensitive
workloads with large analytical queries and infrequent up-
dates, making them ill-suited for HTAP scenarios.

6 Conclusion

This paper presents CakeMask, a visibility-management de-
sign for fast data synchronization from the row store to
the columnar store in dual-store fresh-data HTAP databases.
CakeMask achieves high read and write throughput with low
memory consumption simultaneously. CakeMask maintains
a delta-tree to buffer row deletion pairs alongside a compact
base bitmap for fast scans; readers consult the base bitmap and
merge only the relevant delta entries to determine final row
visibility. To minimize merge cost, CakeMask incorporates
three key techniques: (1) a non-blocking-scan in-memory B+
tree as the delta-tree memtable, enabling non-blocking scans
under concurrent writes; (2) fine-grained, parallel, and vector-
ized file merge to improve delta-tree scan performance; and
(3) dynamic consolidation, which continuously promotes dele-
tion pairs from the delta-tree into the base bitmap to bound
the data volume that scanners may touch. CakeMask has been
deployed in production PolarDB-IMCI and validated across
diverse production workloads for years.
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