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Abstract

Computational storage devices (CSDs) promise to reduce
host—storage data movement by executing computation inside
the storage device. This is especially appealing for LSM-
tree-based key—value stores, whose reads and background
maintenance move large amounts of data through the host.
In practice, however, in-storage LSM-tree operations often
fail to deliver their full benefit. Existing CSDs largely fol-
low a host-managed, copy-then-execute model that drives
in-storage operators through synchronous or weakly over-
lapped I/O paths. This serializes compute—flash interactions,
underutilizes device-side compute resources, and forces host
storage software to handle complex coordination logic. As a
result, the expected benefits of in-storage processing are often
limited or even negated on realistic workloads.

We argue that the missing abstraction is asynchronous ex-
ecution with device-resident dependency management. We
present FLAX, a computational storage architecture that
makes asynchronous, overlapped in-device I/O execution a
first-class design goal for LSM-tree operations. FLAX tracks
fine-grained dependencies inside the device, allowing the host
to issue large batches of work while the CSD schedules and
executes commands asynchronously. To further improve uti-
lization, FLAX combines adaptive data loading with dynamic
on-device buffer management, enabling higher concurrency
under limited device resources. We integrate FLAX into
RocksDB and offload both compaction and reads. FLAX
improves throughput by up to 3.1 x over host-only execution
and 1.8x over a host-managed CSD baseline.

1 Introduction

As data-intensive applications continue to scale [39], host—
storage data movement has become a primary bottleneck. This
pressure is especially visible in Log-Structured Merge Tree-
based key—value stores (LSM-KVSs) [22,30,35,42], which
achieve write performance at the cost of background mainte-
nance (flush and compaction) across multiple levels. Since
these systems are often provisioned with memory budgets far
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Figure 1: Compaction execution: Host vs. CSD.

smaller than the underlying SSD capacity [2, 40,59, 72], their
core operations repeatedly shuttle data and metadata through
the host CPU and memory hierarchy, leading to CPU and
memory pressure that limits performance metrics.

A long line of work has sought to reduce this overhead
by offloading background work to accelerators such as FP-
GAs [54,69], GPUs [53,74], DPUs [10], and computational
storage devices (CSDs) [12]. These designs can improve write
throughput and reduce host CPU utilization. In particular, be-
cause CSDs sit directly on the I/O path, they can execute com-
putation inside the storage device and avoid the explicit PCle
transfers required by external accelerators [20, 26, 46,49, 63].
This makes CSDs a compelling substrate for accelerating both
large-scale background operations and foreground requests.

In practice, however, offloading heterogeneous LSM-KVS
operations to a general-purpose CSD remains difficult. In
many cases, CSD-based execution fails to outperform care-
Sully tuned host-only processing (Figure 1-(a)). A key reason
is how current systems orchestrate computation and I/O inside
the device. Most existing CSDs, both commercial products
and research prototypes, expose an interface in which the
host issues commands that trigger a fixed sequence of flash
operations and device-side computation, and then waits for
completion—a traditional host-managed copy-then-execute
model [17,47] (Figure 1-(b)). Even when some overlap is
possible, the host-visible semantics remain effectively block-
ing: data dependencies among reads, writes, and compute
phases are hidden in firmware, preventing the host from
safely keeping many interdependent operations in flight. For



LSM-KVS workloads with pipelined multi-stage execution,
this reduces CSDs to “smart blocking I/0” rather than fully
asynchronous accelerators. Figure | makes this limitation
concrete by breaking down compaction executed (a) on the
host with I/O—compute overlap and (b) with CSD assistance,
showing that the in-storage I/O—compute—1/O phases remain
serially coordinated by the host.

In this work, we argue that the missing piece is a princi-
pled, device-resident substrate for asynchronous execution
in CSDs. Rather than treating near-data computation as an
opaque extension of synchronous I/O, CSDs should be driven
by a stream of outstanding operations whose dependencies
are managed within the device. Device-side dependency
management is the key enabler: it allows the host to issue
large batches of work while the device schedules and exe-
cutes commands concurrently. To this end, we present FLAX
(Flash-Level Asynchronous eXecution), a CSD architecture
built for asynchronous, overlapped in-device I/O execution.

FLAX addresses two core obstacles to efficient offloading:
tracking inter-operation dependencies and managing limited
on-device memory under concurrency. It does so through
lightweight page-granular dependency tracking, which cap-
tures dependencies across both data movement and compu-
tation, and three mechanisms built on top of it. @ Asyn-
chronous command execution shifts dependency handling
from the host to the device, allowing FLAX to enforce fine-
grained ordering locally for LSM-KVS operations such as
flash reads, intermediate-buffer writes, and key lookups. (2]
Adaptive data loading schedules internal data transfers based
on runtime progress, combining prefetching and demand load-
ing to reduce redundant reads and flash-path contention. €
Dynamic buffer management lets operations span a logical
buffer space larger than physical CSD memory by contin-
uously adjusting the resident working set through eviction
and reuse. These mechanisms enable concurrent, partially
overlapping offloaded operations without exposing low-level
dependency or memory management to the host.

FLAX builds on the NVMe CSD standard [14, 16], which
generalizes earlier general-purpose CSDs and provides a
flexible command and memory model for diverse offload-
ing scenarios. This foundation lets FLAX realize device-
resident, dependency-aware asynchronous execution without
proprietary interfaces. To support rapid prototyping and repro-
ducible evaluation, we developed an NVMe CSD-compliant
emulator and validated it against physical devices.

For evaluation, we integrated FLAX into RocksDB [38].
Our analysis identifies compaction and reads as the dominant
sources of data movement and host overhead, making them
the most promising targets for CSD offloading. We therefore
offload both. FLAX improves throughput by up to 3.1x over
host-only execution and 1.8 x over a host-managed CSD base-
line. It also reduces write and read tail latencies by up to 85%
and 77%, respectively, whereas the host-managed baseline of-
ten matches the host-only tail latency. To the best of our knowl-

edge, FLAX is the first general-purpose CSD architecture
that efficiently supports concurrent, heterogeneous operations
in a real-world storage system. The source code of FLAX is
publicly available at https://github.com/snu-csl/FLAX.

Contributions. The contributions of this work are as follows:

* We analyze the NVMe CSD standard and show how its
flexible command and memory model generalizes prior
general-purpose CSD designs.

* We develop an NVMe CSD-compliant emulator and vali-
date its accuracy against physical devices, a practical plat-
form for designing and evaluating CSD architectures.

* We identify the key limitations of prior general-purpose
CSDs for LSM-KVS workloads, including host-managed
execution, constrained on-device memory, and interference
with foreground host I/O.

* We present FLAX, a general-purpose CSD architecture
that overcomes these limitations through page-granular
dependency tracking, asynchronous command execution,
adaptive data loading, and dynamic buffer management.

* We integrate FLAX into RocksDB and show that offload-
ing both foreground and background operations is essential
to deliver substantial performance improvements.

2 Background

2.1 CSD and In-Storage Processing

Computational storage devices [5,20,26,46,49,61] integrate
storage media with on-device compute resources and local
memory, enabling parts of an application’s data path to run
close to where data resides. For data-intensive workloads, this
is appealing: offloading computations such as merging, filter-
ing, and lookup to the device can reduce PCle traffic, lower
host CPU load, relieve host memory pressure, and potentially
improve throughput and energy efficiency [11,21,58]. Recent
work has explored this idea across a broad range of workloads,
including analytics, recommendation, and deep learning infer-
ence [18,29,31,34,58,60,63]. Yet CSD-based execution often
fails to outperform carefully tuned host-only processing. The
main reason is not the lack of device-side compute, but how
existing CSDs orchestrate computation and I/O and expose
that execution model to the host.

Beyond the host-managed, copy-then-execute execution
model described earlier, prior CSD designs also suffer from
limited generality. Many are tightly coupled to specific com-
pute units or hardware architectures [26,48, 50]; their APIs
often support only a single input and output source per task,
which makes it difficult to offload more complex operations
spanning multiple data sources [28, 63]; and their specializa-
tion to particular access patterns further narrows applicabil-
ity [43,75]. As a result, evaluations of these systems have
largely been confined to simple synthetic workloads, leaving
it unclear how well general-purpose CSDs support heteroge-
neous, real-world storage workloads.
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2.2 NVMe CSD Programming Model

Building on earlier general-purpose CSD architectures and
programming models, the NVMe CSD standard [14—16] ex-
tends the NVMe storage interface with abstractions for in-
voking computation near flash. It defines a flexible, hardware-
agnostic interface that relaxes several limitations of prior
designs while integrating CSD functionality with conven-
tional block I/O on the same device. At a high level, the
standard provides (i) a device-memory abstraction for stor-
ing inputs, outputs, and intermediate state, and (ii) compute-
oriented commands that reference this memory and interact
with flash-resident data. These commands are issued over
standard NVMe queues and completed through the normal
NVMe completion mechanism.
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Figure 2: In-storage data processing with a legacy CSD.

Figure 2 shows the standard architecture and offloading
procedure. The NVMe CSD model consists of three hard-
ware components: SSD, on-device memory, and compute.
The SSD component is identical to a conventional NVMe
SSD and stores persistent data. The on-device memory com-
ponent provides internal memory for offloaded computations.
The compute component contains the compute units and their
associated code. Each component has its own controller and
command set, enabling independent management.

Table 1 summarizes the key NVMe CSD commands.
ALLOC allocates or frees physically contiguous on-device
memory buffers. READ and WRITE access the SSD, whereas
MEMREAD and MEMWRITE operate on the on-device memory.
MEMCPY transfers data internally from the SSD to the memory,
while SSDCPY moves data from the memory back into the
SSD. Both copy commands use source range entries [51] to
specify multiple sources, enabling bulk data movement. EXEC
supports multiple input and output buffers and enforces access
protection, enabling complex tasks that involve multiple data
sources and chained execution via shared buffers.

The standard formalizes a host-managed programming
model as a synchronous sequence of NVMe commands,
where each command completes before the next is issued.
First, the host allocates input and output buffers via ALLOC
(@), and the CSD reserves the corresponding on-device mem-
ory regions (@)). The host then copies input data from the

Table 1: Key NVMe CSD commands.

Component Command Description
Read (READ) Read data from SSD to host
SSD Write (WRITE) Write data from host to SSD
Copy (SSDCPY) Copy data from memory/SSD to SSD
. Memory read (MEMREAD) Read data from memory to host
0n-dev1§e Memory write (MEMWRITE) | Write data from host to memory
Memory copy (MEMCPY) Copy data from SSD/memory to memory
Load (LOAD) Load/delete computation code
Compute Execute (EXEC) Execute computation with parameters
Buffer allocation (ALLOC) Allocate/free on-device memory buffer

SSD into the input buffer using MEMCPY (@), triggering an
internal DMA transfer from flash to buffer 0 (@)). After
the transfer completes, the host issues EXEC (€)), and the
CSD runs the requested computation—e.g., binary search,
compaction—over the loaded data (9). Once execution fin-
ishes, the host retrieves the output using MEMREAD (@), and
the CSD transfers the results from buffer 1 back to the LSM-
KVS (@). Alternatively, the output can be written directly to
storage via SSDCPY. This step may repeat because of NVMe
transfer-size limits [13]. Finally, the host releases the buffers
using ALLOC (@).

This programming model offers important benefits over
earlier ad hoc CSD interfaces, but still largely assumes a host-
managed, copy-then-execute execution style. Specifically, in-
puts are typically copied in bulk, a compute command is
issued, and results are copied back only after execution com-
pletes. Dependencies among commands, and the relationship
between compute kernels and underlying flash I/Os, remain
opaque to the host. This limits fine-grained asynchrony and
leads to poor device utilization under LSM-KVS workloads.

2.3 Characteristics of LSM-KVS Operations

LSM-KVS operations such as flush, compaction, and read
involve substantial data movement and often dominate end-to-
end performance [3,9,32]. They are inherently data-driven:
their control flow and data access patterns are determined at
runtime by input keys, values, or intermediate results. Com-
paction is a representative example. It reads multiple sorted
SSTables across levels, merges and filters entries (e.g., obso-
lete versions and tombstones), and writes back new SSTables.
The exact sequence of reads and writes depends on key order-
ing, value metadata, and per-entry decisions made during the
merge. As a result, compaction consists of tightly interleaved
I/0 and computation phases whose dependencies cannot be
determined from static metadata alone.

A read operation resembles the index traversal in B -tree
lookups, in which each request follows a sequence of block
accesses dynamically determined at runtime by the queried
key and the current index structure. Specifically, if the key
is absent from the memtable, the system searches SSTables
level by level, starting from Ly. For each SSTable, it first
reads the index block to locate the relevant data block and
then reads that block to check whether the key exists. If the
key is not found, the search proceeds to the next level; each
subsequent access depends on the result of the previous read.
Offloading such traversals to a CSD using bulk staging and



synchronous commands either over-reads data to avoid round-
trips or incurs frequent host—device interactions, undermining
the benefit of ISP.

These examples highlight two recurring properties of LSM-
KVS operations. First, they exhibit fine-grained dependencies
between I/O and computation that are hard to express as a
small number of coarse-grained offload kernels. Second, their
performance is susceptible to how data movement is inter-
leaved with computation, especially when device memory is
limited and SSD bandwidth is constrained. Existing general-
purpose CSDs, operating under a host-managed copy-then-
execute model, can handle simple, partitionable workloads
whose access patterns are known in advance. However, they
struggle to exploit the characteristics of data-driven LSM-
tree operations, where dependencies, access locations, and
output sizes are determined at runtime. This either underuti-
lizes device compute units or generates bulk internal traffic
that interferes with foreground host I/O. Building on this
observation, we present FLAX, which introduces in-device,
page-granular dependency management and asynchronous
execution to support data-driven LSM-tree operations.

3 Motivation

This section provides an in-depth analysis of the benefits and
the limitations of offloading LSM-KVS operations to CSDs.
We focus on compaction as the primary background operation
and on read as the representative foreground operation for
three reasons. First, although flush consumes non-trivial CPU
resources, its input data reside entirely in host memory and
are not accessible to the CSD. Moreover, because flush simply
serializes in-memory data to disk without loading input from
storage, it incurs less data movement than compaction. By
offloading compaction and read, CPU and memory resources
are freed on the host, improving the efficiency of flush. Sec-
ond, write operations append data to the memtable and return
immediately. Thus, write latency is influenced by the back-
ground compaction, since writes are stalled only when the
memtable cannot be flushed due to saturation at lower lev-
els [3,32]. Third, scans are similar to reads but traverse key
ranges by repeatedly invoking the next () APIL. Offloading
such calls to the CSD incurs a PCle round trip per next () in-
vocation while offering minimal reduction in data movement.

Figure 3 presents microbenchmark results from RocksDB,
comparing host-only execution with CSD offloading. We use
16 B keys and 128 B values (see §6 for more details). To iso-
late the impact of each offloaded operation, we evaluate two
workloads: write-only and read-only. Under the write-only
workload, offloading compaction reduces average compaction
latency by leveraging in-device data transfers and bypassing
the host I/O stack, whereas frequent page cache accesses oth-
erwise degrade host performance [45, 65]. This yields a 66%
throughput improvement. However, as shown in Figure 3-(b),
CSD offloading fails to improve write tail latency. The lim-
itations are more prominent under the read-only workload:
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Figure 3: Microbenchmark results on RocksDB.

CSD offloading increases read latency by 102 x. These results
demonstrate that LSM-KVS fail to exploit the full potential
of CSDs when offloading compaction and read operations.

Compute unit underutilization. Without overlap between
data movement and computation, the compute unit in the host-
managed programming model remains idle for a substantial
fraction of time, e.g., 27% during compaction. The ineffi-
ciency is even more noticeable for reads: the full input must
be transferred before computation can begin, even though the
operation ultimately touches only a small portion of the file
(e.g., the index block and a single data block). As a result,
compute-unit idle time can reach 99%. Prior CSDs [48,63] at-
tempt to mitigate this by partitioning inputs and parallelizing
computation across multiple compute units. Such optimiza-
tions, however, are poorly suited to LSM-KVS computations,
whose interdependencies require largely serialized execution.
Consequently, the CSD often uses only a single compute unit
at a time despite having additional units available.

SSD bandwidth contention. Internal data transfer between
SSD and CSD memory is typically performed in large chunks
to exploit the SSD’s internal parallelism. For example, the
standard MEMCPY command is designed to copy large objects,
such as an entire 64 MB SSTable, in a single operation. How-
ever, these bulk transfers can contend with concurrent host
I/Os for SSD bandwidth, limiting any benefit for latency-
sensitive foreground requests (Figure 3-(b)). Even in the ab-
sence of host I/O, internal transfers from multiple offloaded
computations can interfere with one another, delaying com-
pletion and increasing compute-unit idle time.

Limited concurrency. The host-managed model restricts
concurrency for two reasons. First, CSDs operate under
tight resource constraints, especially limited on-device mem-
ory [19,61,63]. Because the host-managed model requires
over-provisioned buffers to accommodate unpredictable out-
put sizes and to retain all input and output data until com-
pletion, concurrent computations can quickly exhaust avail-
able memory and trigger out-of-memory conditions. Second,
the strictly serialized execution pipeline limits intra-query
parallelism within a single computation, because each com-
putation must complete before the next can begin under the
host-managed copy-then-execute model.

Overall, the host-managed copy-then-execute model intro-
duces substantial inefficiencies when offloading LSM-KVS
operations. These limitations persist and prevent LSM-KVS
workloads from fully exploiting CSD resources, as long as
the host remains responsible for dependency management.



4 Design

FLAX aims to enable concurrent offloading of heterogeneous
operations through fine-grained in-device dependency man-
agement, thus achieving three design goals; (i) FLAX aims to
support diverse operations with distinct characteristics, while
avoiding reliance on specific hardware features; (ii)) FLAX
seeks to fully utilize the CSD’s compute units, memory, and
SSD bandwidth with low contention; (iii) for practical deploy-
ment, FLAX’s features must be lightweight with minimal
overhead in resource-constrained storage devices.
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4.1 Overview

FLAX builds on the NVMe CSD standard (see Figure 4).
Its key distinction is how it manages on-device memory to
enable page-granular, in-device dependency management. To
support this, FLAX introduces the dependency state table,
a key metadata structure that tracks the page-level progress
of each allocated buffer. This table serves as the central co-
ordination point between computation and data movement:
it records which pages are ready for access and which pages
must be loaded next. Hence, FLAX preserves dependencies
and ensures correct execution. To this end, FLAX employs
three techniques. (a) Asynchronous command execution shifts
dependency management from the host to the device and
improves compute unit utilization by overlapping computa-
tion with data movement (§4.3). (b) Adaptive data loading
reduces unnecessary SSD bandwidth consumption by com-
bining prefetching and demand loading based on runtime
progress and access patterns (§4.4). (¢) Dynamic buffer man-
agement breaks the on-device memory capacity wall by ex-
posing a larger logical buffer space over a smaller physical
buffer through page reuse (§4.5).

4.2 Page-Granular Dependency Tracking

FLAX supports page-granular dependency management. One
straightforward approach is to maintain a per-page bitmap
for each allocated buffer. However, bitmap-based tracking
is ill-suited for LSM-KVS operations. Although these op-
erations access data at fine 4 KB granularity, they typically

consume and produce data in a monotonic sequential order,
making explicit tracking of every page unnecessarily costly.
This inefficiency is further amplified by their wide range of
access sizes, from 4 KB to 512 KB transfers. To avoid this
overhead, FLAX manages buffers at 4 KB granularity and
represents buffer validity as contiguous valid region using
head and tail pointers. This design preserves fine-grained
access while eliminating per-page metadata overhead, and
it naturally supports lightweight FIFO-based page reuse for
dynamic buffer management (§4.5).

To enable in-device dependency management, FL AX main-
tains a dependency state table, where each entry corresponds
to an allocated buffer and contains the buffer’s progress meta-
data. The base and size fields record the starting page offset
and size of the buffer, respectively. The head and tail fields
delimit the valid data region: head advances as new data is
loaded, while tail advances as pages are evicted. Only pages
within this region are accessible. The latest field records the
most recently accessed page offset, and the demand field
records the offset and size of a request that triggers demand
loading. Finally, the extents field stores extent-based map-
ping information—Ilogical start offset, physical start offset,
and length—used for demand-loaded data. FLAX maintains
eight extent descriptors by default. Together, latest, demand,
and extents support adaptive data loading (§4.4).

Access control for computation. To mediate buffer ac-
cesses by computation, FLAX provides two helper functions,
csd_read_input () and csd_write_output (). These func-
tions serve three purposes. First, they verify that the requested
location lies within the allocated buffer, satisfying the security
requirements of the CSD standard. Second, they consult the
dependency state table to enforce dependency correctness:
they check whether the access falls within the valid region
and, if not, wait for an in-flight prefetch to update head or
set demand to trigger demand loading. Third, they perform
address translation for dynamic buffer management. Because
these checks are lightweight, replacing direct buffer accesses
with these helper functions adds negligible overhead.

Memory overhead. Each entry in the dependency state ta-
ble contains five 4 B fields (base, size, head, tail, and latest),
one 8 B field (demand), and eight extent descriptors, each
occupying 12 B, for a total of 124 B per entry. By default,
FLAX maintains 128 entries, enough to support up to 16
concurrent computations with up to eight buffers each. This
is sufficient in practice because in-device compute units typi-
cally provide up to 16 cores [41], while LSM-KVS typically
maintain up to seven levels. Overall, FLAX requires only
16 KB of on-device memory for 4 KB page-granular depen-
dency management and dynamic buffer management.

4.3 Asynchronous Command Execution

FLAX replaces host-managed dependency handling with
asynchronous command execution. When the host issues in-
put loading (MEMCPY) or execution (EXEC) commands, FLAX



records the command information internally, immediately re-
turns completion to the host, and continues the operation in
the background. This design choice is motivated by the struc-
ture of the CSD offloading procedure and the need to preserve
compatibility. Under the host-managed programming model,
input loading and execution commands return only comple-
tion status, while computation results are explicitly retrieved
using operations such as MEMREAD or SSDCPY.

FLAX maintains correctness under asynchronous execu-
tion by ensuring that the host observes only valid output data.
During output retrieval, FLAX consults the dependency state
table and returns only pages within the valid region, while the
host continues retrieving output until FLAX indicates that the
operation has completed. This iterative retrieval is not specific
to FLAX, but is already required by the NVMe SSD transfer
size limit. As a result, computation can overlap not only with
input loading but also with output retrieval, while remaining
largely transparent to the host. In practice, supporting FLAX
requires only a single conditional check for output completion
and otherwise preserves the existing offloading procedure. Be-
cause computation operates on copies in on-device memory,
asynchronous execution does not corrupt the original SSD
data in the event of a crash.

Using Figure 4, we illustrate how FLAX uses the depen-
dency state table to manage dependencies. In this example,
pages 0—15 form the input buffer and pages 24-39 form the
output buffer. Before each access, FLAX consults the de-
pendency state table to determine whether the target pages
are ready (@). On the read path, after processing page 5, the
compute core accesses page 6 through a helper function. Be-
cause page 6 lies within the valid region delimited by fail and
head, the access is allowed (@), and latest is updated to 6
(®). On the write path, computation produces output at page
7 (@)), causing head to advance to 7 (). If the host issues a
MEMREAD for 16 KB during execution, the memory controller
checks the valid region of the output buffer. If all requested
data is ready, it returns pages 10—13 ({2)) and updates latest
to 13 ()); otherwise, it returns only the currently valid pages
and updates latest accordingly.

Handling multiple consumers. FLAX restricts each mem-
ory buffer to a single consumer, since supporting multiple
consumers would incur additional metadata overhead and syn-
chronization costs. Scenarios with multiple consumers can
instead be supported through chained computations, where
the produced data is replicated into separate buffers so that
each consumer receives an independent copy. Because asyn-
chronous execution overlaps replication with computations,
the additional overhead remains small.

4.4 Adaptive Data Loading

Loading the entire input into the memory buffer can exhaust
SSD bandwidth and cause unnecessary data transfers. FLAX
addresses this issue by employing adaptive data loading,
which breaks input loading into smaller chunks and sched-

ules them according to each computation’s characteristics
and progress. For stream access patterns, FLAX prefetches
data based on the computation’s real-time consumption rate,
derived directly from the dependency state table without any
complex profiling or sampling. To this end, FLAX tracks the
most recently accessed page through the /atest value and esti-
mates the number of remaining unaccessed pages by compar-
ing it with head. When this number falls below a predefined
threshold, FLAX fetches the next chunk from the SSD.

To maximize SSD’s internal parallelism while balancing
bandwidth usage, FLAX sets the chunk size to (N, x N; X S,),
where N, and N, are the number of NAND channels and
LUN:s, respectively, and S, is the NAND physical page size.
This allows all channels and LUNSs to participate in a single
data transfer. In our SSD setting, this corresponds to a 512 KB
chunk size. To avoid both stalls and premature prefetching,
FLAX sets the threshold equal to the chunk size.
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For random access patterns, FLAX enables demand load-
ing to minimize unnecessary data transfer and better sup-
port latency-sensitive computations. Figure 5 illustrates how
FLAX detects and handles demand loading at runtime. When
a computation accesses a page outside the valid region, the
helper function determines whether the computation exhibits
a random access pattern. If no extent mapping is available,
FLAX compares the requested page against head; if it is not
contiguous with the current valid region, the access is identi-
fied as random. Otherwise, FLAX checks the requested page
against the extent descriptors to determine whether it falls
within a mapped extent. If the request is treated as random
access, the offset and size of the requested data are recorded
in the demand field (€)). The computation then waits until
the corresponding extent mapping is added (@)).

The device memory controller periodically checks the de-
mand field to determine whether a demand loading request
has been issued (@)). If so, it switches from prefetching to
demand loading. The controller then issues a request to the
SSD’s internal job queue (@), and the SSD copies the re-
quested data to the input buffer (€})). Once the copy is com-



pleted, the demand field is cleared and the corresponding
extent mapping is added to record the logical start offset, the
physical start offset, and the size of the copied data (@)). The
helper function then stops waiting, allowing the computation
to access the data (9).

Deferred prefetching. In FLAX, only the first page is
loaded before computation begins, and prefetching is deferred
until stream access pattern is confirmed. This avoids initial
demand loading overhead for random accesses, which are
generally more latency-sensitive than stream access patterns
that typically consume the entire dataset and benefit from
prefetching. Enabling prefetching and then halting upon ran-
dom access detection would leave in-flight prefetch I/Os oc-
cupying SSD bandwidth, thereby increasing the latency of
demand loading requests. By contrast, deferring prefetch-
ing until stream access is confirmed has minimal impact on
stream-based computations, as their longer computation time
and prefetching outweigh the small delay introduced.

4.5 Dynamic Buffer Management

Dynamic buffer management allows computations to perceive
the allocated, physically contiguous memory buffer as larger
than its physical capacity. This overcomes the memory ca-
pacity wall and improves compute unit utilization by sup-
porting large datasets and multiple concurrent computations.
However, realizing this larger-than-physical buffer abstrac-
tion within the device introduces several challenges. First,
buffer reuse and eviction must be managed entirely in soft-
ware, as the storage device lacks specialized hardware such
as an MMU. Second, unaligned access, in which a single data
item spans multiple logical pages, must be handled seamlessly.
Third, the metadata and translation mechanism used to map
logical pages onto physical pages must remain lightweight to
minimize memory and computation overhead.

We considered several buffer management policies that pre-
serve a low-overhead design. LRU and Clock require tracking
page access history, which adds metadata and complexity.
More importantly, they do not preserve physical contiguity
for logically contiguous pages, forcing extra handling for un-
aligned accesses on both the compute side and within FLAX.
FIFO avoids these issues. It naturally supports unaligned
accesses through sequential buffer reuse and requires only
head and tail pointers, which FLAX already maintains for
dependency management. As a result, FIFO adds no metadata
overhead. It also removes the need for an explicit logical-
to-physical mapping table for stream access patterns: the
physical location of a logical page is computed by taking the
logical page number modulo the buffer size (size) and adding
the buffer base offset (base). For these reasons, FLAX adopts
FIFO as its buffer management policy.

Handling eviction for input and output buffers. Since the
input buffer holds copied, read-only data, evicting input pages
requires no write-back. When adaptive data loading needs
space, FLAX reclaims it by advancing tail. If extent map-

ping is in use, it also reclaims the corresponding extent and
removes its mapping. New data is then loaded by advancing
head. The output buffer, in contrast, holds generated data that
cannot be discarded and re-fetched from the SSD. To preserve
correct output reads, FLAX evicts only pages between tail
and latest, which are guaranteed to have already been con-
sumed. Because LSM-KVS operations do not revisit output
after consumption, this policy safely reclaims space without
affecting correctness.

Handling wrap-around for misaligned access. When head
reaches the end of the buffer, FLAX wraps around and reuses
pages in circular order. To support misaligned accesses across
the boundary, it reserves a ghost page at the end of the buffer
that mirrors the first page. On wrap-around, data loaded into
the first page is copied into the ghost page, allowing compu-
tations to access boundary-spanning items without special
handling. For output buffers, writes to the ghost page are
copied back to the first page to preserve correctness. We use a
single 4 KB ghost page because typical LSM-KVS items are
smaller than 4 KB [6,62]. The overhead is minimal because
the ghost page is used only on wrap-around and requires just
one extra memory copy.

S Implementation

We implement FLAX by extending NVMeVirt [27], a state-
of-the-art SSD emulator, to model a general-purpose NVMe-
compliant CSD. Although commercial CSDs [61], research
prototypes [48,63], and a CSD emulator [68] exist, we choose
to extend NVMeVirt for three reasons. First, it presents itself
as a native NVMe device, allowing FLAX to run unmodi-
fied applications under realistic system conditions. Second,
it models modern SSD internals in detail, including NAND
latencies, die-, channel-, and PCle-level contention, and write
buffering, all of which are critical for accurately evaluating
CSD benefits. Third, it exposes architectural parameters such
as memory capacity, core frequency, and internal data paths,
enabling broader exploration of the CSD design space.

5.1 Emulating General-Purpose CSD
Configuration details. We use NVMeVirt’s Samsung 970
PRO model for the SSD, configured with a capacity of 350 GB.
We reserve 4 GB of system memory as on-device mem-
ory, matching the compute memory capacity of Samsung
SmartSSD [61]. For compute, we provision 16 host CPU cores
to emulate the capability of recent ARM-based platforms, e.g.,
the ARM Cortex-A78 in BlueField-3 [41]. Following prior
emulation methodology [43, 66,67], we pin these cores and
throttle them to 1 GHz to approximate the wimpy cores com-
monly used in prototype CSDs [28,63] and DPUs [41].
Validation. As of this writing, no standard-compliant CSD
is commercially available. We therefore validate our emula-
tor by comparing the performance trends of each component
against those of corresponding physical devices. First, we
measure data-transfer commands and compare them with
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Figure 6: Performance of data-transfer commands.

Samsung 970 PRO and Samsung SmartSSD [61], a prototype
CSD that integrates an SSD and an FPGA via a PCle bridge.
As shown in Figure 6-(a), MEMREAD and MEMWRITE are much
faster than READ and WRITE because they access DRAM rather
than NAND flash. This trend is consistent with SmartSSD,
where reading 4 KB from FPGA memory (167 MB/s) out-
performed SSD reads (52 MB/s), highlighting the effect of
backend media on I/O performance.

Figure 6-(b) shows that MEMREAD, MEMWRITE, and READ sat-
urate at 3.5 GB/s, matching the PCle 3.0 x4 limit. In con-
trast, MEMCPY reaches 5.6 GB/s, demonstrating the benefit of
in-storage data movement without PCle involvement. For
large transfers (e.g., 64 MB), MEMCPY reaches up to 6.4 GB/s,
matching the SSD’s maximum internal bandwidth from
eight NAND channels at 800 MB/s each [56]. Although
SmartSSD’s PCle bridge prevents exact replication of this be-
havior, our results are consistent with prior CSD studies that
exploit higher internal SSD bandwidth [11, 19]. This advan-
tage is not unique to PCle 3.0, as internal NAND bandwidth
continues to outpace host-interface bandwidth even on recent
PCle generations [55,57].

For compute, our 1 GHz core scores 2.18 on SPEC

CPU2017 [1], compared to 3.15 for BlueField-3’s 2 GHz
Cortex-A78, indicating that it reasonably emulates a low-
performance ARM core. Overall, these results confirm that
our emulator captures the key performance characteristics
expected of a standard-compliant CSD.
Toward real hardware. Deploying FLAX on real hardware
requires firmware and runtime support for the mechanisms
described in §4, but does not require changes to the SSD
component’s FTL or NAND layout. FLAX can therefore
be implemented on future standard-compliant devices as a
firmware-level extension.

5.2 Application Changes for CSD Offloading

User-level library. We provide a user-level library that serves
as a wrapper to issue CSD standard commands via the ioctl
system call. For MEMCPY and SSDCPY commands, the library
uses the FIEMAP ioctl to retrieve file extent metadata and con-
struct the source range entry. We also provide a function that
invokes the fallocate system call and clears the unwritten
flag, as done in prior work [48,63], to ensure that data written
to the SSD by SSDCPY is readable.

COMPOUND command. The current standard requires at least
seven commands for a single offload, which is a substantial
overhead for latency-sensitive operations. To reduce this cost,
we introduce a new NVMe CSD command, COMPOUND, that
merges two ALLOC commands for input and output buffer al-
location, MEMCPY for input loading, and EXEC for computation
into a single command. This reduces the command sequence
to three steps: COMPOUND, output retrieval, and buffer release.
Although COMPOUND is not required to use FLAX, it can fur-
ther amplify its performance benefits.

Offloading compaction. Offloading compaction can speed up
background maintenance, reduce write stalls, and prevent host
cache pollution [58,69]. We target higher-level compactions
(level L; and above), where SSTables are more likely to con-
tain cold data and thus benefit most from CSD offloading.
In contrast, Ly—L; compaction remains on the host to fully
exploit cached files. To further improve offloading efficiency,
we decompose compaction into a merge-sort task followed
by a checksum computation task. We then split the checksum
into subtasks and pipeline them by chaining each subtask’s
output to the next subtask’s input. This pipelined execution
is enabled by FLAX, which supports multiple concurrent
computations via dynamic buffer management and overlaps
their execution. Overall, compaction offloading requires 272
lines of code (LoC), and integrating FLAX adds only 7 LoC
for completion validation (§4.3).

Offloading reads. We offload reads similarly to compaction:
aread is delegated to the CSD only when the requested data is
not cached and resides beyond levels Ly or L;. RocksDB first
searches the memtables, then files in Ly and L, which are
typically cached in host memory. If the key is still not found, it
proceeds to higher levels. To offload reads efficiently, we split
the search into two phases. In the first phase, RocksDB iden-
tifies the candidate file at each level and checks whether its
index block is cached. If the index block is cached, RocksDB
performs a binary search on it and records the location of the
corresponding data block for offloading. Otherwise, it records
the location of the index block itself. This process continues
through the last level, collecting the metadata needed for of-
floading (i.e., index- or data-block locations). In the second
phase, RocksDB offloads the read to the CSD using the col-
lected metadata. If the metadata points to an index block, the
CSD reads that block, performs a binary search to locate the
target data block, reads the data block, and searches within it.
If the key is not found, the CSD continues to the next level us-
ing the corresponding metadata. Overall, implementing read
offloading requires 205 LoC.

Crash consistency. Offloaded compactions preserve
RocksDB’s MANIFEST-based consistency. Output SSTables
produced by the CSD become visible only after RocksDB
durably persists them and commits the corresponding
MANIFEST update; input SSTables are deleted only after
this commit. Thus, a crash during offloaded compaction may



leave obsolete output files, which will be discarded during
recovery.

6 Evaluation

This section evaluates RocksDB under three configurations:

host-only execution, a host-managed CSD baseline, and

FLAX. We answer three questions:

Q1. How much does FLAX improve compaction and how
does this affect application throughput and tail latency?

Q2. Can FLAX overcome the limits of the host-managed
model and improve latency-sensitive foreground reads?

Q3. Can FLAX efficiently sustain concurrent offloading of
heterogeneous operations under mixed workloads?

6.1 Experimental Setup

Evaluation environment. We use a 256-core machine with
two AMD EPYC 9754 processors and 768 GB of DRAM.
To minimize interference, we place RocksDB and FLAX
on separate NUMA nodes. Unless otherwise noted, we cap
RocksDB memory at 4 GB using Linux cgroups, reflecting a
realistic memory-to-dataset ratio [7,59]. All experiments use
12 client threads.

RocksDB configuration. We use RocksDB v9.3.1. Un-
less otherwise noted, we keep most parameters at their
default values. We set subcompactions to 2 to acceler-
ate Lo—L; compaction and disable both compression and
level_compaction_dynamic_level_bytes. We evaluate unmod-
ified RocksDB rather than its KV-separated variant [36] to
isolate the impact of offloading from that of layout-level
optimizations. FLAX is nevertheless compatible with KV-
separated stores, which still perform compaction and multi-
level reads while introducing additional offloadable opera-
tions such as value-log garbage collection [12,33].
On-device memory allocation. For offloading, the host-
managed CSD baseline requires input and output buffers sized
to the dataset: the input buffer must hold the full dataset, while
the output buffer must be overprovisioned to accommodate
unpredictable output sizes. In contrast, FLAX uses fixed-size
buffers—128 MB input and output buffers for compaction,
and 16 MB buffers for reads—eliminating the need to provi-
sion memory proportional to dataset size. Unless otherwise
noted, FLAX uses COMPOUND commands for offloading.

6.2 Write Performance with FLAX

To evaluate the impact of compaction offloading, we use a
write-only workload with 16 B randomly generated keys while
varying value sizes from 128 B to 4 KB. We insert 800 M KV
pairs for the 128 B value size and proportionally reduce the
number of KV pairs as the value size increases to maintain a
comparable dataset size.

As shown in Figure 7-(a), FLAX outperforms both host-
only execution (Host) and host-managed CSD (CSD) across
all value sizes, primarily because it offloads compaction and
overlaps computation with data transfer. For example, with
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Figure 7: RocksDB under a write-only workload.

4 KB values, Host reads approximately 700 GB and writes
900 GB of data through the host I/O stack, whereas FLAX re-
duces host-side traffic to only 20 GB of reads and 300 GB
of writes by handling the rest internally. Larger values fill
levels more quickly and thus trigger compaction more fre-
quently, allowing FLAX to achieve greater gains over Host.
Although the gains are smaller than those of FLAX, CSD also
improves performance by exploiting in-storage data access
and bypassing frequent trips through the host I/O stack.

In Figure 7-(b), however, CSD fails to improve write tail
latency at small value sizes. This is because flush operations
occur much more frequently than compaction in such cases,
and the host-managed model’s bulk output transfer consumes
excessive SSD write bandwidth, stalling flush operations. In
contrast, FLAX asynchronously transfers output as it becomes
ready, reducing bandwidth contention and alleviating write
tail latency. This effect is most pronounced at the 128 B value
size, where CSD lowers tail latency by only 2% compared to
Host, while FLAX reduces it by 93%.

Under larger memory. Although memory capacity is typ-
ically limited relative to large-capacity storage, we also
evaluate performance with 25 GB of memory allocated via
cgroups to examine compaction performance under more
generous memory provisioning (approximately 1:4 memory-
to-dataset ratio). Figure 7-(c) presents the results. Although
Host improves by 35% on average compared to 4 GB mem-
ory, FLAX still achieves 2.6 x higher throughput by avoiding
frequent traversal of the host I/O stack.

Ablation study. To gain deeper insight into the performance
improvements achieved by FLAX, we analyze the contribu-
tion of each technique by incrementally applying them to the
host-managed CSD baseline. A enables only asynchronous
command execution; AB adds dynamic buffer management;
ABC decomposes compaction into merge-sort and checksum
tasks and pipelines them; and FLAX pipelines the merge-sort
with two interleaved checksum tasks. Adaptive data loading
is enabled in all configurations, as it has a negligible impact
on the write-only workload.

Figure 8 presents the throughput and compaction latency
breakdown across different configurations for the 4 KB value
size. With asynchronous command execution enabled, input
loading and computation commands return immediately, so
the output handling latency reflects the entire offloading pro-
cess. Host-only execution (Host) overlaps data transfers and
computation but still pays the cost of the host I/O stack, includ-
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Figure 8: Impact of each FLAX feature.

ing page-cache accesses and system-call overhead [65, 70].
The host-managed CSD (CSD) avoids this cost through of-
floading, yet its copy-then-execute model serializes the data
transfers and computation that Host pipelines. A restores
this overlap inside the device, reducing compaction latency
by 45% and improving throughput by 1.47 x over the host-
managed CSD. The latency reduction matches the compute-
unit idle fraction observed in host-managed CSD, confirming
that A successfully hides data transfer latencies through over-
lapping. This also indicates that dependency tracking and
access control via helper functions incur negligible overhead.
The COMPOUND command provides no additional benefit here,
as compaction is a long-running operation where system call
overhead is negligible.

AB increases compaction latency by only 4%, indicating
that dynamic buffer management incurs only modest over-
head even when handled entirely in software, owing to the
lightweight FIFO policy and simple address translation. ABC
increases throughput by 5%. Notably, decomposing com-
paction into pipelined tasks is only feasible with dynamic
buffer management in place, which enables multiple concur-
rent tasks to execute within limited on-device memory. FLAX
interleaves checksum computation across two cores, reduc-
ing compaction latency by 35% and achieving 1.24x higher
throughput. This demonstrates that FLAX can efficiently han-
dle multiple consumer scenarios through pipelined execution
while hiding the replication overhead via overlapping. Inter-
leaving checksum computation across additional cores yields
marginal gains because merge-sort becomes the pipeline bot-
tleneck. In summary, all techniques remain lightweight and
collectively essential to fully exploit the potential of CSD.

6.3 Read Performance with FLAX

To evaluate the impact of read offloading, we use a read-only
workload under various conditions. The database is preloaded
with 800 M randomly generated KV pairs with 16 B keys
and 128 B values. We use 128 B values because they are
representative of real-world scenarios [6]. After loading, we
clear the page cache and issue reads for 300 seconds over
approximately 108 GB of key-value data. We evaluate eight
read configurations: four dedicated and four hybrid. Host and
CSD denote host-only execution and the host-managed CSD,
respectively. FLAX-STD denotes FLAX using standard com-

mands, and FLAX-CMP denotes FLAX using the COMPOUND
command. In the hybrid configurations, requests are split be-
tween the host and FLAX using the COMPOUND command;
e.g., 2:8 handles 20% of requests on the host and offloads
80% to FLAX.
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Figure 9: Read performance under various configurations.

Uniform random workload. Figure 9-(a) presents the
throughput, average latency, and tail latency of read opera-
tions under a uniform distribution. By default, RocksDB pins
the index block of every SSTable, so only data blocks require
storage access in this experiment. CSD increases average read
latency by 4% compared to Host, due to the synchronous com-
mand sequence imposed by the host-managed programming
model. FLAX-STD, on the other hand, overlaps data transfers
with computation, reducing read latency by 33% compared
to CSD. FLAX-CMP further reduces read latency by 18% com-
pared to FLAX-STD by removing the system call overhead
through the COMPOUND command.

Tail latency. The high read tail latency of Host stems from
frequent accesses to storage through the host I/O stack, and is
further exacerbated by contention caused by frequent eviction
and reloading within the RocksDB block cache. Over the
course of the experiment, Host reads 118 GB of data through
the I/O stack, whereas the offloading-based configurations
read only 4 GB. Therefore, CSD, FLAX-STD, and FLAX-CMP all
reduce read tail latency, with FLAX-CMP achieving the largest
reduction of 78%.

Hybrid configurations. Among the hybrid configurations,
throughput improves as the offloading ratio increases, with
2:8 outperforming 8:2 by 1.54 x in throughput. The improve-
ment stems from two factors. First, the host execution path
in hybrid configurations exhibits lower latency than Host
because contention on the block cache is reduced. Second,
although the host execution path can populate the block cache
and allow read offloading to skip already cached blocks, its
benefit from better host-memory utilization is partly offset
by host I/O stack overhead. As a result, 2: 8, which has the
lowest host execution ratio, achieves the throughput closest
to FLAX-CMP among the hybrid configurations.

Under larger memory. We repeat the same experiment with
8, 16, and 25 GB of memory, and Figure 9-(b) presents the



Table 2: Read performance with demand loading.

Host CSD FLAX

Throughput (IOPS) 3388.73  34.82 3548.15
Latency (ms) 3.52 343 3.36
99th Latency (ms) 6.41 461.78 4.51

25 GB results. With sufficient memory, Host reduces storage
access via caching and block cache contention is alleviated
by less frequent eviction, outperforming all offloading-based
configurations. The intermediate memory sizes reveal where
this transition occurs: at 8 GB, Host outperforms FLAX-CMP
by 5% but still trails the hybrid configurations; at 16 GB, Host
leads all offloading-based configurations. These results are
also influenced by the characteristics of hardware and the
CSD offloading procedure. Unlike prior work [43, 73] that
targets ultra-low-latency devices such as Optane SSDs [24],
FLAX operates on NAND flash SSDs with relatively higher
read latency, requiring multiple storage accesses to fully re-
alize the benefits of in-storage processing. Additionally, the
cost of allocating and releasing memory buffers and retrieving
output through explicit commands adds a constant overhead
that can be critical to latency-sensitive operations. Overall,
this experiment shows that read offloading can be less fa-
vorable under generous memory provisioning. Nevertheless,
FLAX still outperforms the host-managed CSD by 81% and
remains beneficial under low memory-to-dataset ratios, which
are more common in production deployments.

With bloom filters. Figure 9-(c) presents read performance
under uniform random workload with bloom filters [4] en-
abled at the commonly adopted setting of 10 bits per key. By
allowing files to be skipped, bloom filters reduce Host read
latency by 27%, while FLAX-STD and FLAX-CMP benefit more,
with reductions of 33% and 37%, respectively. This gap stems
from the memory pressure caused by large filter blocks, a be-
havior also observed in prior work [40,72]. With small values,
each SSTable contains many KV pairs, causing the filter block
to grow to approximately 400 KB. Offloading-based configu-
rations alleviate this pressure by offloading reads, allowing
them to fully exploit bloom filters. This is further confirmed
by the hybrid configurations, which fall short of FLAX-CMP
because their host-side execution path reintroduces memory
pressure. In terms of tail latency, bloom filters provide no
improvement for Host, as they are more effective at reducing
average latency [23]; in the worst case, every level must still
be searched while contention remains.

The benefit of the COMPOUND command becomes more pro-
nounced with bloom filters, reducing read latency by 23%
compared to FLAX-STD. This is because skipping files lowers
contention at the NAND flash, which reduces NAND read
latency and increases the relative fraction of system call over-
head. Consequently, FLAX-CMP achieves larger gains than in
the uniform workload without bloom filters, reducing latency
by 50% and improving throughput by 2x compared to Host.

Skewed workload. Next, we evaluate reads under a skewed
query distribution following the YCSB standard Zipfian dis-
tribution with 6 = 0.99. As shown in Figure 9-(d), the per-
formance gain of FLAX-CMP over CSD and FLAX-STD remains
similar to the uniform case, as the distribution does not affect
the offloading procedure. Due to the skewed access pattern,
Host outperforms FLAX-CMP by 7% in throughput. However,
Host still exhibits high tail latency because even under ex-
treme skew, the block cache cannot hold all data blocks asso-
ciated with hot keys. As a result, storage accesses still occur,
and block cache contention persists.

Hybrid configurations. With the skewed access pattern,
hybrid configurations that can leverage both caching and of-
floading achieve up to 1.7 x higher throughput over Host and
1.81x over FLAX-CMP. Under Zipfian skew, the block cache
captures much of the hot working set, and offloading occurs
only when the data block is not cached. The offloading ratio
therefore effectively governs only cache-miss reads target-
ing cold data. As a result, 2: 8, with the highest offloading
ratio, achieves the highest throughput and lowest latency by
offloading the most cold reads to FLAX while retaining hot
data in the block cache. This is also reflected in tail latency,
where 2: 8 achieves the lowest among hybrid configurations
by reducing eviction and insertion in the block cache.

Index block caching. To better control memory usage,
many deployed systems [37,59] and prior work [71] cache
index blocks rather than pinning them, limit the number of
open files, and support direct reads. This leaves many in-
dex blocks uncached, allowing us to evaluate FLAX when
demand loading becomes critical. Table 2 presents the over-
all results. CSD increases latency by 97 x over Host, as the
host-managed model requires entire SSTables to be loaded
before computation can begin, even though the computation
itself is lightweight. A stronger host-managed alternative is to
split read offloading into separate index-block and data-block
searches, avoiding bulk loading. This improves performance,
but remains slower than FLAX because each read still incurs
multiple host—device round trips. In contrast, FLAX reduces
latency by 5% over Host, demonstrating that adaptive data
loading can detect random accesses and perform demand load-
ing without host coordination. The relatively modest gain is
because index blocks are large; the benefits of bypassing the
host I/O stack grow with smaller sizes [43,73]. Nonetheless,
the 30% reduction in tail latency demonstrates the benefit of
in-storage processing even with large value sizes.

6.4 YCSB Performance with FLAX

We evaluate FLAX using the YCSB benchmark [8], which
emulates real-world production workloads with various
read—write ratios. We introduce two additional configura-
tions: FLAX-C, which offloads only compaction, and FLAX-R,
which offloads only reads. CSD and FLAX offload both. We use
RocksDB’s default configuration in which every SSTable’s
index block is pinned, as adopting index block caching config-
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Figure 10: YCSB performance across different value sizes.

uration triggers an out-of-memory error when both operations
are offloaded to the host-managed CSD. We use value sizes
of 128 B and 4 KB. For the 4 KB configuration, we load 40 M
KV pairs; workloads A, B, C, D, and F each issue 10 M opera-
tions, and E issues 3 M. For 128 B values, we load 800 M KV
pairs; workloads A, B, C, D, and F each issue 50 M operations,
and E issues 30 M to trigger sufficient compactions. Overall,
we use a uniform distribution to mitigate hot-key skew and
more clearly isolate the impact of offloading.

Figure 10 presents the throughput, average read latency,
average compaction latency, and read and write tail latencies
across the YCSB workloads. Compared to Host and CSD,
FLAX improves throughput by an average of 1.63x and 1.66x
for 128 B values, and 2.16x and 1.53 x for 4 KB values, re-
spectively. Workload E shows similar performance across
configurations because scans are not offloaded and its low
write ratio rarely triggers compaction. As discussed in §3,
we do not offload scans because RocksDB implements range
scans as repeated next () calls; offloading each call would
introduce a host—device round trip with little reduction in data
movement.

Write-intensive workloads. The gains are more pronounced
in write-intensive workloads (A and F) with larger values,
where frequent compactions have a greater impact on overall
performance. Under these workloads, FLAX achieves 3.15x
higher throughput than Host. This also explains why CSD
shows only marginal improvement for 128 B values but larger
gains for 4 KB. With 128 B, throughput is largely dominated
by read performance, and comparable or worse read latency
under the host-managed model outweighs the benefits of com-
paction offloading. With 4 KB, however, compaction becomes
the dominant bottleneck, allowing CSD to improve throughput
by reducing compaction latency by 84%, despite its higher
read latency. In contrast, FLAX reduces both read and com-
paction latency by 46% and 94%, respectively, compared to
Host, improving throughput by 1.8 x even with 128 B val-
ues. FLAX also reduces write tail latency by 68% on average
across both value sizes. For read tail latency at 128 B, FLAX

achieves a 70% reduction over Host. At 4 KB, even with more
frequent compactions, FLAX still achieves the lowest read
tail latency among Host and CSD. This confirms that adaptive
data loading effectively mitigates resource contention when
both compaction and reads are concurrently offloaded.

Read-intensive workloads. In 128 B read-intensive work-
loads (B, C, and D), CSD reduces throughput by 5% on average
relative to Host, consistent with our read-only results. FLAX,
however, improves throughput by 1.8 x over Host and 1.77x
over CSD, while reducing read tail latency by 76% and 27%,
respectively, across value sizes.

Impact of offloading both compaction and reads. In con-
trast to prior work that offloads only background opera-
tions [12,54,69], FLAX enables LSM-KVS to offload both
compaction and reads. Comparing FLAX with FLAX-C and
FLAX-R shows why both are needed. With 128 B values,
FLAX-R performs comparably to FLAX, whereas FLAX-C de-
livers lower average throughput than Host. Offloading only
compaction increases write throughput, which intensifies con-
tention for host resources and interferes with host-side reads.
For example, in YCSB-A, offloading compaction alone re-
duces compaction latency by 94%, but the resulting increase
in write throughput raises host read latency by 2%.

The situation differs at 4 KB. Since compaction is the
dominant bottleneck, FLAX-C improves throughput for write-
intensive workloads but performs similarly to Host un-
der read-intensive ones. Conversely, FLAX-R benefits read-
intensive workloads but offers little gain for write-intensive
ones. Only FLAX consistently surpasses Host across work-
loads, regardless of value size and read-write ratio, while si-
multaneously reducing both read and write tail latency. These
results confirm that a general-purpose design that supports
concurrent offloading of both compaction and read operations
is essential for delivering robust performance gains.

7 Related Work

Near-Data Processing. Background LSM-KVS operations
have been widely offloaded to FPGAs [54,69], GPUs [53,74],



and DPUs [9, 10]. While these reduce host CPU usage, they
operate outside storage, requiring PCle transfers that offer
much lower bandwidth than internal NAND channels [11, 19]
and can bottleneck under heavy data movement [25]. They
also rely on host coordination and use host memory as an
intermediate buffer. BPF-oF [64] extends XRP [73] to offload
LSM-KVS reads at the NVMe layer. Although the approach
is similar, it still depends on PCle transfers and host memory.
Additionally, eBPF’s strict constraints make it difficult to also
offload compaction. In contrast, FLAX supports both back-
ground and foreground operations inside storage, avoiding
PCle transfers and host coordination while achieving lower
latency than NVMe-layer approaches.

In-Storage Processing. PStore [52] focuses on task-level
asynchronous execution, where the host and device inde-
pendently perform compaction under scheduling policies,
whereas FLAX enables page-granular in-device asynchrony
within and across offloaded operations, overlapping computa-
tion with data transfers. SODE [43] supports B -tree lookup
offloading through in-device demand loading. FLAX gener-
alizes this idea to concurrent, heterogeneous LSM-tree op-
erations, including both foreground reads and background
compaction. AegonKV [12] targets value-log GC offload-
ing in KV-separated systems, improving performance for
write-intensive workloads through a specialized SmartSSD
design; FLAX is complementary and could support such data-
driven GC on its general-purpose runtime. KV-CSD [44] and
PinK [23] redesign the KV store inside the device behind
a KV interface, whereas FLAX preserves the conventional
LSM-KVS and its block-oriented interface while selectively
offloading operations. Overall, unlike prior designs bound to
specific operations or access patterns, FLAX supports con-
current heterogeneous operations and improves performance
across a wide range of workloads.

8 Conclusion

Host—storage data movement increasingly constrains LSM-
tree-based key—value stores, yet existing CSD designs fall
short of delivering their full benefits because their host-
managed, copy-then-execute model serializes execution and
limits concurrency. To address these challenges, we propose
FLAX, anovel CSD architecture built around device-resident
dependency management. By tracking fine-grained dependen-
cies within the device, FLAX enables asynchronous, over-
lapped execution while enforcing correct ordering without
host-side coordination. FLAX further maximizes concur-
rency and improves device utilization by combining adaptive
data loading with dynamic buffer management. We integrated
FLAX into RocksDB and offloaded both compaction and
reads. Our evaluation demonstrates that in-device dependency
management and support for concurrent execution through
a general-purpose design are essential to realizing the full
benefits of CSD offloading for LSM-tree operations.
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A Artifact Appendix

Abstract

FLAX is a computational storage architecture that makes
asynchronous, overlapped in-device I/O execution a first-
class design goal. By tracking fine-grained data dependen-
cies inside the device, FLAX allows the host to issue large
batches of commands that the CSD schedules and executes
asynchronously, while adaptive data loading and dynamic
on-device buffer management sustain high concurrency under
limited device resources. This artifact includes the source
code and scripts to reproduce the experimental results pre-
sented in the paper.

Scope

The artifact includes the source code and experimental scripts
to validate the following claims presented in our paper. For
detailed descriptions, please refer to CLAIMS.md.

* Write-only workloads (§6.2). FLAX outperforms both
Host and the host-managed CSD in throughput and tail
latency, and its lightweight techniques are collectively es-
sential to fully exploit the CSD’s potential.

* Read-only workloads (§6.3). Under tight host memory
budgets, FLAX achieves the highest read throughput,
whereas with sufficient memory or skewed accesses, Host
prevails. The COMPOUND command further improves perfor-
mance over standard commands, and FLAX outperforms
the host-managed CSD in all configurations.

* Mixed workloads (§6.4). FLAX outperforms Host, the
host-managed CSD, FLAX-C, and FLAX-R in throughput,
read and compaction latency, and tail latency, across all
value sizes and all workloads except E. This confirms that
offloading both foreground reads and background com-
paction is essential.

Contents

The artifact includes the source code of FLAX and a mod-

ified RocksDB that offloads operations to the CSD, along

with scripts for running the benchmarks. It consists of four

components:

1. CSD-Virt: A standard-compliant NVMe CSD emulator
that supports FLAX.

2. Linux kernel: A modified Linux kernel (v6.0.10).

3. RocksDB: A modified version of RocksDB that supports
compaction and read offloading.

4. ForestDB-Bench: A benchmark suite for running the eval-
uations.

Hosting

The artifact is available at https://github.com/snu-csl/
FLAX.

Requirements

We evaluated FLAX on a machine equipped with two AMD
EPYC 9754 128-core processors and 768 GB of DRAM, run-
ning Ubuntu 24.04.3 LTS with our modified Linux kernel
(v6.0.10). We assigned 35 cores in total to the FLAX emu-
lator, reserved 350 GB of memory for the emulated backend
storage, and throttled the frequency of the FLAX compute
cores to 1 GHz. At a minimum, FLAX requires six CPU cores
to function, and the machine must have sufficient DRAM to
hold both the emulated backend storage and the on-device
memory.


https://github.com/snu-csl/FLAX/blob/main/CLAIMS.md
https://github.com/snu-csl/FLAX
https://github.com/snu-csl/FLAX
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