
Lessons from Operating a Large-Scale Distributed Database
with a Replicated Key-Value Engine

Jung-Sang Ahn Navaneetha Krishnan Thanka Nadar∗ Sami Ben-Romdhane
eBay Inc.

Abstract
Modern distributed databases frequently rely on key-value

storage engines as durable backends for replicated state ma-
chines. While prior work extensively studies storage engine
internals, far less attention has been given to the system-level
constraints that arise when such engines are deployed at scale
under strict resource limits. In production, storage design
directly impacts tail latency, availability, recovery time, and
multi-tenant stability.

This paper presents operational insights from running a
log-structured merge-tree (LSM-tree)-derived key-value en-
gine as the storage foundation of eBay’s cloud-native dis-
tributed database, which serves trillions of requests per day.
We describe practical challenges and operational responses in
snapshot binding and installation, scan overhead caused by
visibility checks and predicate evaluation, CPU-constrained
compaction, write amplification and noisy-neighbor effects
in multi-tenant environments, and programmable compaction
for unified maintenance. These experiences show that when
the storage layer underpins a distributed database, priorities
shift from peak throughput to latency stability, predictable
recovery, and bounded background work. Some mechanisms
in our system rely on properties of our storage engine, but the
underlying integration lessons are more broadly applicable to
replicated database deployments.

1 Introduction

Modern large-scale services increasingly rely on replicated
key-value stores as the foundation of their storage stack. In
these systems, the storage engine is not merely a local perfor-
mance component; it serves as the replicated state machine
underlying consensus protocols such as Paxos [29,30,32] and
Raft [35], in the tradition of state machine replication [40].
As a result, design choices in the storage layer directly affect
replication correctness, recovery behavior, tail latency, and
overall system stability.

∗Work done while at eBay; currently at Google.

This paper describes our experience operating a produc-
tion Raft-based distributed database deployed at scale within
eBay. The system consists of hundreds of thousands of Raft
groups, serves trillions of requests per day, and runs in a
geo-distributed, multi-tenant, multi-availability-zone cloud
environment orchestrated by Kubernetes [3]. Our team is re-
sponsible for the full stack, covering front-end database logic
and transaction processing as well as the backend key-value
storage engine and its integration with Raft. This end-to-end
responsibility provided visibility into cross-layer interactions
that are often hidden in modular deployments.

In this architecture, the storage engine is the persistent back-
end of multiple replicated databases. Local storage decisions
therefore become database-level concerns. We encountered
four recurring challenges:

• Raft snapshots and log maintenance must be lightweight
and predictable, because they determine recovery, replica
replacement, and state-transfer time.

• A minimal key-value API is too narrow for database
semantics, causing scan amplification from visibility,
multi-version concurrency control (MVCC) [10], and
predicate filtering.

• Background maintenance competes with foreground traf-
fic and must not become tail latency.

• Write amplification creates shared-disk interference and
can turn replicas into noisy neighbors.

The common pattern behind these challenges is that storage
behavior becomes visible at the replicated-database layer. A
local decision that appears acceptable for a standalone en-
gine can still lengthen recovery, consume shared resources,
or turn rare tail cases into observed availability loss. Our ex-
perience therefore shifted the optimization target from peak
local throughput to latency stability, predictable recovery, and
bounded background work.

Over more than a decade of production deployment, we
introduced mechanisms including explicit snapshot-log in-
dex binding, iterator repositioning to mitigate MVCC am-
plification, decoupling read latency from compaction, and
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Figure 1: End-to-end architecture.

programmable compaction policies that adapt to workload
and replication state. We do not present these mechanisms
as isolated new algorithms. Instead, this paper distills our
production experience combining these mechanisms in an
integrated storage and replication stack. From this experience,
we identify cross-layer lessons for operating storage engines
as replicated state-machine backends under recovery, repli-
cation, and multi-tenant resource constraints. We hope these
insights help practitioners avoid common pitfalls in repli-
cated storage deployments and inform future storage-engine
designs for large-scale distributed databases.

2 System Overview

Our distributed database platform consists of multiple
database services that share a common replication and stor-
age substrate. We first describe the end-to-end deployment
architecture. We then describe NuKVCore, the shared library
that integrates replication and storage within each database
server process.

2.1 End-to-End Architecture
Our platform serves tens of thousands of applications that
execute diverse business logic, as illustrated in Figure 1. The
database client is provided as a library and embedded directly
into each application process, allowing tight integration with
application-level retries, timeouts, and consistency semantics.

At the front end, tens of thousands of stateless database ser-
vice instances act as entry points. Applications maintain con-
nections to multiple service instances and distribute requests
among them. The service layer performs request routing and
load balancing and forwards requests to the appropriate back-
end entities. Because it is stateless, the service layer can be
elastically scaled and replaced without coordination.

The backend is organized into thousands of keyspaces. A
keyspace is the fundamental database unit and represents a
collection of tables. Each keyspace is partitioned into shards
using either consistent hashing [26] or key-range partitioning,
as shown in Figure 2. Shards are disjoint and do not share
data. In production, the number of shards per keyspace varies
widely depending on workload and data size. Some small
keyspaces consist of a single shard, while large keyspaces may
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Figure 2: Logical view and physical deployment of a keyspace
across multiple AZs (availability zones).

span thousands of shards, with the majority falling in the range
of several tens of shards. The shard count of a keyspace is not
fixed and can be adjusted online to accommodate workload
growth or contraction.

Each shard corresponds to a replica set and forms a single
Raft group. One replica serves as the leader and the remaining
replicas act as followers. The leader handles all writes and
strongly consistent reads, while followers may serve eventu-
ally consistent reads. Writes commit through quorum agree-
ment and are considered durable once a majority of replicas
acknowledge the entry.

Replicas are deployed on Kubernetes, with each replica run-
ning in its own pod. Our deployment runs in eBay-operated
data centers rather than a public cloud environment, although
the architectural principles described here are not specific
to a particular infrastructure provider. Replicas in a replica
set are distributed across at least three availability zones. A
committed write is therefore persisted in at least two availabil-
ity zones, allowing the system to tolerate a complete outage
of one zone without data loss or service interruption. Anti-
affinity rules further ensure that replicas within the same zone
are placed on different hosts and racks to limit correlated
hardware failures.

While this architecture defines how data is partitioned,
replicated, and deployed, all backend database servers rely on
a shared replication and storage substrate described next.

2.2 NuKVCore: A Shared Replication and
Storage Substrate

Within eBay, we operate multiple database services that target
different data models and access patterns, including a doc-
ument store with SQL-like queries and its secondary index
store, a pure key-value store, edge and vertex stores for a
graph database, a vector store, and internal metadata stores.
Although these systems expose different query semantics,
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Figure 4: (a) Leveled LSM-tree compaction. (b) Tiered LSM-
tree compaction. Red boxes are inputs; green boxes are out-
puts.

they share common requirements for replication, durability,
recovery, and storage management.

Implementing replication and storage logic independently
for each database would be inefficient to build and difficult to
maintain. We therefore modularized the shared functionality
into a common core library called NuKVCore, illustrated in
Figure 3. NuKVCore is embedded into each database server
process, where each process hosts a replica participating in
a Raft group. Database-specific logic plugs into NuKVCore
through a well-defined interface and is responsible for request
handling, query planning and execution, key and value encod-
ing and decoding, and defining what must be replicated and
how committed operations should be applied.

NuKVCore provides two foundational components: repli-
cation and local persistence. Replication is implemented using
the Raft consensus protocol via NuRaft [5]. Local persistence
is provided by Jungle [2, 7], a key-value storage engine based
on a tiered or hybrid LSM design [15, 16, 18, 36].

In LSM-based storage engines, sorted runs are immutable
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Figure 5: (a) Jungle inter-level compaction. (b) Jungle in-
place compaction.

sorted sequences of key-value entries produced by flushing or
compaction, typically stored as SSTables, a design originating
from Bigtable [12] and widely adopted in systems such as
LevelDB [4] and RocksDB [6]. In leveled LSM designs [4,6],
each level is organized as a set of non-overlapping sorted
runs. When data from level N is compacted into level N+1, it
is merged with all sorted runs in level N+1 whose key ranges
overlap the input range, and the merged entries are rewritten
as new sorted runs, as illustrated in Figure 4(a).

In tiered LSM variants [6, 15, 16, 36], a single level may
contain multiple sorted runs whose key ranges overlap. We
refer to the set of overlapping runs within a level as a sorted
run group. At compaction time, sorted runs in a sorted run
group at level N are merged, and the output is added as one new
sorted run to one or more overlapping sorted run groups at
level N+1, as shown in Figure 4(b). Unlike leveled compaction,
this process does not immediately rewrite the existing runs at
the next level. This reduces immediate rewrite cost, but shifts
part of the cost to reads: point lookups and range scans may
need to consult and merge multiple overlapping sorted runs
at query time.

Jungle replaces each sorted run group with a single
append-only B+tree, also known as a copy-on-write (CoW)
B+tree [37, 38], while preserving the logical behavior of a
tiered LSM. In this organization, each sorted run in the group
is represented as an append batch in the append-only B+tree.
New compaction output can therefore be incorporated by
adding append batches, without immediately rewriting exist-
ing data in the same group. Unlike a conventional tiered LSM,
however, reads do not merge overlapping sorted runs at query
time. Instead, the append-only B+tree directly indexes the
latest entry for each key, so read cost does not grow with the
number of append batches in the group.

Jungle performs compaction at two granularities. Inter-
level compaction moves data between adjacent levels, as in a
tiered LSM design, but writes the output as append batches
into the corresponding append-only B+trees at level N+1, as
illustrated in Figure 5(a). In-place compaction rebuilds a sin-
gle append-only B+tree to reclaim stale data, as shown in
Figure 5(b): live keys are rewritten into a new B+tree cover-
ing the same key range, and the old B+tree is discarded. The
detailed design and evaluation of Jungle are described in prior
work [7]; this paper focuses on the operational lessons that
emerge in production deployments.

A single NuKVCore instance may host multiple table-
backed storage instances, each backed by an independent Jun-
gle instance representing an isolated LSM-tree. Commonly,
one storage instance corresponds to one table, but the map-
ping is flexible and determined by database-specific layout
decisions. For example, one logical table may be mapped
to multiple instances, or multiple logical tables may share a
single instance.

In addition to table-backed instances, NuKVCore main-
tains a special-purpose storage instance used as the Raft log



store. The log store persists the ordered sequence of Raft
log entries and provides an interface for reading and writing
opaque binary payloads associated with log index numbers.
We describe the log store requirements and optimizations in
Section 3.1.

Write Path When a write request arrives, the database logic
constructs the data to be replicated and submits it to NuKV-
Core as an opaque payload. NuKVCore appends the payload
to the Raft log, persists it in the log store, and replicates it
to followers. Once the entry is committed by quorum agree-
ment, the database logic deterministically applies the opera-
tion through NuKVCore’s key-value interface.

A committed log entry may update one or more table-
backed storage instances, but the same apply procedure is
executed on every replica in the Raft group, ensuring conver-
gence to a consistent shard state.

Read Path For read requests, the database logic issues oper-
ations through the same key-value interface without append-
ing new log entries in the common case. Strongly consistent
reads are served by the leader, while eventually consistent
reads may be handled by followers. In cases where reads trig-
ger state changes, such as metadata updates or materialization
of derived data, the request follows the same replication and
apply procedure as writes.

3 Key-Value Storage as the State Machine of a
Distributed Database

This section focuses on the storage-engine mechanisms re-
quired when a key-value engine backs a Raft state machine:
durable log storage, snapshots bound to committed log in-
dexes, and efficient bulk installation of those snapshots during
recovery and reconfiguration.

3.1 Log Store Mode
The log store maintains an ordered mapping from log index
to opaque payload. It must support the following operations:

1. Append of <log index, payload> pairs, and occasional
overwrite during leader changes.

2. Sequential reads over a contiguous range of log indexes during
follower catch-up.

3. Rollback to a specific log index by removing the most recent
entries.

4. Compaction up to a given log index by removing the oldest
retained entries.

The log store has a much simpler access pattern than the state
store: writes are almost entirely sequential appends, reads
are mostly sequential during follower catch-up, and deletions
occur only at the head or tail for log compaction or rollback.
It does not require random point deletion, arbitrary range
updates, or secondary indexing.

Persisting log entries through a general-purpose LSM con-
figuration, with the log index as the key, would be functionally
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Figure 6: Log store mode.

correct but operationally wasteful. Flushes and merges opti-
mized for general key-value workloads would still run, and
rollback or head compaction would require key iteration and
per-entry deletion, creating bursty I/O on a latency-sensitive
replica. A separate append-only log engine could avoid this
overhead, but at our scale of hundreds of thousands of Raft
groups it would add another persistence subsystem to con-
figure, tune, debug, and operate. We therefore keep a unified
storage substrate while specializing one mode for Raft’s ap-
pend and range-truncation semantics.

The key observation is that an LSM engine already con-
tains the components needed for this workload. Updates are
appended to a write-ahead log and indexed in a memtable
before later being flushed into sorted runs [4, 6, 12, 34]. For a
Raft log store, the durable append path and in-memory index
are useful, but the sorted-run hierarchy is unnecessary.

Jungle implements this specialization as a dedicated log-
store mode, shown in Figure 6. In this mode, the sorted-run
component is disabled, and only the log and memtable lay-
ers remain active. Unlike a general LSM-tree, which bounds
log growth by flushing data into sorted runs, log-store mode
allows log files to accumulate and manages them directly
according to Raft log semantics.

Because the log store maintains large volumes of data in
production, typically between 5 GB and 100 GB per instance,
it is infeasible to keep all corresponding memtables in mem-
ory. To bound memory usage, memtables that have not been
accessed recently are evicted using an LRU policy. When data
from an evicted log file is needed again, the log file is scanned
to reconstruct the memtable. Since log reads are sequential
by nature, once a log file is loaded, its contents are read in
order and fully consumed.

Log files are segmented such that each file covers a con-
tiguous range of log indexes, and the log store maintains
lightweight metadata for segment boundaries. Rollback and
overwrite are implemented by truncating the tail: segments
whose index range lies entirely beyond the target index are
dropped, and the last remaining segment is truncated to the
byte offset of the target entry when needed. Compaction is
implemented symmetrically at the head by deleting entire seg-
ments whose maximum index is below the compaction point,
enabling immediate space reclamation without key iteration.

Table 1 reports log compaction latency for individual
replica log stores of varying sizes and payload characteris-
tics, based on over a month of production metrics. Table 4
provides additional details for these cases and for all other
labeled cases reported throughout the paper.



Log stores Latencies (ms)
Case Size # logs Interval p50 p99 p99.9

A 5.1 GB 2.6M 2 hours 0.63 24.70 48.20
B 23 GB 42M 5 hours 1.45 6.68 25.60
C 41 GB 49M 2 hours 3.23 14.82 110.40
D 90 GB 84M 3 hours 2.90 7.00 43.29
E 90 GB 29M 1.5 hours 2.73 6.93 28.20

Table 1: Observed log compaction latency and interval in pro-
duction for individual replica log stores of varying sizes and
payload characteristics, based on over a month of production
metrics.

The reported latency is the running time of each back-
ground log compaction job, not foreground request latency. In
each case, a compaction removes approximately 10% of the
total log entries in that replica. For example, Case A performs
log compaction roughly once every two hours, and the p99.9
running time of an individual job is 48.2 ms, occupying only
a negligible fraction of the two-hour interval. The goal of
this design is therefore to keep each background reclamation
job short, thereby minimizing interference with foreground
state-machine operations.

Across all evaluated configurations, median job running
time remains within a few milliseconds, and p99.9 running
time stays below 200 ms. This indicates that per-replica log
compaction introduces only brief background activity rather
than long-running maintenance work.

By specializing the existing log-oriented components of
the LSM engine for Raft’s append and range-truncation se-
mantics, we meet the durability and ordering requirements
of consensus without introducing a separate storage engine.
The result is a unified persistence substrate that keeps log
maintenance operationally simple and bounded.

3.2 Lightweight Persistent Snapshots
Beyond the log store, a replicated state machine requires per-
sistent snapshot support. In Raft, a snapshot captures the com-
plete shard state at a specific log index. Each snapshot is
bound to a log index and represents the state after applying
all committed entries up to that point.

Snapshots are primarily used when a replica cannot catch
up from retained logs alone. If a follower’s most recent log
index is no older than the leader’s oldest retained log index,
it can recover by replaying the missing entries; otherwise,
the leader must transmit a snapshot bound to log index X,
after which the follower resumes replay from X+1. The same
requirement appears in replica replacement, membership re-
configuration, online resharding, and backup restoration: be-
fore normal replication can resume, the replica must first be
brought to a consistent state at a specific log index.

Because snapshots may be generated frequently, in some
workloads as often as every few tens of seconds, they must be
lightweight. Snapshot creation must not block writes, trigger
excessive disk I/O, or introduce sudden resource spikes in
a latency-sensitive production environment. Snapshots must
also be durable: once a snapshot bound to a given log index

Keyspaces Latencies (ms)
Case Size # keys Interval p50 p99 p99.9

A 13 GB 9.8M 4 mins 4.70 68.75 296.37
B 65 GB 56M 30 secs 9.41 22.20 28.49
C 260 GB 355M 20 secs 41.39 422.69 883.91
F 500 GB 1.4B 50 secs 8.15 22.10 157.64

Table 2: Observed snapshot creation latency and interval in
production for representative shard sizes (per-replica size),
based on over a month of production metrics.

is created, it must remain accessible across restarts until it is
safely obsolete.

To make snapshot binding precise and inexpensive, each
replica maintains a monotonically increasing sequence num-
ber that orders mutations applied to its local state stores. Every
mutation applied to any table-backed storage instance is as-
signed a unique sequence number at apply time after commit,
ensuring that each sequence boundary corresponds exactly to
a state transition produced by applying a committed log entry.

The append-only B+tree structure aligns naturally with this
sequence abstraction. Each append batch is associated with
a sequence boundary S, whose root represents the state of
the storage instance at that boundary. When Raft requests
a snapshot at log index X, the storage layer opens the corre-
sponding snapshot view using the sequence number S bound
to X. Similar to copy-on-write filesystem snapshots such as
WAFL [23], ZFS [11], and Btrfs [38], this operation selects
a stable root to obtain a point-in-time view without copy-
ing the full data set, while avoiding iterative merging across
overlapping components.

If Raft requests a snapshot at a sequence number S2 that lies
between two batch boundaries S1 and S3, the system opens
the snapshot at S1 and overlays updates in the interval (S1,
S2]. Each storage instance maintains a hidden index ordered
by sequence number to enumerate keys updated within that
interval. These updates are merged onto the S1 snapshot using
a bounded iterative merge.

When Raft requests snapshot creation at log index X, NuKV-
Core records a mapping between X and the current sequence
number S. Before persisting this mapping, the storage layer is-
sues an fsync to flush all mutations up to S. Snapshot creation
thus consists only of persisting the log-index-to-sequence
binding; no data copying or full scans are required.

Table 2 reports snapshot creation latency for representative
shard sizes, based on over a month of production metrics. The
reported size corresponds to one replica of a shard, whose
replicas have identical data size. As in Table 1, the reported
latency is the running time of each background snapshot-
creation job, not foreground request latency. These jobs run
periodically, with intervals ranging from tens of seconds to
several minutes depending on the shard, and in most cases
complete within sub-second latency even for large shards.

This lightweight creation path still requires coordination
with later storage maintenance. Background compaction must
respect snapshot pinning: in-place compaction may remove



Keyspace Size # keys Regular Write Bottom-Up Ratio
G 16 GB 26M 00:08:28 00:02:57 0.348
H 80 GB 107M 03:52:15 00:18:18 0.079
I 140 GB 201M 05:53:02 00:33:19 0.094
J 140 GB 295M 03:22:43 00:37:26 0.185
K 450 GB 410M 03:34:49 01:34:07 0.438

Table 3: Per-replica total recovery time (snapshot transfer
+ log replay) across five production keyspaces, reported in
hh:mm:ss with their ratio.

stale versions, but versions referenced by active snapshot se-
quence numbers cannot be discarded. Compaction therefore
consults the set of retained snapshot boundaries when deter-
mining safe version reclamation.

3.3 Efficient Snapshot Installation via Bottom-
Up Index Build

When a snapshot is transmitted, a receiving replica must re-
construct its entire state machine efficiently across all table-
backed storage instances. Snapshot transmission occurs as a
stream of messages carrying key-value pairs that represent
the state of the snapshot bound to a given log index.

A straightforward implementation on the snapshot receiver
side would insert each received key-value pair using the regu-
lar key-value write API. However, routing bulk installation
through the regular mutation path triggers flush work and
background merge or compaction activity. Snapshot installa-
tion is inherently a bulk-loading workload, and treating it as a
sequence of independent point updates results in unnecessary
write amplification and poor throughput.

Instead, the receiver constructs storage structures directly
from sorted input using a bottom-up index build. This requires
the sender to provide records in strict key order with each key
appearing exactly once. Because a snapshot may span multi-
ple storage instances, each with its own independent index,
these guarantees are enforced per storage instance rather than
globally across the entire state machine. The sender therefore
streams snapshot data separately for each storage instance,
avoiding ambiguity when identical user keys appear in differ-
ent instances.

The snapshot sender generates snapshot data by opening a
snapshot view at the sequence number bound to the requested
log index. It then iterates over each storage instance indepen-
dently in key order at that sequence boundary and emits keys
in strict lexicographical order within that instance. Snapshot
data is typically further segmented by contiguous key ranges
within each instance to control message size. Each message
therefore carries a list of key-value pairs corresponding to a
specific (storage instance, key-range) slice of the snapshot.

Keys within each storage instance are transmitted in order
and appear exactly once, allowing the receiver to accumulate
key-value pairs until a predefined size threshold is reached
and then construct an append-only B+tree bottom-up, with
the received entries forming the leaf nodes. The resulting
B+tree is registered into the appropriate storage instance for

the corresponding key range. This lets the receiver bypass
the regular write path and install the snapshot as a sequential
write workload, without triggering flush, merge, or in-place
compaction work. Correctness follows from the existing log-
index-to-sequence binding: the installed structures represent
the state at log index X, and subsequent replay starts from X+1
through the regular write path.

Table 3 compares per-replica total recovery time across five
representative production cases. Total recovery time includes
snapshot transfer over the network and catch-up of Raft logs
accumulated during transfer. Longer snapshot installation also
allows more Raft log entries to accumulate during transfer,
increasing the subsequent catch-up time roughly linearly with
the installation duration. We report recovery time for the reg-
ular write path and the bottom-up index build, together with
their ratio. In production, bottom-up index build substantially
reduces recovery time, with ratios ranging from 0.438 to 0.079
depending on workload characteristics. Despite workload vari-
ability, the bottom-up approach consistently shortens recovery
time across all evaluated configurations. Because a replica
must reach a consistent log index before resuming normal
operation, reducing recovery time shortens the critical path
of state transfer workflows, including membership reconfigu-
ration, online resharding, and large-scale replica replacement
in production deployments.

4 Operating Storage Engines Under Produc-
tion Resource Constraints

4.1 Small-Node Deployments with Limited
CPU

Our production deployment follows a small-resource, large-
node architecture: instead of a few high-capacity servers, we
deploy many servers with limited resources. This reduces fail-
ure blast radius and improves horizontal scalability through
finer shard distribution.

The trade-off is strict per-node CPU limits. In production,
each replica is provisioned with only two to three CPU cores,
most of which are consumed by request processing, repli-
cation, and database logic such as transaction handling and
query execution. Consequently, the storage engine must op-
erate within a narrow CPU envelope. Background tasks such
as compaction are typically limited to roughly one core per
replica while maintaining multiple tables concurrently.

Figure 7 shows CPU utilization across five representative
workloads, based on over a month of production metrics. Even
in the most write-heavy case, compaction accounts for only
about 40% of total CPU usage, and in most workloads its
share is substantially smaller. Compaction therefore cannot
aggressively consume CPU resources, motivating CPU-aware
rather than throughput-maximizing policies.

In LSM-based systems, delayed compaction increases disk
usage and read cost, reflecting the fundamental read-update
trade-offs studied in prior work [8, 15, 39, 44]. While tem-
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Figure 7: CPU utilization breakdown across five keyspaces
with different read-write ratios, based on over a month of
production metrics.

porary disk growth is tolerable, increased read cost directly
affects tail latency. In our production environment, requests
exceeding timeout thresholds are treated as failures; thus tail
latency directly impacts observed availability. Even moderate
read amplification caused by compaction backlog can degrade
availability.

Throughput in distributed systems can often be increased
by adding shards or replicas. Tail latency, however, does not
scale in the same way and is frequently dominated by local
resource contention and background maintenance [19, 20].
Under strict CPU limits, protecting tail latency becomes the
primary objective.

4.2 Noisy Neighbor Effects and Disk-Level In-
terference

Our system runs in a Kubernetes-based environment where
CPU and memory resources are controlled via cgroups, limit-
ing interference from co-located pods. Disk resources, how-
ever, remain shared.

If other pods generate heavy I/O traffic, disk latency can in-
crease significantly, introducing the well-known noisy neigh-
bor problem at the storage level [20,43]. In such environments,
background storage activities that generate large volumes of
disk I/O can negatively affect both the local replica and neigh-
boring workloads.

Traditional leveled LSM designs perform frequent cross-
level merges that substantially increase write amplification
and generate large amounts of disk I/O. In multi-tenant clus-
ters, such merge activity can create bursty background traffic
and turn a replica into a noisy neighbor, causing latency spikes
for co-located workloads.

Reducing write amplification is therefore not merely a
performance optimization but a stability requirement in shared
environments.

4.3 Decoupling Read Latency from Com-
paction

Our design addresses both constraints by combining a tiered
LSM organization with append-only B+tree structures.
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Figure 8: Eight consecutive days of production behavior for
an illustrative keyspace.

First, we adopt a tiered LSM structure to significantly re-
duce cross-level merge activity and lower write amplification.
This reduces background disk I/O and mitigates noisy neigh-
bor effects in multi-tenant deployments.

However, tiered LSM structures allow multiple runs to
accumulate within a level, which can increase read cost and
introduce latency variability. To eliminate this effect, we lever-
age the structural property described in Section 2.2: each log-
ical sorted run group is represented as a single append-only
B+tree. As a result, reads do not require iterative merging
across overlapping runs, and read cost does not grow with
compaction backlog.

This shifts the traditional LSM trade-off. Instead of balanc-
ing compaction speed against read amplification, we primarily
balance compaction frequency against disk usage. Read la-
tency becomes largely decoupled from temporary compaction
delays.

Compaction within each B+tree is triggered when stale
data exceeds a configurable threshold or at scheduled intervals.
Scheduled compaction times are randomized across servers to
avoid synchronized load spikes. Compaction aggressiveness
is dynamically adjusted based on workload: during peak traf-
fic, compaction is delayed to prioritize foreground requests,
allowing temporary space amplification to grow; during off-
peak periods, compaction is accelerated to reclaim space. If
disk usage approaches a critical threshold, compaction is trig-
gered to prevent disk exhaustion.

Figure 8 shows eight consecutive days of production be-
havior for an illustrative keyspace. The workload normally
exhibits a moderate write rate but experiences a pronounced
burst once per day, resulting in a sharp peak in write through-
put. During these bursts, the active dataset size remains es-
sentially unchanged; however, compaction is intentionally de-
layed to prioritize foreground requests. As a result, disk usage
temporarily increases during the burst periods and decreases
afterward as background compaction catches up. In practice,
the resulting space amplification remains modest, typically
around 10%. Despite these fluctuations, p50, p99, and p99.9
read latencies remain largely unaffected, demonstrating that
read latency is effectively decoupled from temporary com-
paction backlog.

This adaptive design enables operation within strict CPU
budgets while minimizing disk interference and maintaining



stable tail latency and availability.

5 Extending the Key-Value Abstraction for
Higher Level Semantics

5.1 Separating Metadata from Values: The
Key-Meta-Value Model

Although the storage engine exposes a key-value abstraction,
higher level database semantics often require finer-grained
access patterns. Depending on the data model and query type,
many databases need to read only specific metadata associ-
ated with a key in order to decide whether the key should be
included in the query result.

Common examples include expiration timestamps and
tombstone markers representing logical deletion. In such
cases, the database layer may only need to inspect metadata to
determine visibility, without accessing the full value payload.

If metadata is stored as part of the value, the storage engine
must read the entire value from disk and the database layer
must decode it, even when only metadata is required. For large
values, this results in unnecessary disk I/O and significant
decoding overhead. In latency-sensitive environments, such
waste directly impacts tail latency and CPU utilization.

To address this inefficiency, our storage engine adopts a key-
meta-value tuple model rather than a simple key-value pair.
Metadata is stored separately from the value, allowing the
upper-layer database logic to selectively read only metadata,
or both metadata and value when necessary.

This design reduces unnecessary disk reads, avoids decod-
ing costs for unused data, and enables early filtering decisions
during scans. In workloads where metadata-driven visibility
checks are common, such as time-to-live (TTL) enforcement
or logical deletion handling, this separation significantly im-
proves read efficiency.

5.2 Order-Preserving Encoding Instead of Cus-
tom Comparators

From the storage engine’s perspective, keys and values are
opaque binary objects. The engine performs comparisons
and ordered iteration without interpreting higher-level seman-
tics; encoding and ordering logic are handled entirely by the
database layer.

For structured data models, a storage key is typically a
composite of multiple attributes:

attr1 + attr2 + ... + attrN

Iteration over such keys naturally corresponds to:
ORDER BY attr1, attr2, ..., attrN

Two approaches can support this ordering. One is to se-
rialize the composite key (e.g., JSON, BSON, or Protobuf)
and implement a custom comparator that interprets the en-
coded key during comparisons. The other is order-preserving
encoding, where the binary representation is constructed so

that lexicographical byte order matches the desired attribute
ordering.

In practice, custom comparators introduce significant over-
head because each comparison requires a callback and par-
tial decoding. We observed this to be roughly an order of
magnitude slower than pure lexicographical comparison, and
therefore adopted order-preserving encoding.

In our encoding scheme, each attribute is encoded as: (1)
1-byte type indicator, and (2) variable-length encoded value.
The encoded attributes are then concatenated in attribute or-
der.

The type indicator specifies both the type of the following
binary representation and the cross-type ordering when an
attribute may hold values of different types. For example,
null < integer < binary. Certain special values such as
null, negative infinity, or positive infinity may consist solely
of a type indicator.

For fixed-width N-bit integers, unsigned values are encoded
directly in big-endian byte order, while signed values are first
mapped to the unsigned domain by adding 2(N−1) and then
encoded in big-endian form. Binary values use escape-based
termination: bytes from 0x1 to 0xff are stored as-is, 0x0 is
encoded as 0x0 0xff, and 0x0 0x0 terminates the field.

Floating-point values use dedicated type indicators for spe-
cial values such as infinity and NaN; regular numeric values
are canonicalized to IEEE 754 representation [25] and then
monotonically transformed by inverting all bits for negative
values and flipping only the sign bit for positive values. De-
scending order for an attribute is implemented by flipping
all bits of that attribute’s encoded representation, including
the type indicator. For example, for ORDER BY attr1 ASC,
attr2 DESC, only the encoded bytes of attr2 are bit-flipped.

With this approach, most data models expressible as com-
positions of primitive types can be supported without custom
comparator logic. The minor encoding overhead is negligible
compared to the runtime overhead of comparator callbacks.

5.3 Mitigating Version-Chain Amplification
under MVCC

Database logic often relies on multi-version concurrency con-
trol (MVCC) to support transaction isolation in a lock-free
manner. In particular, long-running ad-hoc queries that read
large portions of the database require a consistent snapshot
view of the data.

We implement MVCC by extending the order-preserving
encoding scheme described earlier. A hidden special attribute
representing the transaction version is appended as the last
component of the composite key. This attribute stores a trans-
action identifier as a 64-bit unsigned integer and is encoded
in descending order.

Because the version attribute is encoded in descending
order, keys sharing the same user-level attributes are ordered
from newest to oldest version. The database logic performs a



prefix iteration over keys with the same user-key prefix and
selects the version visible to the current transaction.

Over time, multiple versions accumulate for the same user
key. These stale versions are eventually reclaimed during
in-place compaction, as described in Section 6.

A pathological case arises when certain user keys are up-
dated frequently, resulting in long version chains. This can
significantly degrade read latency. Consider a query such as:

user_key >= 1 AND user_key <= 9

Assume that the type indicator for a 32-bit unsigned integer
user key is 0x08, and that the type indicator for the version
field is 0x0c. The version field is encoded in descending order,
so the entire encoded version attribute, including its type
indicator and unsigned big-endian value bytes, is bit-flipped.
We also assume that negative infinity and positive infinity
are represented by 0x00 and 0xff, respectively. Under order-
preserving encoding, the storage-layer iteration corresponds
to scanning all keys in the byte range:
08 00 00 00 01 00 to 08 00 00 00 09 ff.
Suppose there are ten distinct user keys in this range, and

each key has ten versions. If the database logic selects only
the latest version per user key, the storage engine traverses
100 physical keys but returns only 10 logical results.

To mitigate this inefficiency, we use a lower-bound seek
primitive provided by the storage engine. The database logic
defines a configurable threshold K. While iterating over keys
sharing the same user-key prefix, if more than K versions are
encountered, the database logic constructs a boundary key and
performs a lower-bound seek to skip the remaining versions
of that user key.

For example, if the current key is:
08 00 00 00 02 f3 ff ff ff ff ff ff ff f6,

which corresponds to user key 2 and version 9 after
descending-order encoding, the database logic constructs the
jump target:
08 00 00 00 02 ff

and performs a lower-bound seek to that key. Because this
target represents the lexicographical upper bound of all ver-
sions for that user key, iteration resumes at the next user key
without skipping any candidate that satisfies the user-level
predicate.

Sequential advancement to the next key costs O(1),
whereas a lower-bound seek costs O(logN). When the num-
ber of irrelevant versions that would otherwise be traversed ex-
ceeds the logarithmic seek cost, performing a jump becomes
beneficial. The threshold K captures this crossover point and
is tuned empirically based on workload characteristics. The
storage engine provides ordered iteration and seek primitives,
while version interpretation and jump decisions are handled
entirely by the database layer.

Figure 9(a) shows the version-chain length distribution
from an illustrative production keyspace snapshot. The major-
ity of user keys have very short chains: approximately 90%
have a single version, 99% have fewer than 10 versions, and

0.9

0.92

0.94

0.96

0.98

1

1 10 100 1000

C
D

F

Version-Chain Length

(a)

0

5

10

15

p50 p99 p99.9

Q
u

e
ry

 L
a

te
n

c
y
 (

m
s
)

w/o jump w/ jump

(b)

Figure 9: (a) Version-chain length CDF from an illustrative
production keyspace snapshot. (b) Range-scan latency com-
parison with MVCC jump disabled and enabled (K=10).

99.9% remain below 30. However, a small but non-negligible
tail exists, with some keys accumulating hundreds or even
up to 1,000 versions. These long chains typically arise from
skewed update patterns or hot keys and are sufficient to am-
plify range-scan costs.

Because we cannot disable the jump optimization in live
production without risking user impact, we evaluated its effect
offline by replaying production data. Figure 9(b) compares
range-scan latency with jump disabled and with K=10. Up
to p99 latency, the difference is negligible, reflecting that
most keys have short version chains. However, divergence
appears at p99.9 and beyond, where jump reduces tail latency
by approximately 65%. The magnitude of improvement varies
by workload; use cases with stronger update skew or hot-key
behavior exhibit more pronounced benefits.

5.4 Predicate-Based Jump for Partial Index
Matching

The version-based jump described above can be generalized
to predicate-based jump for partial index matching.

Consider a query:
A==1 AND C==2

The ideal solution is an index on attributes A and C. However,
maintaining a best-matching index for every query is often
impractical due to storage and write amplification costs.

Suppose the available index is composed of attributes A, B,
C. To serve the query, the system performs a prefix scan for
A==1 and applies a filter on C. Because there is no predicate
on B, the scan must traverse all B values for A==1. This results
in scanning many physical keys while returning few matches.

When attribute B has low cardinality and attribute C has
high cardinality, predicate-based jump reduces unnecessary
traversal.

Let the current key correspond to values (A=a, B=b, C=c).
1. If c<2, the database logic constructs a target key (A=a,

B=b, C=2) and issues a jump through the storage en-
gine’s lower-bound seek primitive.

2. If c>2, the database logic constructs a target key (A=a,
B=b, C=+infinity) and issues a jump. This causes the
iterator to advance to the next larger value of B for the
same A, effectively skipping all remaining C values for
the current B. The process then repeats from step 1.
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Figure 10: (a) p99.9 latency spikes. (b) Spikes mitigated with
predicate-based jump.

Because each jump target is constructed as a lower-bound
boundary within the composite key ordering, no qualifying
key is skipped. The same cost trade-off discussed in the
MVCC case applies here: a seek becomes beneficial when
it avoids traversing a sufficiently large number of irrelevant
keys.

Predicate-based jump uses the same threshold-based mech-
anism. A configurable threshold K is defined, and when filter
evaluation skips more than K consecutive entries during it-
eration, the database logic issues a lower-bound seek to a
predicate-derived boundary key, skipping only entries that
cannot satisfy the predicate. The threshold K is tuned em-
pirically per workload and is typically guided by the ratio
cardinality(C) / cardinality(B), which approximates
the expected number of entries scanned per qualifying result.

In practice, however, real production cases are often more
complex than this heuristic suggests. Consider a represen-
tative schema where attribute A is a user ID, B is a status
field with very low cardinality, and C is a last-modified times-
tamp with high cardinality. For a query of the form A==a AND
C>=c1 AND C<=c2, most users have only a few distinct {B,
C} combinations, and iteration overhead is negligible. For
these users, predicate-based jump is unnecessary and offers
no meaningful benefit.

However, a small number of power users exhibit highly
skewed update patterns: for a single value of B, the number
of distinct C values can be extremely large. Under such skew,
the query may scan millions of physical entries while return-
ing only a handful of results. As shown in Figure 10(a), this
manifests as rare but pronounced spikes at extreme tail laten-
cies (e.g., beyond p99.9). Although such users are rare, their
queries can dominate extreme-tail latency and violations of
service-level agreements (SLAs), and the large scans they trig-
ger can temporarily consume shared CPU and I/O resources,
affecting other requests.

Because this behavior does not occur for the vast major-
ity of users, introducing additional indexes solely to accom-
modate a small number of power users is not operationally
justifiable. Instead, we rely on configuration to selectively en-
able predicate-based jump with an appropriate threshold K. In
practice, K can be tuned so that the optimization is effectively
inactive for typical users with short attribute chains, while
activating for skewed workloads associated with power users.

As shown in Figure 10(b), enabling predicate-based jump
mitigates these tail spikes without affecting the common case.
The observed benefit varies significantly across use cases and
query patterns, but this approach allows us to mitigate ex-
treme scan amplification without incurring the global cost of
maintaining additional indexes.

6 Compaction as a Programmable Control
Surface

In a long-running production system, stale versions, expired
entries, and logically deleted keys inevitably accumulate, re-
quiring systematic cleanup. While conventional LSM de-
signs treat compaction primarily as a storage-level mecha-
nism for reclaiming space and reorganizing data, we elevate
compaction into a programmable control surface. During
compaction, each key-value entry is passed through database-
defined logic that determines whether it should be retained,
discarded, or transformed, allowing multiple background
maintenance tasks to be unified within a single storage-driven
pass.

6.1 TTL Enforcement and Version Garbage
Collection

TTL expiration and MVCC version garbage collection are
recurring maintenance tasks in a production database. Both
require examining key-level metadata and evaluating a visi-
bility condition to determine whether an entry should remain
logically present.

Rather than implementing separate background scanners,
we embed both mechanisms into programmable compaction.
During in-place compaction of the append-only B+tree, each
key-value entry is passed to database-defined logic that de-
codes metadata and evaluates expiration or version-visibility
rules. The logic returns a deterministic keep-or-drop decision,
and discarded entries are omitted from the newly constructed
tree. Cleanup is thus unified with a storage pass that would
occur regardless.

Expiration is enforced logically before physical reclama-
tion. Expired keys are invisible to reads according to repli-
cated metadata, while compaction reclaims space and reduces
future read amplification. Replica convergence semantics are
defined by database logic, not by the storage engine. De-
ployments may tolerate temporary divergence under local
expiration policies, but strict determinism requires deriving
expiration decisions from replicated state rather than local
wall-clock time. One implementation is to replicate times-
tamps through the Raft log, for example using a hybrid logical
clock (HLC) [27, 28], so that both logical expiration during
reads and physical removal during compaction make identical
decisions across replicas. Because compaction removes only
entries that are already logically invisible and applies only
transformations deterministic with respect to replicated state,
physical rewrites preserve logical equivalence across replicas.



Unifying TTL and version GC within compaction elimi-
nates redundant full-database scans, amortizes cleanup cost
under existing compaction scheduling, and avoids bursty back-
ground I/O, which is critical in CPU-constrained and multi-
tenant deployments.

6.2 Lazy Data Format Upgrade
Schema evolution and data format changes are inevitable
in long-lived production systems. New features may intro-
duce additional metadata fields, revised encodings, or struc-
tural changes to stored values. In a cloud-native distributed
database, a format change effectively entails keyspace migra-
tion. This goes beyond rewriting stored entries and requires
control-plane orchestration, including shard or replica pro-
visioning, online traffic catch-up, and an atomic switchover
without downtime. Executing such workflows under live pro-
duction load is complex, failure-prone, and resource-intensive.

Instead, we perform lazy data-format upgrades through
programmable compaction. Each key-value entry carries a
format version identifier in its metadata. During compaction,
the database-defined callback checks the version and rewrites
outdated entries into the current format before inserting them
into the reconstructed B+tree, while entries already in the
expected format are copied unchanged.

Because migration proceeds incrementally, the system must
temporarily support multiple format versions. Both read and
write paths recognize and correctly interpret legacy and cur-
rent formats during the transition period. Only after com-
paction has rewritten all remaining legacy entries can support
for the old format be safely removed.

This design amortizes migration cost across regular com-
paction cycles and avoids control-plane-driven keyspace mi-
gration solely for schema evolution. Upgrade work is bounded
by compaction scheduling policies, keeping CPU and I/O us-
age within operational budgets while enabling continuous
format evolution without maintenance windows or disruptive
resource spikes.

6.3 Anomaly Detection
Programmable compaction provides a natural control point
for anomaly detection. Because compaction scans live entries
within a key range and invokes database-defined logic for each
key, it can validate metadata and enforce invariants without
introducing separate validation passes.

One class of anomalies arises from application bugs. For
example, incorrect TTL calculations may generate expiration
timestamps far beyond the intended range, effectively creating
keys that never expire, or mistakenly use past timestamps that
cause entries to expire immediately. During compaction, the
database logic inspects expiration metadata and can clamp
invalid values, drop the entry, or emit diagnostic signals. Em-
bedding these checks into compaction prevents silent accumu-
lation of logically incorrect data without requiring dedicated
background scans.

Compaction also surfaces storage-level corruption. Al-
though replication protects durability, localized disk faults
can silently corrupt data on a single replica without immedi-
ately triggering failures. Such corruption may remain latent
until the affected entries are accessed, at which point recovery
becomes more disruptive. Because compaction systematically
decodes and rewrites entries, decoding failures or invariant vi-
olations can be detected deterministically during background
maintenance. The replica can then be marked unhealthy and
repaired through Raft recovery. Integrating anomaly detection
with compaction unifies correctness validation with storage
maintenance while keeping incremental CPU and I/O over-
head bounded by compaction scheduling.

7 Lessons Learned
Optimize for the replicated database, not the local storage
engine A key lesson is that the storage engine should not
be optimized as an isolated component once it becomes the
persistence layer of a replicated database. Local storage de-
cisions affect not only local read and write latency, but also
replication progress, recovery time, and observed availabil-
ity at the database layer. An optimization that improves a
local storage metric can still be harmful if it increases fore-
ground tail latency, delays recovery, or makes state transfer
less predictable.

This shifted our optimization target from the local storage
instance to the end-to-end database service built on top of
replication. In production, requests that exceed timeout bud-
gets are observed as failures, so extreme-tail latency is not
merely a storage outlier but a database availability event. Such
events are often dominated by uncommon workload-specific
cases, so rarity alone is not a reason to ignore them. We there-
fore prefer storage policies that provide predictable latency
and recovery behavior under tail conditions, even when they
sacrifice peak throughput or delay space reclamation.

Treat background work as a budgeted resource Back-
ground work is not free simply because it is asynchronous.
In a long-running database, maintenance work accumulates
continuously, and treating each task as a separate scanner
or rewrite path is dangerous at fleet scale. These tasks still
consume the same CPU, I/O bandwidth, and cache resources
needed by foreground traffic.

In practice, we treat background work as part of the fore-
ground resource budget. Rather than adding independent
maintenance passes, we fold cleanup, migration, and vali-
dation into programmable compaction, where scheduling and
throttling already exist. This also constrains the programming
model: callbacks must be deterministic with respect to repli-
cated state, bounded in cost, and safe to retry or abandon
during replica rebuild. Maintenance work should be budgeted
before it is optimized.

Prefer predictable interference over aggressive reclama-
tion In a multi-tenant deployment, write amplification is not



only a storage-efficiency metric; it is an interference source.
CPU and memory can be bounded with container limits, but
disk bandwidth and latency remain shared. A compaction pol-
icy that looks acceptable for one replica can still destabilize
co-located workloads if it generates bursty rewrite traffic.

This changed our view of reclamation. Immediate space
reclamation is not always the right production objective; dur-
ing peak load, it can be better to tolerate temporary space
amplification than to create unpredictable I/O interference.
Our append-only B+tree design made this trade-off practical
by allowing compaction to be delayed without making reads
pay for repeated merge work at query time. The broader les-
son is that compaction burstiness is an isolation concern, not
merely an internal storage-efficiency trade-off.

A minimal key-value API is too low-level, but a semantic
storage engine is too high-level A minimal key-value API
was too weak for our database services. With only get, set,
and iteration, the database layer often had to pay full scan or
decode cost even when its own semantics could rule out most
entries. These costs were most visible in tail-heavy workloads,
where rare amplification patterns dominated p99.9 latency
rather than average latency.

Pushing database semantics into the storage engine was
not the right answer either, because it would tie the engine
to a particular data model, transaction protocol, or query lan-
guage. The boundary that worked in production was to ex-
pose generic control primitives without embedding database-
specific semantics. The storage engine need not understand
MVCC visibility, TTL rules, or query predicates, but it must
expose enough structure for the database layer to avoid un-
necessary scan, decode, and rewrite work.

Separate engine-specific mechanisms from transferable
principles Our experience should be read at three levels.
The engine-specific lesson is lightweight snapshot binding:
stable roots in our append-only B+tree provide durable snap-
shot views for Raft log indices without copying or scanning
state. The conceptually portable lesson is read stability under
delayed compaction: we achieve it with one indexed B+tree
per logical sorted-run group, while a conventional LSM would
need an equivalent per-group index or read-path structure.
The broadly transferable lessons are the integration princi-
ples: specialize Raft log storage, use a bulk path for state
transfer, treat compaction as a bounded maintenance surface,
and expose generic control primitives without embedding
database-specific semantics.

8 Related Work
LSM-trees were introduced as write-optimized indexes that
buffer updates in memory and reconcile them through back-
ground merges over immutable on-disk sorted runs [34]. A
large body of work studies the LSM compaction design space,
including read/write amplification, filter memory allocation,
and tuning sensitivity under realistic workloads [14, 15, 31].

Recent work further identifies compaction as a major source
of performance variance and proposes scheduling or con-
trol mechanisms to reduce stalls and tail-latency spikes [9];
production experience from RocksDB similarly shows that
operational priorities shift from raw throughput toward space
amplification, CPU efficiency, and predictability under mixed
workloads [21, 22]. Other work improves LSM read-path and
range-query efficiency using range filters and alternative filter
organizations [17,33]. These systems primarily study storage-
engine internals, whereas our focus is on operating an LSM-
derived engine as the persistence layer of a replicated database
under production resource constraints. Distributed databases
commonly combine replication, transactions, and a local or-
dered store: Bigtable introduced sharded tablets backed by
memtables and immutable files [12], CockroachDB and TiDB
build transactional systems over Raft-replicated key-value
substrates [24, 41], and Aurora decouples compute from a
scale-out storage service that processes redo and storage op-
erations [42]. State machine replication via Raft defines a
replicated log and snapshotting for log truncation and state
transfer [35]. Higher-level systems also commonly encode
structured data into byte-ordered keys; FoundationDB’s tuple
layer and Record Layer are representative examples [1, 13].
Finally, production LSM engines expose compaction con-
trols and hooks, and prior experience reports show that com-
paction policy affects space amplification, CPU cost, and tail
latency [21, 22]. Our work focuses on the cross-layer lessons
that arise when local storage, consensus, state transfer, and
background maintenance are co-designed for a replicated
database.

9 Conclusion
Operating a key-value storage engine as the persistent state
machine of a large-scale distributed database reshapes tradi-
tional storage trade-offs. Local storage decisions surface as
database-level latency, recovery, availability, and multi-tenant
interference. As a result, production storage design must prior-
itize predictable tail latency, bounded background work, and
fast state transfer over peak throughput or aggressive space
reclamation alone.

Our experience shows that the storage layer should provide
cross-layer control without absorbing database-specific se-
mantics. Although several mechanisms rely on append-only
B+tree structures within our LSM-derived engine, the broader
lesson is transferable: once a storage engine becomes the per-
sistent backend of a replicated database, it must be designed
as part of the end-to-end system together with consensus,
recovery, and resource control.
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Case Data size # keys Avg. value size
(compressed) # shards

# server
instances
(replicas)

Avg. writes Peak writes Avg. reads Peak reads Avg. CPU util. Peak CPU util.

A 194 GB 148M 1.30 KB 15 90 1.1K/s 2.4K/s 2.7K/s 5.4K/s 6.7% 180.0%
B 3.6 TB 3.1B 1.16 KB 56 504 18.2K/s 47.4K/s 24.7K/s 34.0K/s 7.1% 52.1%
C 130 TB 177B 735 Bytes 500 3,000 1.1M/s 6.5M/s 1.5M/s 2.3M/s 30.5% 147.0%
D 5.2 TB 5.2B 1.04 KB 30 180 20.5K/s 41.5K/s 19.9K/s 39.3K/s 14.5% 62.9%
E 28.2 TB 9.2B 3.08 KB 64 384 38.5K/s 70.9K/s 71.3/s 1.1K/s 15.4% 63.7%
F 2.0 TB 5.6B 354 Bytes 4 24 1.3K/s 2.5K/s 2.0K/s 12.0K/s 25.8% 108.3%
G 1.8 TB 2.9B 615 Bytes 110 660 1.2K/s 10.2K/s 361K/s 533K/s 5.8% 57.0%
H 239 GB 321M 742 Bytes 3 27 1.9/s 312/s 132/s 5.5K/s 1.5% 82.5%
I 26.8 TB 38.6B 696 Bytes 192 1,152 61.8K/s 213K/s 9.2K/s 27.7K/s 8.9% 54.6%
J 140 GB 295M 474 Bytes 1 6 231/s 443/s 1.1K/s 2.1K/s 15.4% 110.0%
K 64.9 TB 59.2B 1.10 KB 144 864 31.2/s 952/s 337/s 2.5K/s 1.4% 81.0%
L 6.5 TB 10.5B 621 Bytes 375 3,375 5.7K/s 3.9M/s 888K/s 1.8M/s 3.3% 83.8%
M 13.4 TB 29.9B 445 Bytes 40 240 14.2K/s 22.6K/s 244K/s 370K/s 30.9% 132.5%
N 11.2 TB 16.8B 675 Bytes 280 1,680 128K/s 337K/s 229K/s 836K/s 27.3% 122.5%
O 120 TB 65.6B 1.85 KB 450 4,050 127K/s 290K/s 857K/s 2.7M/s 22.1% 128.3%

Table 4: Additional context for anonymized production measurement cases. Case labels match those used in the main text tables
and figures. The listed attributes provide coarse workload and configuration context for interpreting heterogeneous production
results, not for isolating the causal effect of any individual factor.

A Context for Production Measurements

The production measurements reported in this paper are drawn
from anonymized production cases. The case labels in this
appendix match the labels used in the main text tables and
figures. These cases come from heterogeneous production
deployments rather than controlled single-factor experiments.
The listed attributes are therefore intended to provide coarse
workload and configuration context for interpreting the re-
ported production results. They should not be read as isolat-
ing the causal effect of any individual factor. The detailed
attributes of the cases are summarized in Table 4.

The reported data size corresponds to the unique logical
dataset size of a keyspace, not the aggregate physical disk
footprint across all replicas. Each shard consists of multiple
server instances, or replicas. In our production deployments,
a shard typically has six to nine replicas. Therefore, the total
physical disk usage associated with a keyspace is approxi-
mately the unique dataset size multiplied by the number of
replicas per shard, plus any space amplification from Raft
logs and other storage overhead.

The reported value size refers to the size stored by the
storage engine after LZ4 compression. Value sizes can vary
widely within the same keyspace. In some deployments, mul-
tiple applications share a keyspace, and their value-size dis-
tributions can differ substantially. For example, even when
the average value size is around 1 KB, some applications may
mostly store values of roughly 100 bytes, while others may
store values larger than 1 MB. For this reason, the reported
value-size statistics should be interpreted only as coarse con-
text rather than as a uniform property of all requests in the
keyspace.

The read and write TPS values in the appendix are database-
level request rates. When interpreting these values at the shard
level, the per-shard TPS is the total TPS divided by the num-
ber of shards. Writes are replicated within a shard: every

Case Avg. writes Peak writes Avg. reads Peak reads
A 6.3K/s 20.0K/s 3.3K/s 27.2K/s
B 129K/s 250K/s 102K/s 252K/s
C 6.0M/s 36.1M/s 1.4M/s 13.1M/s
D 122K/s 259K/s 121K/s 248K/s
E 229K/s 422K/s 78K/s 212K/s
F 7.7K/s 15.1K/s 3.7K/s 6.7K/s
G 7.3K/s 61.1K/s 256K/s 553K/s
H 16.9/s 2.6K/s 120/s 4.6K/s
I 457K/s 921K/s 157K/s 330K/s
J 1.5K/s 2.7K/s 1.7K/s 2.5K/s
K 165/s 1.8K/s 324/s 2.4K/s
L 1.6K/s 35.6M/s 893K/s 8.3M/s
M 85.1K/s 132K/s 771K/s 1.3M/s
N 763K/s 1.7M/s 1.0M/s 1.2M/s
O 912K/s 1.9M/s 990K/s 1.5M/s

Table 5: Storage-engine-level request rates for anonymized
production cases. Each rate reports the aggregate request rate
observed at the storage engine interface, summed across all
replicas belonging to the corresponding keyspace.

committed write to a shard is applied by every replica in that
shard. Therefore, each replica observes the same write TPS as
the shard-level write TPS. Reads behave differently. Incoming
reads are distributed across replicas, so the sum of per-replica
read TPS corresponds to the shard-level read TPS. The exact
distribution of reads across replicas depends on the use case,
consistency requirements, routing policy, leader/follower read
configuration, and other operational factors, so we do not
assume a single general read-distribution model.

The database-level request rates should also not be inter-
preted as the number of operations executed by the storage
engine. The mapping between database requests and storage
engine operations is not one-to-one. A single database-level
write may trigger storage engine reads, for example to check
existing state, update secondary structures, or evaluate dedu-
plication opportunities. Conversely, write deduplication may
suppress some storage engine writes. For reads, a database-
level request may be served from an upper-layer cache without
reaching the storage engine, but it may also fan out into mul-



tiple storage engine operations, such as point lookups, range
scans, metadata reads, index lookups, or accesses to multiple
table-backed instances. As a result, storage engine operation
counts are usually higher than database-level request counts,
but they can also be lower for cache-heavy or deduplicated
workloads. Table 5 reports storage-engine-level request rates
for the anonymized cases where such measurements are avail-
able.

Finally, CPU utilization is reported relative to the regular
Kubernetes resource allocation of each replica. In some cases,
peak CPU utilization exceeds 100%. This indicates that the
replica temporarily used overprovisioned CPU resources be-
yond its regular allocation. Such behavior can occur when
spare CPU capacity is available on the host, but it should not
be interpreted as a guaranteed resource budget.
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