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Alibaba Cloud Storage Network

？

[1] NSDI 2021, When cloud storage meets RDMA
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Ø Engineering effort

Kernel TCP can satisfy them all, but ...

Requirements of Frontend Networks 

Ø Diverse software and 

hardware
Ø Large amount of connections 

for inter-DC communications
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Revisiting Kernel TCP
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❌ Legacy devices
❌ Large amount of connections

❌Performance issues
❌Compatibility

Solution: building our own user-space TCP - Luna

Beyond Kernel TCP
RDMA Existing User-space TCP

[1] NSDI’21, When Cloud Storage Meets RDMA
[2] NSDI’14, mTCP: A Highly Scalable User-level TCP Stack for Multicore Systems
[3] OSDI’14, IX: A Protected Dataplane Operating System for High Throughput and Low Latency

[1]

[2]

[3]
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Luna Architecture

Luna

NIC

App1 process App2 process

Thread 1 Thread 2 Thread 1
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… … …
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… …
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Batch-r2c
(similar to mTCP[1], IX[2])

Inline-r2c 

Thread Model: Run-to-completion

ev write()

rx_ring tx_ring

packets

events tasks

packets

callback()

epoll_wait()

rx_ring tx_ring

packets packets

write()callback()

[1] NSDI’14, mTCP: A Highly Scalable User-level TCP Stack for Multicore Systems
[2] OSDI’14, IX: A Protected Dataplane Operating System for High Throughput and Low Latency

rx_ring tx_ring

packets packets

callback() write()
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Batch-r2c Inline-r2c 

Thread Model: Run-to-completion

ev write()

rx_ring tx_ring

packets

events tasks

packets

callback()

epoll_wait()

rx_ring tx_ring

packets packets

callback() write()

✓ Pros: Compatibility
✗ Cons: Event framework overhead

✓ Pros: Performance
✗ Cons: Programing model change
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Transparent buffer management —— just like heap 

Memory Model: Cross-layer Zero-copy

😊

buffer

message

buffer
alloc()free()

write() & TxRx & read()

Zbuf pool

App logic

Luna & RPC

Zbuf pool

mem zone
2M page

…
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Traffic Model: Collaborate with Kernel Stack

ü Cohost with other Apps
ü Get rid of complex control 

plane implementation

LunaKernel
netlink

NIC SR-IOV / FlowDirector

TCPTCP, ARP, ICMP, …
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Luna

TCP/IP ARP,
Route TCP/IP

DPDKKernel Driver

NIC

TCP, ARP, ICMP, …

User-space

TCP/IP ARP,
Route

Kernel Driver

Other user-space 
TCP

✗Exclusive with kernel stack Apps
✗Complex control plane logic and

configuration
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Evaluation - in the field

Elastic Block Storage Table Store Service
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Ø Performance is the most critical
Ø No frequent upgrades

SidecarMicrokernel Dispatch r2c
LibOS

Design Choices: LibOS with R2C

LunaSnap APP Network Stack process thread

APP1 APP2 APP2APP1 APP2APP1 APP1 APP2
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High-performance, 
but complex

Simplified fast path
NewReno

Fast recovery
Simple, but works

pFabric,

pHost, 

…

Design Choices: Customized TCP

New transport 
protocols

Customized TCP
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Solar

Kernel TCP

LUNA

LUNA-customized 
RPC

Socket-like API,
batch-r2c,
copy on Tx

iov-oriented API,
inline-r2c,

Tx zero-copy

UDP-based,
multipath,

hardware offload,
DPU co-designed,

…

Network Evolution
(in Alibaba Cloud Storage)

default protocol

2019

new protocol to a larger scale

2018 2020
20

[1] SigComm 2022, From luna to solar
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Conclusion
Ø Luna, a user-space network designed for cloud storage service
Ø Network architecture of Alibaba Cloud Storage
Ø Three design pieces

• Thread model: run-to-completion
• Memory model: cross-layer zero-copy
• Traffic model: collaborate with kernel stack

Ø Discussion
• LibOS vs. Microkernel
• TCP and tailoring
• Evolution
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Thanks for Listening!
Q&A 

Email: mashu.ms@alibaba-inc.com
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