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About me
▶
▶

Joined Sinai in October 2011
Enjoying over 20 years in High Performance Computing (HPC)
– Deployed world’s 1st academic petaflop and world’s 3rd fastest machine
– Directed over 10 supercomputers for the National Science Foundation
– Directed the $120M National Institute for Computational Sciences for the
University of Tennessee at Oak Ridge National Laboratory
– Papers on global parallel file systems, scheduling, resilience, federated 2-factor

Kraken, world’s #3 in 2009

2

My background
▶

System Administrator @
–
–
–
–
–

Accu-Weather
Pennsylvania State University
University of Wisconsin
University of New Mexico
University of California – San Diego
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The Mount Sinai Health System

▶

▶

School of Medicine (est. 1968) and seven hospitals (est. 1852)
• School and hospital ranked in the top 20 by US News & World
Report
6th largest employer in NYC (35,000 employees) and $7B/year
– Over 7 million patients, 6,600 physicians, 2,000 residents/fellows
– 3,751 hospital beds and 2.6 million outpatient visits
– Over 18,000 babies born each year

Minerva Powers Research Towards
Non-Addictive Painkillers

The Filizola lab uses newly available structural information of
opioid receptors in computer simulations to discover/design
novel painkillers with reduced abuse liability.
Filizola & Devi, “How opioid drugs bind to receptors” Nature (2012) 485: 314-317
Filizola & Devi , “Grand Opening of Structure-Guided Design for Novel Opiates” TiPS (2013) 34(1):6-12
Negri, A. et al. “Discovery of a Novel Selective Kappa-Opioid Receptor Agonist Using Crystal Structure-Based Virtual Screening” J.Chem. Inf. & Model. (2013) 53: 521-526

Driving Personalized Cancer Therapy
▶

New program creates predictive network models for major types of cancer,
along with patient-specific subnetwork models

▶

By analyzing patient-specific mutations, the program aims to pinpoint the
most appropriate therapy for each individual patient

▶

Focused on recurrent late-stage cancers, including glioblastoma, head and
neck, pancreatic, breast, ovarian, and multiple myeloma

▶

Leveraging Mount Sinai’s supercomputer resources for the Big Data
analysis required to build the complex predictive models
“We can uncover what is happening
specifically in a patient’s tumor, what key
driver genes are mutated, what signaling
pathways are altered, and then whether we
can better match a given patient’s condition to
a more appropriate treatment”
Eric Schadt, PhD
Professor and Chair for Genetics and Genomic Sciences
Director of the Icahn Institute
6

Building world’s largest autism database
Autism Sequencing Consortium - Joseph Buxbaum
▶
▶

$7M partnership with the Broad Institute, Yale, CMU, Pitt,
UCSF, Toronto’s Hospital for Sick Children
Looking for the genetic mutations associated with autism
– About 100 such genes are known, and there appear to be about 500 such genes
total

– But they're rare: only about 10% of autistic people have a mutation
– So, to find most of the 500 genes, we need to study about 10,000 autistic
people
– Since we need to study parents too, we’ll study the DNA sequences of
30,000 people
– Each individual requires ~500 core-hours of computation, so the project requires
30,000 x 500 = ~15M core-hours and need 500 TB of data
▶

We seek to understand the interactions between genes that
cause autism, and identify key genes in these networks which
may be promising targets of medical intervention

Neurosurgery Simulation Core
Anthony B. Costa, Ph.D.
• Leverage technology to improve outcomes and reduce
complications in patients undergoing brain surgery

3D print of patient arterial vasculature in
collaboration with Dr. Priti Balchandani
(TMII) and the Mount Sinai Institute of
Technology’s Rapid Prototyping Group

3D model of patient pathology with
tumor, vessels, skull, skin, and
ventricles visible
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Scientific Computing @Sinai
▶

Founded in fall 2011

▶

Our mission is to accelerate scientific discovery by providing
researchers with high performance computational and data services
along with the human expertise for efficient and effective use of
these resources.
– Includes HPC, Clinical Databases, Mount Sinai Data
Warehouse, World Trade Center Health Data Management
groups
– Total of 60 FTEs
– Adding 15 more!
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HPC @Sinai
▶

Minerva’s infrastructure includes
–
–
–
–
–

▶

12,672 compute cores connected via IB
160 terabytes flash
11 petabytes of storage raw
TSM archival storage
GPFS, LSF

Minerva @Mount Sinai

Demeter’s data science/Hadoop
infrastructure includes
– 1,200 cores
– 12 terabytes of memory
– 3 petabytes of storage raw

▶

1,000 users in 14 departments
– 200 external users
– 2/3rd Genomics, 1/3rd Molecular
Dynamics

▶

Graduate class
– Introduction to Scientific Computing

High Performance Computing Team

Research Data Services
▶

Create and manage custom databases for clinical trial management:
– Over 70 databases used by researchers in 15 countries
– Over 200 trials in the Tisch Cancer Institute

▶

Manage databases, applications and infrastructure for:
– World Trade Center Health Monitoring Program with data on 35,000
9/11 responders
– Research pharmacy

▶
▶
▶

Create scheduling application for over 16 Sinai labs and services
Create and support applications and databases for Clinical and
Translational Science Award (CTSA)
Create and manage content for eLearning, research training system

Mount Sinai Data Warehouse
▶
▶
▶

Data collected since 2003 and over 1.9 billion data points/facts for
3.5+ million patients (tripling this size with the Continuum merger)
Manage 20 TB data warehouses
Provide data queries via:
– User query tool (over 800 searches/month)
– Custom data reports and data marts (over 100/month)

▶

Developing genome-based clinical decision support with EPIC

Why is partnering important?
http://memegenerator.net/instance/60354267

▶
▶

Effective way to “get things done”
A way to move your “business” forward
– The institution’s and yours

▶

When everyone is aligned, there is more:
– Productivity, opportunity, happiness

▶

And less:
– Stress, drama, wasted time
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Where do you fit in?
▶

What is the purpose of your
institution?

▶
▶

What are the goals?
What role does computing play in
the business?

▶

What are your goals?

▶

What motivates the researchers/
end users personally and
professionally?

▶

Is there an alignment of interests?

http://memegenerator.net/instance/60354267
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The Mount Sinai Health System
“The mission of the Mount Sinai Health System is to provide compassionate patient
care with seamless coordination and to advance medicine through unrivaled
education, research, and outreach in the many diverse communities we serve.”
http://www.mountsinaihealth.org/about-the-health-system/mission
▶

Scientific Computing is a powerful tool for research, education, healthcare
delivery
http://knowyourmeme.com/photos/19244-this-is-relevant-to-my-interests

▶

I enjoy:
– Helping with scientific discovery
– Developing ways to apply technology to
enable new capabilities
– Getting things done

▶

Interests are aligned

15

To partner with scientists productively: develop an
approach based on trust and mutual interest
1.

Need an understanding of
– Your local institutional culture
– What motivates each of the stakeholders individually, collectively and
institutionally

2.

Identify
– Facts about your service (objective view of usage, uptime, success)
– Metrics for success (ROI)

3.
4.

Get agreement on the metrics
Iterate
– It will take patience
– It will take trial and error

5.

Create advocates

http://collectivelyconscious.net/memes/im-telling-youthe-man-and-the-dog-are-definitely-working-together/
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Keys to building trust: Transparency
From nersc.gov
▶

Share system information and
usage statistics
– Real-time info online and on
monitors outside your office
– Individual/group compute and
storage usage available online
or emailed
– Monthly/quarterly/yearly
reports

▶

We share
– Uptime, utilization, individual
and whole machine usage, #
of open tickets and resolution
times
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Keys to building trust: Effective customer service
▶

The customer is always right!
– Acknowledge the pain and then find the root cause of the issue
– Find someone who speaks the same “language” or has more patience
– Build a rapport first, then suggest improvements to their workflow/setup/etc.

▶

Track issues with a ticket system
– Follow up!

▶

Provide regular user announcements
– Give adequate notice for preventative maintenance periods
– State the benefit of the outage to the users
– Explain truthfully what went wrong for unexpected outages

▶

Provide self-service tools such as documentation

“Your most unhappy customers are your greatest source of learning.”
Bill Gates
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Keys to building trust: Effective customer service 2
▶

Detect problems before users:

https://xkcd.com/1172/

– Run performance tests after installation to get
a baseline (CPU, I/O, etc.)
– Run test after outages and changes to verify
performance
– Monitor the system
– Test changes on a development system before
roll out
▶

Actively request feedback
– Conduct user surveys

▶

Provide training sessions
– The more users know, the better they can
solve their own problems

▶

Visit users for 1:1 meetings
– Listen and ask for concerns (will preempt
complaints)
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Keys to building trust: Communication
Creating advocates and sponsors
▶

Hold user group meetings
– Open discussion of usage, system issues, future plans

▶

Hold advisory board meetings
– Select key stakeholders who can advocate to upper management on your behalf
– Seek guidance/support on major decisions (relinquish contentious decisions)

▶

Hold allocation board meetings
– Distribute scarce resources in conjunction with the user community

▶

Develop and distribute an annual report
– Successes from the last year and plans for the next year

▶

Develop a longer term strategic plan
– Get agreement
on goals
– Determine costs
– Outline a path
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Keys to building trust: quantify your value and
know what you are optimizing for
▶

Understand the characteristics of your system
– It’s a scarce resource
– If unused, compute core hours are gone forever
– If storage is used then it prevents others from using it

▶

Understand the utility of your system
–
–
–
–

▶

How well your system is performing? How busy is it? How is it being used?
How much does it cost to run your system? How does it compare to AWS?
Other similar systems across the country and world?
How many user tickets do you get, how quickly are they resolved? Is there a
pattern?

Understand the goals of the users/sponsors/management
– Compute instantly but don’t care about wasted cycles?
– High throughput/utilization?

▶

What is the value that you bring?
– How can the system be optimized for the overall goal?
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Communicate your value
▶

Communicate the value of your system/service
– Communicate the value through allocations, speed up or cost avoidance
(compare costs with Amazon’s in monthly usage reports?)
– If perceived as “free”, others may not value it or understand its complexity/worth
– Importance of the unique human expertise that you bring

▶

Instead of computing/you being a “necessary evil”, is there a way to show
how you are making the user’s life easier for them?

“End users will demand things of a free resource that they would never dream
of asking from an equivalent resource that they pay for, simply because it
doesn't cost them anything to ask for it”
Troy Baer, BOfH
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Evaluating the service: metrics for success
Return on Investment (ROI)
▶

Which metrics are most important to your organization?

▶

Financial
– Your cost vs AWS (What is your cost/compute core hour and cost/TB of storage
and how do you compare with other services?)
– Savings through streamlined procedures or hardware/software reuse
– New funding

▶

Reputation
– Local: your users (Do you know whose opinions matter most?)
– National/international: papers, talks, advisory boards

▶

Service metrics
– Uptime, utilization, # of security incidents, # of open tickets, response time, etc.
– Happy users
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Sustainability
▶

Relevance
– Is the mission for you/your group intertwined with the company’s business?
– Do you have sponsors in upper management that will vouch for you/your group?
– Are there any entrepreneurial opportunities?

▶

Financial
– What is the model for survival?
– What/who does your company, your group and you depend on for funding?
– Are all the eggs in one basket?

▶

Intellectual
– Are there opportunities for you/your group to become diversified or more
embedded in the organization?
– How are you/your group/your organization innovating and evolving over time?
Are you competitive?
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Improve the service: continually reevaluate and
optimize
1.

Collect user requirements
– What do the users want?
– What do the users need?

2.
3.
4.
5.
6.
7.

Understand how the system is being used
Identify the goals of improving the service
Investigate best practices (at events like LISA! 8-))
Research technologies
Evaluate tradeoffs
Share plans/tradeoffs with end users and get buy-in
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Genomics sequencing @Mount Sinai
Challenge #1: Scheduling
▶

A typical job scheduling workflow for one genome…
– 10-20K jobs are submitted at once per user with each job only a few minutes long
– Workflow job managers (GATK) poll queue status continuously
• E.g. 20 workflow job managers each running qstat/bjobs every second indefinitely

– More jobs added as soon as old ones complete
▶

…creates scheduling and social challenges
– Scheduling jobs often takes longer than for the jobs to run
– Schedulers break from constant polling
– Frustration from users with longer-running jobs and inaccurate job start times
• Users overestimate job length and width because it can’t be accurately predicted
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Scientific Computing @Mount Sinai
Distribution of job width and length (8,000 cores)
Number of jobs run

4,500,000
4,000,000
3,500,000
3,000,000
2,500,000
2,000,000
1,500,000
6 days
5 days
4 days
3 days
2 days
1 day
8 hours
4 hours
2 hours
1 hour

1,000,000
500,000

Job length

1

2

4

8

16

32

64

128

640

1,280 3,840

Job size, core hours
•
•

7,680

99% of jobs used only 1 node and took 77% of the core hours
62% of jobs used only 1 core and took 17% of the core hours
Minerva Usage 1H2013
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Genomics sequencing @Mount Sinai
Challenge #2: I/O
▶

A typical I/O workflow for one genome…
– Creates a 200 GB directory with 0.5-1.2M files and 10K folders
– Thousands of processes/cores randomly access many tiny files (< 1KB)
• E.g. 2,000 cores (20 files/process/second) -> 100,000 IOPS

– Each job creates folders of folders of folders with files <1KB
– Inefficient scripting (‘ls –l’ in a directory with 10k files in a for loop)
▶

…creates file system and compute performance challenges
– No performance advantage from striped arrays since small files are << full stripe
– Lots of wasted disk space from small files occupying a full block
– Job runtime and “ls” are slow from overloaded metadata server
• Many recursive directories mean metadata entries larger than the inode itself!

Genomics workloads need scalability and high performance…
….but in a different way than traditional HPC jobs
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Supercomputing @Mount Sinai
Distribution of files sizes on 1.5 petabyte GPFS in
1H2013
▶

▶

▶

▶

93M out of 200M files are <1
KB and consume .007% of
the total disk space in
aggregate
All files <1MB consume only
1 TB in aggregate
9M out of 18M directories
only contain one file
Many directories >10K files

Decile

Max File
Size

Number of
Files

10%

3B

5.5 MM

20%

6B

32 MM

30%

10 B

17 MM

40%

39 B

20 MM

50%

340 B

19 MM

60%

2 KB

19 MM

70%

3.7 KB

19 MM

80%

17 KB

19 MM

90%

84 KB

19 MM

100%

5 TB

19 MM
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Supercomputing @Mount Sinai
Tuned systems improve user productivity
▶

Implemented tiering with GPFS for consistent, fast I/O performance
–
–
–
–

▶

Tiny files stored in the metadata (4K inodes)
160 TB of flash for all small files <4MB
Striped storage for large files
Migrate all files to striped storage over time

Deployed the LSF scheduler to handle the scalability
– Setup queues to allow users to run “next” (1.5X premium)

▶

Benchmarking applications improves the time to solution
– Benchmarked BWA (BurrowsWheelerAligner) (DNA) and TopHat/BowTie/SamTools
(RNA)
– 2-3X speedup depending on the architecture

▶

Working with code developers to improve file management and code
performance

Reference:
Kovatch, P., Costa, A., Giles, Z., Fluder, E., Cho, H., Mazurkova, S. (2015). Big
Omics Data Experience. Supercomputing 2015. DOI: 10.1145/2807591.2807595.
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Improve the service: influencing user behavior (and
productivity) through policies
▶

Give more control to the users
–
–
–
–
–

▶

Low priority queue: free
Medium priority queue: charged 1X or “normal” allocation
Premium priority queue: charged 1.5-2X allocation
Extra high priority queue: charged 1X with 2 hour time limit
User settable reservations: charged 2X

Allocation discounts to encourage larger jobs
– More efficient scheduling queuing largest jobs back-to-back once a week

▶

Communicate that accurate wall-clock time estimates mean better throughput

▶

Try to pool jobs together for better pricing (AWS)

References:
Samuel, T., Baer, T., Brook, R., Ezell, M., Kovatch, P. (2011). Scheduling diverse high
performance computing systems with the goal of maximizing utilization. High Performance
Computing, 1-6. DOI: 10.1109/HiPC.2011.6152723.
Yoshimoto, K., Kovatch, P., Andrews, P. (2005). Co-scheduling with user-settable reservations.
Job Scheduling Strategies for Parallel Processing, Lecture Notes in Computer Science Volume
3834. 146-156. Berlin/Heidelberg: Springer. DOI: 10.1007/11605300_7.
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Big Omics Data Engine (BODE)
▶

▶
▶

$2M NIH S10 award for
shared instrumentation
for genomics-based
research (PI: Kovatch)
25 PIs representing
$50M in NIH funding
Entered production in
February 2015 with:
– 5 petabytes of storage
– 2,484 Intel Haswell
compute cores in 207
nodes
– 13 terabytes of
memory

▶

Funded under NIH
ORIP award
#S10OD018522

Fast ramp up to high utilization

Children’s Health Exposure Analysis Resource
(CHEAR)
▶

$9M award from the National Institute of Environmental Health Sciences
(PI:Teitelbaum, Co-I: Kovatch, Gennings, McGuinness (RPI))

▶

Plus $1M from NYS
Children’s health is a combination of environmental and genetic factors

▶

– There are many children’s health studies—generally small study populations
– Biological samples from these studies will be analyzed for environmental
exposures in the CHEAR state-of-the-art-laboratories
– The data center will provide a national repository that will enable data
(questionnaire and biomarker) from these studies to be combined
– Advanced statistical and data science analysis services will be available
▶

Collaboration with Preventive Medicine’s WTC Data Center and RPI

▶

Funded under NIH NIEHS award #U2C ES026555

Clinical and Translational Science Award (CTSA)
▶

$33M award (PI: Sampson) plus $3M from NYS (PI: Kovatch)

▶

Building an Informatics for Integrating Biology and the Bedside (i2b2) data
warehouse that will:
– Enable Sinai to share de-identified data from the Mount Sinai Data Warehouse
with other CTSA sites
– Will improve patient recruitment for research studies

▶

Creating a de-identified image data warehouse that will:
– Enable researchers to perform feature extraction on images to improve computer
aided diagnosis software
– De-identifying 500 terabytes of images and storing on Minerva
– Working closely with Radiology and Imaging

▶

Funded under NIH NCATS #UL1TR001433
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Community Research Education and Engagement
for Data Science (CREEDS)
▶

$0.5M NIH award (Co-PIs: Kovatch, Sharp and Claudio) in response to R25
courses for skills development for biomedical big data

▶

We will train 50 graduate students for 2 weeks every summer for 3 years on:
– Scientific Computing (hands on experience with programming and computing)
– Genomics and the genomic sequencing pipeline (hands on)

▶

While in NYC, students will have field trips to:
–

▶

Other activities include:
–
–
–
–
–
–

▶

NY Genome Center, Weill Cornell, Columbia, Rockefeller, Einstein
PathoMap Activity with the subway microbiome researcher
Big Data and Genomics Trivia Night
Online community with Kipin Hall software
Course will be available at Coursera
Active recruitment of underrepresented groups
Mentorship for the crowd-sourced, real-life, interdisciplinary DREAM challenges
(http://dreamchallenges.org/)

Funded under NIH BD2K award #1R25EB020393-01A1
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Sinai’s newest degree:
Master of Science in Biomedical Informatics
▶

Why Biomedical Informatics at Mount Sinai?
– We will train individuals to be immediately productive in biomedical research and
clinical teams with our unique, practical approach focused on tackling biomedical
questions with computational and data skills
– Students will gain real-life experience with our academic and industry partners
through a capstone project that will accelerate job search and placement
– Areas of concentration: (1) Genetics and Genomic Sciences, (2) Structural and
Chemical Biology, (3) Systems Biology, (4) Design, Technology and Entrepreneurship
and (5) Translational Informatics

▶

Who is leading the program?
– Patricia Kovatch, Associate Dean for Scientific Computing
– Jason Shapiro, MD, FACEP, Associate Professor in the Department of Emergency
Medicine, Director of the Department's Emergency Medicine Informatics Fellowship
and Chief of the Division of Informatics

▶

Inaugural class: Fall 2016

▶

Applications are open now!

http://www.mssm.edu/msbmi
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Supercomputing 2015 Activities
▶

Computational and Data Challenges for Genomic Sequencing Workshop
– Organizers: Patricia Kovatch, Dan Stanzione (TACC), Jaroslaw Zola (U of
Buffalo), Ravi Madduri (ANL), Shane Canon (LBNL), Eric Stahlberg (NCI), Steve
Bailey (NIH), Matthew Vaughn (TACC), Kjiersten Fagnan (JGI)
– Sunday, November 15, 9:00AM - 12:30 PM in Hilton 406

▶

Computational Approaches for Cancer Workshop
– Organizers: Eric Stahlberg (NCI), Thomas J. Barr (Nationwide Children’s
Hospital), Patricia Kovatch (Mount Sinai)
– Sunday, November 15, 2:00 – 5:30 PM in Hilton 406

▶

Big Omics Data Experience technical paper
– Organizers: Patricia Kovatch, Anthony Costa, Zachary Giles, Eugene Fluder,
Hyung Min Cho, Svetlana Mazurkova (Mount Sinai)
– Wednesday, November 18 from 11:00-11:30 AM in room 18AB

▶

Impacting Cancer with HPC BOF
– Organizers: Eric Stahlberg (NCI), Thomas J. Barr (Nationwide Children’s
Hospital), Patricia Kovatch (Mount Sinai)
– Thursday, November 19 from 1:30-3:00 PM in room 15
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Thank you
▶

Join us!
We have 15 open positions for programmers, database experts,
system administrators, computational scientists, etc.

▶

patricia.kovatch@mssm.edu

▶

Randall Munroe http://xkcd.com/644/

