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Abstract

While cooperative DNS resolver systems,such as Co-
DNS,have demonstratedimprovedreliability andperfor-
manceover standardapproaches,their securityhasbeen
weaker, sinceany corruptionor misbehavior of a single
resolver caneasilypropagatethroughoutthesystem.We
addressthis weaknessin a new systemcalledCon�DNS,
whichaugmentsthecooperativelookupprocesswith con-
�gurable policies that utilize multi-site agreementand
per-site lookup histories. Not only doesCon�DNS pro-
vide bettersecuritythancooperative approaches,but for
up to 99.8%of uniquelookups,Con�DNS exceedsthe
securityof standardDNS resolvers. Con�DNS provides
thesebene�ts while retaining the other bene�ts of Co-
DNS,suchasincrementaldeployability, improvedperfor-
mance,andhigherreliability.

1 Intr oduction
Theuseof distributedcomputingto addressperformance
and reliability problemsin the Domain Name System
(DNS) [4] hasrecentlyreceivedmuchresearchattention,
and has spawned two widely-deployed distributed sys-
tems,CoDNS[5] andCoDoNS[7]. Bothof thesesystems
provideclientswith improvedreliability whenperforming
DNS lookupsby distributing the queriesacrossnodesin
the system.Thesesystemsfetch name-to-IPtranslations
from theexisting legacy DNS infrastructureasneededto
provideanupgradepathfor users.

Thesesystemscanbelesssecurethantraditionallocal
DNS resolvers when interactingwith vulnerablelegacy
DNS infrastructure.If any nodeperformsa DNS resolu-
tion andreceivesan incorrectanswer, thatanswercanbe
propagatedto othernodes,especiallyif the incorrectan-
sweris returnedquickly. The incorrectanswercanoccur
becauseof a failure or compromiseat a local DNS re-
solver, UDP packet spoo�ng whenthenodetriesto com-
municatewith anexternalDNS server, local site �ltering
policies, etc. CoDNS was designedto mitigate the im-
pact of poisonedDNS responsesby disallowing multi-
hop requestbrokering, and by intentionally performing
no caching. However, it was assumedthat the security
of suchsystemscouldnever beatthatof a local resolver,
sincecontentdistribution networks(CDNs)andloadbal-
ancerswill returndifferentDNSlookupresultsatdifferent
locations,makingit dif�cult to comparelookupresults.

Ratherthan being a fundamentaltradeoff in support-

ing legacy DNS while achieving betterreliability, worse
securityis not integral to cooperative DNS systems.We
show thatthescaleof cooperativeDNS systemscanpro-
videbettersecuritythanlegacy DNSresolversfor thevast
majorityof lookups.Wherescalecannotbeused,observ-
ing the historyof DNS lookupscanprovide someassur-
ancethat DNS replieshave not beenmodi�ed. Between
thesetwo options,fewer than1%of uniqueDNSlookups
needto tradesecurityfor reliability or performance.

Using CoDNStraf�c, we gatherinformationon DNS
usage,andperforma month-longstudyof namelookup
behavior usingmultiple vantagepoints. We observe how
DNS is usedby variouscontentproviders,how name-to-
IP mappingschangeover time,andhow somesites'DNS
resolverscanpoisonglobal DNS caches.Using the sta-
bility overtimeof name-to-IPmappingsand/ortheagree-
mentof namelookup resultsat multiple DNS resolvers,
we devise a rangeof securitypoliciesfor our new DNS
lookup system,Con�DNS. For eachpolicy, we show its
performanceandwhatfractionof namesit cansatisfy. In
its weakestcon�guration,Con�DNS providesbettersecu-
rity thanlocal DNS resolversalonefor 99.8%of unique
lookups,and92%canmeetsigni�cantly strongerrequire-
ments.Lookuptimesarecomparableto CoDNS,andare
muchbetterthanlocalDNS resolvers.

Con�DNS is incrementallydeployable,usingthesame
approachesasCoDNS,andrequiresno changeto theex-
istingglobalDNSinfrastructureto reapits bene�ts. It can
beinstalledasasimpleproxyon theclientor on thelocal
resolver, requiringnochangesto applications.

2 Overview
We �rst brie�y describeDNS, including our terminol-
ogy for its various components. DNS maps human-
readablemachinenamesto IP addressesusinga hierar-
chy of servers,eachof which is responsiblefor a portion
of theglobalnamespace.This system,calledtheserver-
side(global)DNS infrastructure,is run by theownersof
domainnames(e.g.,example.com)andby organizations
that run the top-level servers(e.g.,com) thatpoint to the
per-domainservers. Clients sendDNS lookupsto ma-
chineswithin their own organization,calledlocal (client-
side)DNS resolvers,or LDNS. Theseresolversperform
the queriesand cachethe results,sharinglookup over-
headacrossclients. The CoDNSsystemstemmedfrom
the observation that many DNS lookup delaysweredue
to failuresof thelocalresolvers.CoDNSbrokeredqueries



to peerDNS resolversat remotesiteswhenthe local re-
solversfailed,improving performanceandreliability.

Con�DNS tries to provide more con�dence in DNS
lookupsby using peerresolversat all times in order to
provideprotectionagainstcertainattacksandfailures,and
by usinglookup history to detectchangesin name-to-IP
mappings.Usersrun a Con�DNS agent,ideally on their
ownmachines,but it canberunona(possiblyshared)ma-
chineneartheuser(with someincreasedrisk). Thisagent
receivesDNS lookup requestsfrom the user, and sends
therequestto boththelocalDNSresolveraswell assome
numberof peerCon�DNS agentslocatedat remotesites
that usedifferentresolversthanthe client. Examplesof
policiesthat could be implementedin Con�DNS are(a)
the local resolver andat leastonepeermustagreeon the
result, (b) at leastthreepeersitesmust agree,(c) if no
peersagreewith the local resolver, the IP addressmust
not have changedin the pastweek,(d) if no peersagree
within 5 seconds,useany result.

2.1 Threat Model & Attacks Handled
Con�DNS is designedto protectagainstattacksor fail-
uresat theclient-sideDNSinfrastructure,includingcache
poisoningaswell as the compromise,spoo�ng, or non-
failstopfailureof the local DNS infrastructure[3]. Since
client-sideDNS infrastructureis also usedin coopera-
tive DNS lookup services,protectingthe client-sidein-
frastructurealsoreducesavenuesfor polluting theglobal
lookupsin cooperative DNS systems.We have seensev-
eralclient-sideresolverbehaviors thatcouldpolluteaco-
operative DNS service. In one scenario,we saw a site
administratorpolluteCoDNSby con�guring a resolver to
replyinstantlyto all requestswith theIP addressof alocal
webserver thatserveda pagesayingthattheresolverwas
being replaced. Unfortunately, if the browser expected
an imageandreceived this error message,the web page
displayedbrokenimageicons,causingproblems.Wealso
measuredthreeotherinstancesof pollution,whicharefur-
ther describedin Section3.1. In all of thesecases,the
resultswere returnedquickly, so any peerusing the re-
solversat thesesitescould�nd its own lookupspoisoned
in theprocess.

We ignore server-side attacksfor several reasons,in-
cluding self-interest– asthe developersof a CDN anda
namelookup servicethat is usedby the CDN, our most
pressingconcernis ensuringthe CDN doesnot weaken
security. Anotherpracticalissueis thatprotectingagainst
takeover of the server-side infrastructurerequiresmodi-
fying the global DNS infrastructure[2], and is beyond
ourcontrol.Wealsobelievethatserver-sidetakeoversare
easierto detectthanclient-sideproblems– if anattacker
compromisesa bank'sDNS serversandredirectsall traf-
�c to a spoofedWeb site, the bank's Web site will seea
sharpandeasily-detectabledropin activity. However, an

attacker who wantsto draw lessattentioncouldcompro-
miseanISP's resolver, andredirectonly lookupsfor one
bank– theresultingdropin traf�c maygo unnoticed.By
usinga client-sidesolutionthat requiresagreementfrom
multiple client sites,this kind of attackwould beineffec-
tive unlessconductedat scale. However, by attackingat
scale,it is alsomorelikely to becaught.

2.2 Applicability
If DNS was usedexactly as originally envisioned,with
only oneresultper nameno matterwherethe client re-
solves it, Con�DNS would be a trivial and obvious so-
lution to the problemsmentioned. We suspectthat the
reasonsomethinglike it doesnot alreadyexist is not that
the problemis small, but that researchers(including us)
hadassumedthattheuseof contentdistributionnetworks
(CDNs)andDNS-basedloadbalancerswould makesuch
a systemunworkable. Thesesystemsredirectclients to
nearbydatacenters,and often usevery short DNS re-
sponseTTLs to moreaggressively balanceloadandlocal-
ity. Particularlyfor CDNssuchasAkamai[1], thenumber
of possibleIPsreturnedperdomainnamecannumberin
thehundredsin thesesystems,sincethey will try to place
serversat mostlargeISPs.

The questionsthat determinethe applicability andef-
fectiveof Con�DNS is whatfractionof contentproviders
areusingthesetechniques,andhow do thesesystemsbe-
have in practice. While the answersto thesequestions
maychangeover time, we expectthat theWeb will con-
tinueto haveamix of siteshostedatsinglelocations,sites
at a small numberof datacenters,andsomesiteshosted
by commerciallarge-scaleCDNs.

3 ContinuousMonitoring
To createa DNS trace for analysis,we collecteddaily
datafrom all 400+ PlanetLab[6] nodesrunningCoDNS,
whichproducedlookupsfor over100Kuniquenamesper
day. Mostof this traf�c is generatedby theCoDeeNcon-
tentdistributionnetwork [8], whichservesover25million
requestsperdayto aglobalclientpopulationof over50K
daily users.To createa representative trace,we gathered
onemonthof data,andselectednamesbasedon how fre-
quently they appearedin the daily logs of CoDNS.The
namesthat occurreddaily containedvirtually all of the
Alexa top 500 Web site list, excluding some�nancial
sites.Notethatwe selectuniquenames,andweight their
chanceof inclusion in the list basedon how many days
they appearin our trace. The �nal list contains40,000
names– thesizewaschosento speedthelookupprocess.
For onemonth,we resolvedthesenamesat every Planet-
Labsite(about150onmostdays),at therateof onename
persecond.Thelist wasrandomizedonaper-sitebasisto
avoid overloadingany server-sideDNS infrastructure.

Figure 1(a) shows the TTL valuesfor thesenames–
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Figure1: TTL andlookuptime statisticsfor namesin theDNStrace.

mosthavecacheablelifetimesof 1 hourto 1 day, but asiz-
ablefraction includessub-hourTTLs, suggestingtheuse
of CDNs, load balancers,or dynamicDNS systemsfor
machineswithoutstaticIP addresses.Theaveragelookup
time (persite) for all 40K uniquenamesis shown in Fig-
ure1(b),with awiderangeof performance.Lookuptimes
for individual namesare bimodal – generallyrequiring
lessthan200msor morethan4 seconds.Thehigh lookup
timesre�ect retriesissuedafter a failure to receive a re-
sponse,andtheir fraction is shown in Figure1(c). Many
sitesrequireretriesonhalf their lookups,resultingin high
averagelookup times. Theseresultsare worsethan the
LDNS measurementsin CoDNSbecausethey re�ect the
increasedfailure rate for uncachedlookupsin the wide
area.Typical resolverswould have lower lookuptimesas
seenby their clients,dueto popularnamesbeingcached
andrequestedmultiple times.

3.1 CDNs and Data Centers
Con�DNS's protection-by-agreementdependson how
many sites receive the sameIP addressfor eachname.
Thenumberof IP addressesreturnedperhostnameis less
importantthantheirpattern.If adomainhastwo datacen-
terswith addressesIP1 andIP2, andreturnsoneIP based
on which datacenterit believesis closerto the DNS re-
solver, we saythat the hostnamehastwo regions. From
our 40K namelist, we �nd that 91.5%return the same
singleIP addressto all queries.Another4.2%returnmul-
tiple IP addresses,but returnthesamesetof IP addresses
to all queries.Thespeci�c orderof IPsmayvary to aid in
loadbalancing,but thecontentsof thesetarethesame.

The remaining4.3% of hostnamesare not automati-
cally out of reachfor Con�DNS – if they have relatively
few regions,we may have enoughCon�DNS peersin a
regionto reachagreement.CDNswith many regionsmay
usethesameregion continuouslyfor a particularISP, so
therate-of-changeof name-to-IPmappingsmaybelow.

The breakdown of the 1738 hostnameswith two or
moreregionsis shown in Figure2(a),divided into those

served by Akamai (347 hostnames)and the rest (1391
hostnames).ThedifferencebetweentheAkamaiandnon-
Akamairegion countsarequitesharp.Most non-Akamai
hostnameshaveonly two regions,andfew havemorethan
10 regions, while most Akamai-served hostnameshave
80-90regions,asseenfrom our150vantagepoints.

By comparingthenumberof sitesin eachregionversus
how many would appearin perfectly-balancedregions,
we calculatea region imbalancefactor for eachmulti-
regionednamein our trace.Giventhesetof regionswith
the numberof nodesper region, we calculatea geomet-
ric meanof a seriesof terms,whereeachterm is either
theratioof actualregionsizeto averageregionsize,or its
inverse,whichever is larger. For example,if a hostname
hasthreeregionswith 15, 55, and80 sites,its imbalance

ratio is 3

√

50

15
×

55

50
×

80

50
. This calculationis designedto

identify namesthathave grossimbalancesin thesizesof
their regions. While most nameshave region sizesthat
arewithin a factorof 2-4 of beingfully balanced,we see
a spike wherethe imbalanceratio exceeds12 – in these
cases,only onesitedisagreesover theIP address,andall
of theothersitesform asecondregion.

To get a sense of the origins of these heavily-
imbalancedregions, we countedhow often a site dis-
agreedwith all others,andshow thedaily averagefor the
top tensitesin Figure2(c). Theworstsitehasanaverage
of 469 hostnamesper day whoselookupsdiffer from all
others. This setof namesis fairly stable,andan exam-
ination of their contentssuggeststhat it is policy-driven
censorship,sincethey are resolved to IP addressesthat
provideno responses.Userswill beableto seeminglyre-
solvethename,but will beunableto contactany machine
at theaddress,andmayconcludetheserver doesnot ex-
ist. Thesecond-worstsiteappearsto haveatraf�c-snif �ng
virus checkerworking in conjunctionwith thelocal DNS
resolver. When it activates,all lookupsfrom the client
aredirectedto a local Webserverwith a messagewarning
thatyour client is infected.Unfortunately, thevirus snif-
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Figure2: Region informationfor namesmappingto multiple disjoint IP addresses
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(b) Names with 2-10 regions
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(c) Names with 10+ regions

Figure3: Rateof changefor name-to-IPmappings.Thebars,from bottomto top,arefor zerochanges,1 change,2-3
changes,4-14changes,and15+ changes(in white). Note: Y axis truncated to improve detail in first graph.

fer returnsfalsepositives,and indicatedthat our Linux-
basedboxes were infectedwith Windows viruses. The
third-worst site appearedto be having sporadicfailures,
andwasrandomlyreturningtheIP addressof theschool's
main Web server for queries,with no discerniblepattern
to its behavior. The remainingsitesshow no strongpat-
ternsof poisoning,with mostof theimbalancesstemming
from slowly-deployed changesin name-to-IPmappings.
In all of thesecases,any multi-site agreementpolicy in
Con�DNS would automaticallyprevent thesesitesfrom
poisoningthelookupresults.

3.2 IP Address Changes
By monitoringover a periodof 30 days,we canseehow
oftenname-to-IPmappingsreallychange.While pasthis-
tory is noguarantee,if amappinghasbeenthesamefor an
extendedperiodof time,usersmayhavemorecon�dence
in it. Conversely, apreviousstablemappingthatsuddenly
changesmaybecausefor concern– it maybe assimple
asa server beingreplacedor migrated,or it may be that
anattacker trying to divert traf�c.

We calculatethe rate of changeof name-to-IPmap-
pings during our test period by countingthe numberof
timesthereturnedIP differsfrom thepreviousday'svalue

oneachsite.Thechangecountsareshown in Figure3(a).
For eachsite,we groupnamesby thenumberof changes
observed,andrepresentthesecountsasastackedbar. For
example,node0 seesno changesfor 85%of names,one
changefor 7% of names,2-3 changesfor 3% of names,
4-14 changesfor 3% of names,and15 or morechanges
for the �nal 2% of names. At every site, more than
85% of namesdid not changeat all in 30 days. The re-
mainingbarsgroupthenumberof changesandshow that
while somenameschangeonvirtually every lookup,oth-
erschangemuchmoreslowly. We seethat mostnames
arestablefor a monthat a time,andmorethanhalf of the
namesthatchangearestablefor two weeks.On average,
only 2% of thesenameschangeIP addressesmorethan
onceperweek.

Figure 3(b) examinesnameswith a small numberof
regions,and indicatesthat even here,a large numberof
nameshave long periodsof stability – decisionsto send
clientsto nearbydatacentersarelikely to be stableover
time. Figure 3(c) shows the samestatisticsfor those
namesthatmapto morethan10 regions,includingmost
of theAkamai-serveddomains,somedomainsservedby
LimeLight Networks(anotherCDN), andothers.Thein-



0 50 100 150
0

200

400

600

800

1000

Sites Sorted by LDNS Lookup Time

A
ve

ra
g

e
 R

e
sp

o
n

se
 T

im
e

Figure4: CoDNS
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Figure5: 3 sitesfrom 10peers
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Figure6: 7 sitesfrom 30peers

creasein the countof zerochangesbeginningnearnode
100 is largely a function of the size and deploymentof
Akamai clusters– thesedo not appearto usehardware
load balancers,so the larger the cluster, the moreIP ad-
dressesgetexposedandrotated,causinghigh ratesof IP
addresschanges. In contrast,Google clusters,despite
having thousandsof nodes,advertiseonly a small num-
berof IP addressesasentrypoints.

4 Evaluation
We usethis datato evaluatea numberof Con�DNS poli-
cies,beginningwith policiesthatrelateonly to agreement,
and then combiningagreementand history. Our focus
in this evaluationwill be coverage(applicability)andla-
tency, sowefocusonhow many hostnamesandhow many
sitesbene�t from thevarioustypesof securitythediffer-
entpoliciesprovide.

We evaluate four agreementpolicies for Con�DNS,
varying thenumbersof sitesagreeingandpeersetsizes.
In onepolicy, we requirethat the agreementincludethe
localDNS,but in therest,thelocalDNSis justoneof the
sitesin the agreementprocess.In eachcase,we restrict
thenumberof peersthatcanbequeriedin orderto reach
agreement.Peersareselectedsolelyby lowestRTT value
from thenode.

All policiesareevaluatedon every node,andper-node
averagelatenciesfor a subsetof policiesarereportedin
Figures4– 6. The baselinepolicy, usingonly the local
DNS resolver, suffersfrom theproblemof retriesthatwe
describedin Section3. Likewise, thepolicy of requiring
that at leastoneothersite (out of the � ve closestpeers)
agreewith thelocal resolver hassimilar performancebe-
causethe local DNS lookup time is the bottleneck. A
simpli�ed form of the CoDNS policy is shown in Fig-
ure4, andtakesthe�rst responseof thelocal resolverand
thethreenearestpeers.Thequeriesto thepeersarestag-
geredusingthesamedelaysCoDNSusesin deployment.
It showsasigni�cant responsetimeimprovementoverthe
local DNS resolver, preciselybecauseit doesnot have to
wait on thelocal resolverwhenit is slow.

Themoreaggressiveagreementpoliciesfor Con�DNS
require3 of the10closessitesagreeing(Figure5), 5 sites

# DaysIP is Stable
none 2-3 7 15 30

LDNS only 1 2 3 3 4
3 peers 2 3 3 4 4

LDNS + 1 3 3 4 4 5
5 peers 3 4 4 5 5
7 peers 4 4 5 5 6

Table1: For simpleranalysis,we linearizeandcollapse
therangeof protectionpoliciesdown to singlevalues,as
shown above. Highernumbersindicatebetterprotection
thanlowernumbers.

outof 20agreeing(notshown), or 7 sitesoutof 30agree-
ing (Figure 6). For practicality, we staggerlookups in
thesepoliciesat therateof 1000msevery 10 lookupsfor
fairness.A policy of takingeitherthelocal DNS resolver
andonepeer, or 3 otherpeers,is not shown becauseits
latency characteristicsareidenticalto Figure5. Themost
importantlatency observationfor thesemoresecurepoli-
ciesis that they performmuchbetterthanlocal DNS re-
solvers,andarein factgenerallybetterthanCoDNS.The
3-agreementpolicy performssurprisinglywell, with an
averagelatency almosthalf of CoDNS's.

We combineagreementand rate-of-changeto deter-
minethespectrumof protectionpoliciesthatarepossible,
andhow many hostnamesper site can be satis�ed with
each.To simplify theanalysis,we linearizethe rangeof
possibilities,asshown in Table1. Theprocessof assign-
ing valuesto policies is subjective, but our goal was to
give an ideaof thestrengthof combinations,with higher
numbersindicatingbetterprotection.Theper-nodebreak-
down for eachlabelis shown in Figure7.

Theaveragebreakdownfor lookupsthatsatisfyonly la-
bel 1 (local DNS only) averagesonly 0.18%,which indi-
catesthatCon�DNS improvesthesecurityof 99.82%(on
average)of uniquelookupsfrom our collection of van-
tagepoints. Even if we pick a strongersecurityrequire-
ment,suchaslabel4, which indicatessevenpeersagree-
ing, 30 daysof stability, or someintermediatecombina-



0 50 100 150
85

90

95

100

Sites Sorted by Label 6 Count

%
 H

os
tn

am
es

 b
y 

La
be

l

Figure7: Breakdown of linearizedpolicy labelsby node.
The bottom bar is linearized label 6, and the top bar
(white) is label1. Note: Y axis truncated to show detail

tions, Con�DNS is ableto satisfy99.63%of the unique
lookups.Eventhestrongestpolicy, with 7 peersagreeing
and the lookup beingstablefor 30 days,still works for
over 92% of uniquelookupson average.As we showed
in theearlierresults,this extra securitydoesnot comeat
a high latency cost– latency is betterthanLDNS alone,
andis comparableto CoDNS.

By usinga policy that usesthe bestavailablesecurity
and reverts to LDNS otherwise,Con�DNS can provide
security that is never worsethan LDNS. Usersthat are
interestedin lookupswith securitythat is strictly better
thanLDNS will not be able to resolve 0.18%of unique
names,assumingpolicies that meetat leastlabel 2. To
understandthe typesof namesaffected,we breakdown
this fraction into threecategories,asshown in Figure8:
thoseserved by Akamai, thoseserved using Akamai's
DNS service,and other assortednames. Dependingon
how muchtrusttheuserhasin oneor moreof theseCDNs
or DNS services,they couldwhitelist thesenamesto fur-
ther improve resolvability. The whitelist could take sev-
eral forms,rangingfrom automaticallywhitelistingthese
names,whitelistingthemif they fail to meetothersecurity
policies,or evenwhitelistingthemaslong asthey mapto
agivensetof vettedIP addresses.A full discussionof the
optionsandtheir implicationsis beyondthescopeof this
paper.

5 Conclusion
We show thatby usingpeeragreementandstoringsome
past history, our new cooperative resolver, Con�DNS,
canprovide bettersecuritythanbothtraditionalDNS re-
solversaswell asthepreviouscooperativeapproachesfor
thevastmajority of domainnames.This studyalsopro-
videsuswith informationon therealusageof DNS map-
pings,at avarietyof domainsrangingfrom small,singly-
hostedsitesto sophisticatedreplicateddatacenterswith
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Figure8: Breakdown of namesin policy label1

DNS redirection,and �nally to commercialthird-party
contentdistribution networks. In all cases,we �nd that it
is possibleto leveragescale,history, or both,andprovide
a muchmoresecureresultthanlocal DNS alone. All of
thesebene�ts areobtainedwithout changingany server-
sideDNSinfrastructure,makingCon�DNS incrementally
deployable,requiringonly aminimalagentrunningonei-
therclient machinesor onclient-sideresolvers.
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