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Figure 6: Postmark results for SVSDS

increase in the system time is because of the hash ta-

ble lookups during CREATE PTR and DELETE PTR calls.

The decrease in the wait time is because, Ext2TSD does

not take into account future growth of files while allocat-

ing space for files. This decrease in wait time allowed

Ext2TSD to perform slight better than Ext2 file system

on a regular disk, but would have had a more significant

impact in a benchmark with files that grow.

For Ext2Ver(md), elapsed time is observed to have no

overhead, system time is 4 times more and wait time is

20% less than that of Ext2. The increase in system time

is due to the additional hash table lookups to locate en-

tries in the T-TABLE. The decrease in wait time is due to

better spacial locality and increased number of requests

being merged inside the disk. This is because the ran-

dom writes (i.e., writing inode block along with writing

the newly allocated block) were converted to sequential

writes due to copy-on-write in versioning.

For Ext2Ver(all), The system time is 4 times more and

wait time is 20% less that of Ext2. The wait time in

Ext2Ver(all) does not have any observable overhead over

the wait time in Ext2Ver(md). Hence, it is not possible

to explain for the slight increase in the wait time.

6.3 OpenSSH Compile

To show the space overheads of a typical program in-

staller, we compiled the OpenSSH source code. We used

OpenSSH version 4.5, and analyzed the overheads of

Ext2 on a regular disk, Ext2TSD on a TSD, and meta-

data and all data versioning in Ext2TSD on SVSDS

for the untar, configure, and make stages combined.

Since the entire benchmark completed in 60–65 seconds,

we used a 2 second versioning interval to create more

versions of blocks. On an average, 10 versions were

created. This is because the pdflush deamon starts writ-

ing the modified file system blocks to disk after 30 sec-

onds. As a result, the disk does not get any write request

for blocks during the first 30 seconds of the OpenSSH

Compile benchmark. The amount of data generated by

this benchmark was 16MB. The results for the OpenSSH

compilation are shown in Figure 7.
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Figure 7: OpenSSH Compile Results for SVSDS

For Ext2TSD, we recorded a insignificant increase in

elapsed time and system time, and a 108% increase in the

wait time over Ext2. Since the elapsed and system times

are similar, it is not possible to quantify for the increase

in wait time.

For Ext2Ver(md), we recorded a 7% increase in

elapsed time, and a 41% increase in system time over

Ext2. The increase in system time overhead is due to the

additional hash table lookups by SVL to remap the read

and write requests. Ext2Ver(md) consumed 496KB of

additional disk space to store the versions.

For Ext2Ver(all), we recorded a 7% increase in

elapsed time, and a 39% increase in system time over

Ext2. Ext2Ver(all) consumes 15MB of additional space

to store the versions. The overhead of storing versions

is 95%. From this benchmark, we can clearly see that

the versioning all data inside the disk is not very useful,

especially for program installers.
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6.4 Kernel Compile

To simulate a CPU-intensive user workload, we com-

piled the Linux kernel source code. We used a vanilla

Linux 2.6.15 kernel and analyzed the overheads of

Ext2TSD on a TSD and Ext2TSD on SVSDS with ver-

sioning of all blocks and selective versioning of meta-

data blocks against regular Ext2, for the untar, make

oldconfig, and make operations combined. We used

30 second versioning interval and 78 versions were cre-

ated during this benchmark. The results are shown in

Figure 8.
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Figure 8: Kernel Compile results for SVSDS.

For Ext2TSD, elapsed time is observed to be the same,

system time overhead is 4% lower and wait time is lower

by 24% than that of Ext2. The decrease in the wait time

is because Ext2TSD does not consider future growth of

files while allocating new blocks.

For Ext2Ver(md), elapsed time is observed to be the

same, system time overhead is 5%, and wait time is lower

by 6% than that of Ext2. The increase in wait time in re-

lation to ext2TSD is due to versioning meta-data blocks

which affect the locality of the stored files. The space

overhead of versioning meta-data blocks is 51 MB.

For Ext2Ver(all), elapsed time is observed to be indis-

tinguishable, system time overhead is 10% higher than

that of Ext2. The increase in system time is due to the ad-

ditional hash table lookups required for storing the map-

ping information in the V-TABLE. The space overhead of

versioning all blocks is 181 MB.

7 Related Work

SVSDS borrows ideas from many of the previous works.

The idea of versioning at the granularity of files has been

explored in many file systems [6, 10, 12, 15, 19]. These

file systems maintain previous versions of files primarily

to help users to recover from their mistakes. The main

advantage of SVSDS over these systems is that, it is de-

coupled from the client operating system. This helps in

protecting the versioned data, even in the event of an in-

trusion or an operating system compromise. The virtu-

alization of disk address space has been implemented in

several systems [3, 7, 9, 13, 21]. For example, the Log-

ical disk [3] separated the file-system implementation

from the disk characteristics by providing a logical view

of the block device. The Storage Virtualization Layer

in SVSDS is analogous to their logical disk layer. The

operation-based constraints in SVSDS is a scaled down

version of access control mechanisms. We now compare

and contrast SVSDS with other disk-level data protection

systems: S4 [20], TRAP [23], and Peabody [7].

The Self-Securing Storage System (S4) is an object-

based disk that internally audits all requests that arrive

at the disk. It protects data in compromised systems by

combining log-structuring with journal-based meta-data

versioning to prevent intruders from tampering or per-

manently deleting the data stored on the disk. SVSDS

on the other hand, is a block-based disk that protect data

by transparently versioning blocks inside the disk. The

guarantees provided by S4 hold true only during the win-

dow of time in which it versions the data. When the disk

runs out of storage space, S4 stops versioning data un-

til the cleaner thread can free up space for versioning

to continue. As S4 is designed to aid in intrusion di-

agnosis and recovery, it does not provide any flexibility

to users to version files (i.e, objects) inside the disk. In

contrast, SVSDS allows users to select files and direc-

tories for versioning inside the disk. The disadvantage

with S4 is that, it does not provide any protection mech-

anism to prevent modifications to stored data during in-

trusions and always depends on the versioned data to re-

cover from intrusions. In contrast, SVSDS attempts to

prevent modifications to stored data during intrusions by

enforcing operation-based constraints on system and log

files.

Timely Recovery to any Point-in-time (TRAP) is a

disk array architecture that provides data recovery in

three different modes. The three modes are: TRAP-1

that takes snapshots at periodic time intervals; TRAP-

3 that provides timely recovery to any point in time at

the block device level (this mode is popularly known as

Continuous Data Protection in storage); TRAP-4 is sim-

ilar to RAID-5, where a log of the parities is kept for

each block write. The disadvantage with this system is
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that, it cannot provide TRAP-2 (data protection at the

file-level) as their block-based disk lacks semantic infor-

mation about the data stored in the disk blocks. Hence,

TRAP ends up versioning all the blocks. TRAP-1 is

similar to our current implementation where an adminis-

trator can choose a particular interval to version blocks.

We have implemented TRAP-2, or file-level versioning

inside the disk as SVSDS has semantic information about

blocks stored on the disk through pointers. TRAP-3 is

similar to the mode in SVSDS where the time between

creating versions is set to zero. Since SVSDS runs on

a local disk, it cannot implement the TRAP-4 level of

versioning.

Peabody is a network block storage device, that vir-

tualizes the disk space to provide the illusion of a sin-

gle large disk to the clients. It maintains a centralized

repository of sectors and tries to reduce the space utiliza-

tion by coalescing blocks across multiple virtual disks

that contain the same data. This is done to improve the

cache utilization and to reduce the total amount of stor-

age space. Peabody versions data by maintaining write

logs and transaction logs. The write logs stores the pre-

vious contents of blocks before they are overwritten, and

the transaction logs contain information about when the

block was written, location of the block, and the con-

tent hashes of the blocks. The disadvantage with this ap-

proach is that it cannot selectively versions blocks inside

the disk.

8 Conclusions

Data protection against attackers with OS root privileges

is fundamentally a hard problem. While there are nu-

merous security mechanisms that can protect data under

various threat scenarios, only very few of them can be ef-

fective when the OS is compromised. In view of the fact

that it is virtually impossible to eliminate all vulnerabil-

ities in the OS, it is useful to explore how best we can

recover from damages once a vulnerability exploit has

been detected. In this paper, we have taken this direc-

tion and explored how a disk-level recovery mechanism

can be implemented, while still allowing flexible policies

in tune with the higher-level abstractions of data. We

have also shown how the disk system can enforce simple

constraints that can effectively protect key executables

and log files. Our solution that combines the advantages

of a software and a hardware-level mechanism proves to

be an effective choice against alternative methods. Our

evaluation of our prototype implementation of SVSDS

shows that performance overheads are negligible for nor-

mal user workloads.

Future Work . Our current design supports reverting

the entire disk state to an older version. In future, we

plan to work on supporting more fine-grained recovery

policies to revert specific files or directories to their older

versions. SVSDS in its current form, relies on the admin-

istrator to detect an intrusion and revert back to a previ-

ously known safe state. We plan to build a storage-based

intrusion detection system [14] inside SVSDS. Our sys-

tem would do better than the system developed by Pen-

nington et al. [14] as we also have data dependencies

conveyed through pointers. We also plan to explore more

operation-based constraints that can be supported at the

disk-level.
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