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Figure 4: Screen captures of the detection engine VM monitoring interface (a) and the web management portal which

provides access to forensic data and threat reports (b).

ular engine when demand for its services increase.

Our current implementation employs 12 engines: 10
traditional antivirus engines (Avast, AVG, BitDefender,
ClamAV, F-Prot, F-Secure, Kaspersky, McAfee, Syman-
tec, and Trend Micro) and 2 behavioral engines (Nor-
man Sandbox and CWSandbox). The exact version of
each detection engine is listed in Figure 1(a). 9 of the
backend engines run in a Windows XP environment us-
ing Xen’s HVM capabilities while the other 3 run in a
Gentoo Linux environment using Xen domU paravirtu-
alization. Implementing each particular engine for the
backend is a simple task and extending the backend with
additional engines in the future is equally as simple. For
reference, the amount of code required for each engine is
42 lines of python code on average with a median of 26
lines of code.

5.3 Management Interface

The third component is a management interface which
provides access to the forensics archive, policy enforce-
ment, alerting, and report generation. These inter-
faces are exposed to network administrators via a web-
based management interface. The web interface is im-
plemented using Cherrypy, a python web development
framework. A screen capture of the dashboard of the
management interface is depicted in Figure 4.

The centralized management and network-based ar-
chitecture allows for administrators to enforce network-
wide policies and define alerts when those policies are
violated. Alerts are defined through a flexible specifica-
tion language consisting of attributes describing an ac-
cess request from the host agent and boolean predicates
similar to an SQL WHERE clause. The specification
language allows for notification for triggered alerts (via
email, syslog, SNMP) and enforcement of administrator-
defined policies.

For example, network administrators may desire to
block certain applications from being used on end hosts.
While these unwanted applications may not be explic-
itly malicious, they may have a negative effect on host or
network performance or be against acceptable use poli-
cies. We observed several classes of these potentially
unwanted applications in our production deployment in-
cluding P2P applications (uTorrent, Limewire, etc) and
multi-player gaming (World of Warcraft, online poker,
etc). Other policies can be defined to reinforce prudent
security practices, such as blocking the user from execut-
ing attachments from an email application.

6 Evaluation

In this section, we provide an evaluation of the proposed
architecture through two distinct sources of data. The
first source is a dataset of malicious software collected
over a period of a year. Using this dataset, we evaluate
the effectiveness of N-version protection and retrospec-
tive detection. We also utilize this malware dataset to
empirically quantify the size of vulnerability window.

The second data source is derived from a production
deployment of the system on a campus network in com-
puter labs spanning multiple departments for a period of
over 6 months. We use the data collected from this de-
ployment to explore the performance characteristics of
CloudAV. For example, we analyze the number of files
handled by the network service, the utility of the caching
system, and the time it takes the detection engines to ana-
lyze individual files. In addition, we use deployment data
to demonstrate the forensics capabilities of the approach.
We detail two real-world case studies from the deploy-
ment, one involving an infection by malicious software
and one involving a suspicious, yet legitimate executable.
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Engines || 3 Months | 1 Month | 1 Week
1 73.9% 63.1% 59.6%
2 87.7% 81.0% 77.6%
3 92.0% 87.8% 84.8%
4 93.8% 90.9% 88.4%
5 94.8% 92.4% 90.5%
6 95.4% 93.4% 91.8%
7 95.9% 94.0% 92.8%
8 96.2% 94.5% 93.5%
9 96.5% 94.8% 94.0%
10 96.7% 95.0% 94.4%
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Figure 5: The average detection coverage for the various datasets (a) and the continuous coverage over time (b) when

a given number of engines are used in parallel.

6.1 Malware Dataset Results

The first component of the evaluation is based on a mal-
ware dataset obtained through Arbor Network’s Arbor
Malware Library (AML) [20]. AML is composed of mal-
ware collected using a variety of techniques such as dis-
tributed darknet honeypots, spam traps, and honeyclient
spidering. The use of a diverse set of collection tech-
niques means that the malware samples are more rep-
resentative of threats faced by end hosts than malware
datasets collected using only a single collection method-
ology such as Nepenthes [3]. The AML dataset used in
this paper consists of 7220 unique malware samples col-
lected over a period of one year (November 12th, 2006 to
November 11th, 2007). An average of 20 samples were
collected each day with a standard deviation of 19.6 sam-
ples.

6.1.1 N-Version Protection

We used the AML malware dataset to assess the effec-
tiveness of a set of heterogeneous detection engines. Fig-
ure 5(a) and (b) show the overall detection rate across dif-
ferent time ranges of malware samples as the number of
detection engines is increased. The detection rates were
determined by looking at the average performance across
all combinations of N engines for a given N. For exam-
ple, the average detection rate across all combinations of
two detection engines over the most recent 3 months of
malware was 87.7%.

Figure 5(a) demonstrates how the use of multiple het-
erogeneous engines allows CloudAV to significantly im-
prove the aggregate detection rate. Figure 5(b) shows the
detection rate over malware samples ranging from one
day old to one year old. The graph shows how using

ten engines can increase the detection rate for the entire
year-long AML dataset as high as 98%.

The graph also reveals that CloudAV significantly im-
proves the detection rate of more recent malware. When
a single antivirus engine is used, the detection rate de-
grades from 82% against a year old dataset to 52%
against a day old dataset (a decrease of 30%). How-
ever, using ten antivirus engines the detection coverage
only goes from 98% down to 88% (a decrease of only
10%). These results show that not only do multiple en-
gines complement each other to provide a higher detec-
tion rate, but the combination has resistance to coverage
degradation as the encountered threats become more re-
cent. As the most recent threats are typically the most
important, a detection rate of 88% versus 52% is a sig-
nificant advantage.

Another noticeable feature of Figure 5 is the decrease
in incremental coverage. Moving from 1 to 2 engines
results in a large jump in detection rate, moving from
2 to 3 is smaller, moving from 3 to 4 is even smaller,
and so on. The diminishing marginal utility of additional
engines shows that a practical balance may be reached
between detection coverage and licensing costs, which
we discuss further in Section 7.

In addition to the averages presented in Figure 5, the
minimum and maximum detection coverage for a given
number of engines is of interest. For the one week time
range, the maximum detection coverage when using only
a single engine is 78.6% (Kaspersky) and the minimum
is 39.7% (Avast). When using 3 engines in parallel,
the maximum detection coverage is 93.6% (BitDefender,
Kaspersky, and Trend Micro) and the minimum is 69.1%
(ClamAY, F-Prot, and McAfee). However, the optimal
combination of antivirus vendors to achieve the most
comprehensive protection against malware may not be
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a simple measure of total detection coverage. Rather, a
number of complex factors may influence the best choice
of detection engines, including the types of threats most
commonly faced by the hosts being protected, the algo-
rithms used for detection by a particular vendor, the ven-
dor’s response time to 0-day malware, and the collection
methodology and visibility employed by the vendor to
collect new malware.

6.2 Retrospective Detection

We also used the AML malware dataset to understand the
utility of retrospective detection. Recall that retrospec-
tive detection is the ability to use historical information
and archived files stored by CloudAV to retrospectively
detect and identify hosts infected that with malware that
has previously gone undetected. Retrospective detection
is an especially important post-infection defense against
0-day threats and is independent of the number or vendor
of antivirus engines employed. Imagine a polymorphic
threat not detected by any antivirus or behavioral engine
that infects a few hosts on a network. In the host-based
antivirus paradigm, those hosts could become infected,
have their antivirus software disabled, and continue to be
infected indefinitely.

In the proposed system, the infected file would be
sent to the network service for analysis, deemed clean,
archived at the network service, and the host would be-
come infected. Then, when any of the antivirus ven-
dors update their signature databases to detect the threat,
the previously undetected malware can be re-scanned
in the network service’s archive and flagged as mali-
cious. Instantly, armed with this new information, the
network service can identify which hosts on the network
have been infected in the past by this malware from its
database of execution history and notify the administra-
tors with detailed forensic information.

Retrospective detection is especially important as fre-
quent signature updates from vendors continually add
coverage for previously undetected malware. Using our
AML dataset and an archive of a year’s worth of McAfee
DAT signature files (with a one week granularity), we de-
termined that approximately 100 new malware samples
were detected each week on average (with a standard de-
viation of 57) by the McAfee updates. More importantly,
for those samples that were eventually detected by a sig-
nature update (5147 out of 7220), the average time from
when a piece of malware was observed to when it was
detected (i.e. the vulnerability window) was approxi-
mately 48 days. A cumulative distribution function of
the days between observation and detection is depicted
in Figure 6.
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Figure 6: Cumulative distribution function depicting the
number of days between when a malware sample is ob-
served and when it is first detected by the McAfee an-
tivirus engine.

6.3 Deployment Results

With the aid of network operations and security staff we
deployed CloudAV across a large campus network. In
this section, we discuss results based on the data col-
lected as a part of this deployment.

6.3.1 Executable Events

One of the core variables that impacts the resource re-
quirements of the network service is the rate at which
new files must be analyzed. If this rate is extremely high,
extensive computing resources will be required to handle
the analysis load. Figure 7 shows the number of total ex-
ecution events and unique executables observed during a
one month period in a university computing lab.

Figure 7 shows that while the total number of executa-
bles run by all the systems in the lab is quite large (an
average of 20,500 per day), the number of unique exe-
cutables run per day is two orders of magnitude smaller
(an average of 217 per day). Moreover, the number of
unique executables is likely inflated due to the fact that
these machines are frequently used by students to work
on computer science class projects, resulting in a large
number of distinct executables with each compile of a
project. A more static, non-development environment
would likely see even less unique executables.

We also investigated the origins of these executables
based on the file path of 1000 unique executables stored
in the forensics archive. Table 1 shows the break down
of these sources. The majority of executables originate
from the local hard drive but a significant portion were
launched from various network sources. Executables
from the temp directory often indicate that they were
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Figure 7: Executable launches (a) and unique executable launches (b) per day over a one month period in a represen-
tative sample of 50 machines in the deployment.

Program Files 22.3%

Local Drives Temp Directory 14.2%
52.4% Windows Directory 13.4%
Other 2.4%

Engineering Apps 23.6%

Network Drives | User Desktop Shares | 9.3%
43.3% User AFS Shares 8.3%
Other 2.1%

External Media | USB Flash 2.4%
4.4% CDROM Drive 2.0%

Table 1: A distribution of the sources of 1000 executa-
bles observed in during the deployment of our host agent
over a six-month period.

downloaded via a web browser and executed, contribut-
ing even more to networked origins. In addition, a non-
trivial number of executables were introduced to the sys-
tem directly from external media such as a CDROM
drive and USB flash media. This diversity exemplifies
the need for a host agent that is capable of acquiring files
from a variety of sources.

6.3.2 Caching and Performance

A second important variable that determines the scalabil-
ity and performance of the system is the cache hit rate. A
hit in the local cache can prevent network requests, and
a hit in the remote cache can prevent unnecessary files
transfers to the network service. The hosts instrumented
as a part of the deployment were heavily loaded Win-

dows XP workstations. The Windows Start Menu con-
tained over 250 executable applications including a wide
range of internet, multimedia, and engineering packages.

Our results indicate that 10 processes were launched
from when the host agent service loads to when the login
screen appears and another 52 processes were launched
before the user’s desktop loaded. As a measure of over-
head, we measured the number of bytes transferred be-
tween a specific client and network service under dif-
ferent caching conditions. With a warm remote cache,
the boot-up process took 8.7 KB and the login process
took 46.2 KB. In the case of a cold remote cache, which
would only ever occur a single time when the first host in
the network loaded for the first time, the boot-up process
took 406 KB and the login process took 12.5 MB. For
comparison, the Active Directory service installed on the
deployment machines took 171 KB and 270 KB on boot
and login respectively.

It is also possible to evaluate the performance of the
caching system by looking at Figure 7. We recorded al-
most over 615,000 total execution events over one month
yet only observed 1300 unique executables. As a remote
cache miss only happens when a new executable is ob-
served, the remote cache hit rate is approximately 99.8%.
Even more significant, the local cache can be pre-seeded
with known installed software during the host agent in-
stallation process, improving the hit rate further. In the
infrequent case when a miss occurs in both the local and
remote cache, the candidate file must be transferred to
the network service. Network latency, throughput, and
analysis time all affect the user-perceived delay between
when a file is acquired by the host agent and a threat
report is returned by the network service. As local net-
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works usually have low latencies and high bandwidth,
the analysis time of files will often dominate the network
latency and throughput delay. The average time for a
detection engine to analyze a candidate file in the AML
dataset was approximately 1.3 seconds with a standard
deviation of 1.8 seconds.

6.3.3 Forensics Case Studies

We review two case studies from the deployment
concerning two real-world events that demonstrate the
utility of the forensics archive.

Malware Case Study: While running the host agent in
transparent mode in the campus deployment, the Clou-
dAV system alerted us to a candidate executable that had
been marked as malicious by multiple antivirus engines.
It is important to note that this malicious file success-
fully evaded the local antivirus software (McAfee) that
was installed along side our host agent. Immediately, we
accessed the management interface to view the forensics
information associated with the tracked execution event
and runtime behavioral results provided the two behav-
ioral engines employed in our network service.

The initial executable launched by the user was
warcraft3keygen.exe, an apparent serial number
generator for the game Warcraft 3. This executable was
just a bootstrap for the m222 . exe executable which was
written to the Windows temp directory and subsequently
launched via CreateProcess. m222.exe then copied
itself to C:\Program Files\Intel\Intel, made itself
hidden and read-only, and created a fraudulent Windows
service via the Service Control Manager (SCM) called
Remote Procedure Call (RPC) MO to launch itself
automatically at system startup.  Additionally, the
malware attempted to contact command and control
infrastructure through DNS requests for several names
including 50216.ipread.com, but the domains had
already been blackholed.

Legitimate Case Study: In another instance, we were
alerted to a candidate executable that was flagged as sus-
picious by several engines. The executable in question
was the PsExec utility from SysInternals which allows
for remote control and command execution. Given that
this utility can be used for both malicious and legitimate
purposes, it was worthy of further investigation to deter-
mine its origin.

Using the management interface, we were able to im-
mediately drill down to the affected host, user, files, and
environment of the suspected event. The PsExec service
psexesvc.exe was first launched from the parent pro-
cess services.exe when an incoming remote execution
request arrived from the PsExec client. The next execu-

tion event was net . exe with the command line argument
localgroup administrators, which results in the list-
ing of all the users in the local administrators group.

Three factors led us to dismiss the event as legitimate.
First, the operation performed by the net command was
not overtly malicious. Second, the user performing this
action was a known network administrator. Lastly, we
were able to determine the net.exe executable was iden-
tical to the one deployed across all the hosts in the net-
work, ruling out the case where the net.exe program it-
self may have been a trojaned version. While this event
could be seen as a false positive, it is actually an impor-
tant alert that needs to dealt with by a network adminis-
trator. The forensic and historical information provided
through the management interface allows these events to
be dealt with remotely in an accurate and efficient man-
ner.

7 Discussion and Limitations

Moving detection functionality into the network cloud
has other technical and practical implications. In this
section we attempt to highlight limitations of the pro-
posed model and then describe a few resulting benefits.

7.1 User Context and Environment in De-
tection Engines

One important benefit of running detection engines on
end systems is that local context such as user input, net-
work input, operating system state, and the local filesys-
tem are available to aid detection algorithms. For ex-
ample, many antivirus vendors use behavioral detection
routines that monitor running processes to identify mis-
behaving or potentially malicious programs.

While it is difficult to replicate the entire state of end
systems inside the network cloud, there are two general
techniques an in-cloud antivirus system can use to pro-
vide additional context to detection engines. First, de-
tection engines can open or execute files inside a VM
instance. For example, existing antivirus behavioral de-
tection system can be leveraged by opening and running
files inside a virtual antivirus detection instance. A sec-
ond technique is to replicate more of the local end sys-
tem state in the cloud. For example, when a file is sent
to the network service, contextual metadata such as other
running processes can be attached to the submission and
used to aid detection. However, because complete local
state can be quite large, there are many instances where
deploying local detection agents may be required to com-
pliment in-cloud detection.
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7.2 Disconnected Operation

Another challenge with moving detection into the net-
work is that network connectivity is needed to analyze
files. An end host participating in the service may enter
a disconnected state for many reasons including network
outages, mobility constraints, misconfiguration, or denial
of service attacks. In such a disconnected state, the host
agent may not be able to reach the network service to
check the remote cache or to submit new files for analy-
sis. Therefore, in certain scenarios, the end host may be
unable to complete its desired operations.

Addressing the issue of disconnected operation is pri-
marily an issue of policy, although the architecture in-
cludes technical components that aid in continued pro-
tection in a disconnected state. For example, the local
caching employed by our host agent effectively allows
a disconnected user to access files that have previously
been analyzed by the network service. However, for files
that have not yet been analyzed, a policy decision is nec-
essary. Security-conscious organizations may select a
strict policy requiring that users have network connec-
tivity before accessing new applications, while organiza-
tions with less strict security policies may desire more
flexibility. As our host agent works together with host-
based antivirus, local antivirus software installed on the
end host may provide adequate protection for these en-
vironments with more liberal security policies until net-
work access is restored.

7.3 Sources of Malicious Behavior

Malicious code or inputs that cause unwanted program
behavior can be present in many places such as in the
linking, loading, or running of the initial program in-
structions, and the reading of input from memory, the
filesystem, or the network. For example, some types of
malware use external files such as DLLs loaded at run-
time to store and later execute malicious code. In addi-
tion, recent vulnerabilities in desktop software such as
Adobe Acrobat [1] and Microsoft Word [32] have exem-
plified the threat from documents, multimedia, and other
non-executable malcode-bearing file types. Developing
a host agent that handles all these different sources of
malicious behavior is challenging.

The CloudAV implementation described in this paper
focuses on executables, but the host agent can be ex-
tended to identify other file types. To explore the chal-
lenges of extending the system we modified the host
agent to monitor the DLL dependencies for each exe-
cutable acquired by the host agent. Each dependent DLL
of an application is processed similar to the executable it-
self: the local and remote cache is checked to determine
if it has been previously analyzed, and if not, it is trans-

AV Vendor 3 Months | 1 Month | 1 Week
Avast +14.8% +16.6% | +24.6%
AVG +5.9% +6.8% +8.7%
BitDefender +4.0% +5.3% +3.1%
ClamAV +0.0% +0.0% +0.0%
F-Prot +9.9% +15.3% | +12.6%
F-Secure +7.9% +9.3% +15.0%
Kaspersky +1.5% +1.9% +2.3%
McAfee +10.6% +14.0% | +14.2%
Symantec +17.8% +23.0% | +20.6%
Trend Micro +9.8% +11.5% | +12.6%

Table 2: The percentage increase in detection coverage
obtained when ClamAV, a truly free engine, is added to a
deployment with only a single engine.

mitted to the network service for analysis. Extending the
host agent further to handle documents would be as sim-
ple as instructing the host agent to listen for filesystem
events for the desired file types. In fact, the types of files
acquired by the host agent could be dynamically config-
ured at a central location by an administrator to adapt to
evolving threats.

7.4 Detection Engine Licensing

Most of the antivirus and behavioral engines employed
in our architecture required paid licenses. Acquiring li-
censes for all the engines may be infeasible for some or-
ganizations. While we have chosen a large number of
engines for evaluation and measurement purposes, the
full amount may not be necessary to obtain effective pro-
tection. As seen in Figure 5, ten engines may not be
the most effective price/performance point as diminish-
ing returns are observed as more engines are added.

We currently employ four free engines in our sys-
tem for which paid licenses were not necessary: AVG,
Avast, BitDefender, and ClamAV. Using only these four
engines, we are still able to obtain 94.3%, 92.0%, and
88.0% detection coverage over periods of 3 months, 1
month, and 1 week respectively. These detection cover-
age values for the combined free engines exceed every
single vendor in each dataset period.

While the interpretation of the various antivirus li-
censes is unclear in our architecture, especially with re-
gards to virtualization, it is likely that site-wide licenses
would be needed for the “free” engines for a commercial
deployment. Even if only one licensed engine is used,
our system still maintains the benefits such as forensics
and management. As an experiment for this scenario, we
measured how much detection coverage would be gained
by adding the only truly free (GPL licensed) antivirus
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product, ClamAYV, to an existing system employing only
a single engine. Although ClamAV is not an especially
effective engine by itself, it can add a significant amount
of detection coverage, up to a 25% increase when paired
with another engine as seen in Table 2.

7.5 Managing False Positives

The use of parallel detection engines has important im-
plications for the management of false positives. While
multiple detection engines can increase detection cov-
erage, the number of false positives encountered during
normal operation may increase when compared to a sin-
gle engine. While antivirus vendors try hard to reduce
false positives, they can severely impair productivity and
take weeks to be corrected by a vendor.

The proposed architecture provides the ability to ag-
gregate results from different detection techniques which
enables the unique ability to trade-off detection coverage
for false positive resistance. If an administrator wanted
maximal detection coverage they could set the aggrega-
tion function to declare a candidate file unsafe if any de-
tector indicated the file malicious. However, a false pos-
itive in any of the detector would cause the aggregator to
declare the file unsafe.

In contrast, an administrator more concerned about
false positives may set the aggregation function to de-
clare a candidate file unsafe if at least half of the detec-
tors deemed the file malicious. In this way multiple de-
tection engines can be used to reduce the impact of false
positives associated with any single engine.

To explore this trade-off, we collected 12 real-world
false positives that impact different detectors in Clou-
dAV. These files range from printer drivers to password
recovery utilities to self-extracting zip files. We defined
a threshold, or confidence index, of the number of en-
gines required to detect a file before deeming it unsafe.
For each threshold value, we measured the number of
remaining false positives and also the corresponding de-
tection rate of true positives.

The results of this experiment are seen in Table 3. Ata
threshold of 4 engines, all of the false positives are elim-
inated while only decreasing the overall detection cover-
age by less than 4%. As this threshold can be adjusted at
any time via the management interface, it can set by an
administrator based on the perceived threat model of the
network and the actual number of false positives encoun-
tered during operation.

A second method of handling false positives is enabled
by the centralized management of the network service. In
the case of a standard host-based antivirus deployment,
encountering a false positive may mean weeks of delay
and loss of productivity while the antivirus vendor ana-
lyzes the false positive and releases an updated signature

Threshold || False Positives | Detection
1 12 97.7%
2 5 96.3%
3 2 95.2%
4 0 93.9%

Table 3: The number of false positives observed at each
engine threshold and the associated detection coverage
over the full malware dataset.

set to all affected clients. In the network-based architec-
ture, the false positive can be added to a network-wide
whitelist through the management interface in a matter of
minutes by a local administrator. This whitelist manage-
ment allows administrators to alleviate the pain of false
positives and empowers them to cut out the antivirus ven-
dor middle-man and make more informed and rapid de-
cisions about threats on their network.

7.6 Breaking Free of Vendor Lock-in

Finally, a serious issue associated with extensive deploy-
ments of host-based antivirus in a large enterprise or or-
ganizational network is vendor lock-in. Once a partic-
ular vendor has been selected through an organization’s
evaluation process and software is deployed to all depart-
ments, it is often hard to switch to a new vendor at a later
point due to technical, management, and bureaucratic is-
sues. In reality, organizations may wish to switch an-
tivirus vendors for a number of reasons such as increased
detection coverage, decreased licensing costs, or integra-
tion with network management devices.

The proposed antivirus architecture is innately vendor-
neutral as it separates the acquisition of candidate files
on the end host from the actual analysis and detection
process performed in the network service. Therefore,
even if only one detection engine is employed in the net-
work service, a network administrator can easily replace
it with another vendor’s offering if so desired, without an
upheaval of existing infrastructure.

8 Conclusion

To address the ever-growing sophistication and threat of
modern malicious software, we have proposed a new
model for antivirus deployment by providing antivirus
functionality as a network service using N-version pro-
tection. This novel paradigm provides significant ad-
vantages over traditional host-based antivirus including
better detection of malicious software, enhanced foren-
sics capabilities, retrospective detection, and improved
deployability and management. Using a production im-
plementation and real-world deployment of the CloudAV
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platform, we evaluated the effectiveness of the proposed
architecture and demonstrated how it provides signifi-
cantly greater protection of end hosts against modern
threats.

In the future, we plan to investigate the application
of N-version protection to intrusion detection, phishing,
and other realms of security that may benefit from het-
erogeneity. We also plan to open our backend analysis
infrastructure to security researchers to aid in the detec-
tion and classification of collected malware samples.
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